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Abstract

Attribution methods explain which input features drive a model’s prediction, mak-
ing them central to model debugging and mechanistic interpretability. Yet backward
attribution methods (gradients, LRP, transformer-specific rules) lack a shared frame-
work in which to compare the underlying backward calculations. We introduce
such a framework by recasting backward attribution as a two-player game on an
extended network graph building on Gaubert and Vlassopoulos’ ReLU Net Game.
Gradients and the full αβ-Layer-wise Relevance Propagation (LRP) family arise
as integrals over game trajectories under specific equilibria, so attribution maps
become projections of trajectory distributions rather than the primary object. De-
sired explanation properties—such as localisation focus, robustness to input noise,
or stable attention routing—can be specified as game-theoretic concepts (policy
regularization, risk aversion, extended action sets) and translate directly into novel
adaptations of the well-known backward rules. On ViT-B/16, one such selected
adaptation of αβ-LRP outperforms prior transformer-specific backward methods
across all considered localisation metrics.

Figure 1: We lift the backward pass through a network into a two-player game on an extended
computational graph. The game is based on the Stopping Decomposition that unravels excitatory and
inhibitory contributions by decomposing the weights by sign into W = W+ −W−. In the game
view at each state the two players answer (1) stop or go? and (2) where to route? and their optimal
policies induce a trajectory distribution; a weighted trajectory integral recovers the attribution.
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1 Introduction

Attribution has shifted from a tool for inspecting model decisions to a practical mechanism for im-
proving and controlling models: recent work uses attributions to reveal and correct spurious behaviour
in vision models [Pahde et al., 2023], identify retrieval and parametric heads in language models [Ka-
hardipraja et al., 2025], steer decoding toward instructions or evidence [Komorowski et al., 2026],
and localize circuit components through attribution patching [Syed et al., 2024, Kramár et al., 2024,
Hanna et al., 2024]. This makes critiques of saliency more consequential: parameter insensitivity,
input dependence, perturbation fragility, and misleading modified-gradient structure [Adebayo et al.,
2018, Kindermans et al., 2018, Ghorbani et al., 2019, Nie et al., 2018] are no longer only failures
of visual explanation, but potential failure modes of downstream procedures built on attribution.
Understanding these methods therefore requires a common account of the backward calculation itself.

Backward attribution, however, is usually presented as a zoo of recipes—gradients as local sensitivi-
ties, LRP as redistribution, Deep Taylor as local decomposition, and transformer-specific rules as
handcrafted extensions [Bach et al., 2015, Montavon et al., 2017, Binder et al., 2016, Kohlbrenner
et al., 2020, Chefer et al., 2021b, Ali et al., 2022, Achtibat et al., 2024, Wróbel et al., 2026]. This
diversity is useful: different explanations answer different questions about the model. The difficulty
is that these rules use method-specific stabilisers or stream balances, with no common comparison
framework. The gap is especially acute on Vision Transformers (ViTs): LayerNorm’s cross-token
coupling and the QK-softmax break LRP conservation [Ali et al., 2022], and register-token artefacts
contaminate attention maps [Darcet et al., 2024].

Network calculation as a backward game. Gaubert and Vlassopoulos [2025] prove that a ReLU
network’s forward output is the game value of a two-player Stopping Game on its graph: layers are
rounds, neurons are states, input values are terminal payoffs, and the scalar output f(x) is the game
value. Negative and positive weights are modeled via turn switches resulting in payoffs to the players
opponent. We reinterpret backward attribution as a distribution of weighted game trajectories
through the network, yielding a framework to compare different backward attribution methods. We
adapt the game to a novel Stopping Decomposition, separating paths with positive and negative
contributions to the prediction (Lemma 2)—information that the original game formulation averages
out. Propagation rules become equilibrium policies, and attribution maps are recovered from the
discounted occupation measure of the induced trajectory distribution—an integral over the path
distribution assigning relevance to each game state. We introduce two games: the Stopping Game
(SG), whose occupation measures recover the Jacobian (Theorem 1), and the entropy-regularised
Routing Game (RG) at temperature τ , whose occupation measures recover the full αβ-LRP family
at its anchor τ=1 (Theorem 2) on ReLU networks. Guiding the player’s policies at attention blocks by
reference policies of an oracle player recovering the QK-softmax extends the framework to attention
modules; the same entropy regularisation extends SG from Rectified Linear Unit (ReLU) to Softplus
networks (parameter 1/θ, Appendix C.3).

Consequences of the reformulation. (i) We interpret the trajectory distribution as the net-
work’s backward calculation. The Hellinger distance H(ΠA,ΠB) between two such distributions—
computable by a linear-time backward pass—therefore gives a metric between calculations rather
than between heatmaps. Under cascading randomisation [Adebayo et al., 2018], this distance detects
calculation collapse that the pixel projection hides: the failure exposed by the sanity check happens
in the projection, not the network calculation. (ii) The game framework yields analytical modes:
ideas like risk aversion, action space augmentation or policy regularisation map back to adaptations
of classical backpropagation rules boosting the rules performance. (iii) αβ-LRP parameters have
game-space duals: (α, β) set occupation-measure path weights, while the ϵ-stabiliser becomes a stop
option with payoff log(ϵ).

Contributions.

• Backward attribution as a game on the network graph. We present the Stopping
Game (SG) on an extended network graph—an adaptation of the ReLU Net Game of Gaubert
and Vlassopoulos [2025] to the Stopping Decomposition—as well as the novel entropy-
regularised Routing Game (RG), with an oracle player construction extending the latter to
attention modules.
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• A distance on the space of trajectory distributions. The Hellinger distance between
induced trajectory distributions separates trained from randomised calculations under cas-
cading weight randomisation [Adebayo et al., 2018] even when their attribution maps appear
similar (§5).

• Known methods arise as equilibria. A difference of SG occupation measures yields the
Jacobian; RG’s τ=1 occupation measures yield the full αβ-LRP family on ReLU networks.

• Mode selection improves ViT localization under the evaluated protocol. Small game
changes yield analytical modes of gradients and αβ-LRP; one mode beats all prior
transformer-specific baselines on ViT-B/16 across localization metrics and other attribution
desiderata from Hedström et al. [2023], with VGG-16 taking the best Attribution Localisa-
tion (AL). The localisation lead carries over to Pascal VOC 2012 without re-tuningRG /
RG+Eq, while baselines are tuned on the validation split (Appendix K, Table 27).

2 Related Work

Game and trajectory views. The closest mathematical precursor is the ReLU Net Game of Gaubert
and Vlassopoulos [2025], which identifies the forward evaluation of a ReLU network with the
value of a backward Stopping Game but does not connect that game to the backward pass or to
attribution. We reformulate the game to draw the connection to a novel Stopping Decomposition,
whose inherent weight decomposition is related to the Difference-of-Convex (DC) decomposition
of neural networks—the decomposition Zimmermann and Loho [2026] use directly for attribution.
Our SG and RG are different games utilising this weight decomposition, chosen to recover backward
attribution rules rather than the pure DC decomposition.

Relevance propagation and stochastic explanations. LRP, Deep Taylor, and Excitation Backprop
constitute the core relevance propagation family [Bach et al., 2015, Montavon et al., 2017, Zhang et al.,
2018], with later variants modifying redistribution for contrast, stability, or signed relevance [Binder
et al., 2016, Kohlbrenner et al., 2020, Gu et al., 2019, Nam et al., 2020, Vukadin et al., 2024]. We
supply a common trajectory-space semantics for this family: SG recovers gradients, RG recovers
the generalised αβ rule, and its analytical modes map back to principled modifications of existing
backward rules. Excitation Backprop [Zhang et al., 2018] is an absorbing Markov chain recovering
the αβ-LRP rule for the special case (α, β) = (1, 0) known as the z+-rule, which only considers the
positive weights in the relevance propagation. Our game extends it with an opponent player (enabling
negative-weight influence) and replaces input-dependent transition probabilities with soft Bellman
equations: in the game, the forward pass is simulated in the mind of the players to find their optimal
policies. Deep Taylor [Montavon et al., 2017] justifies that same z+-rule and explicitly leaves the
mathematical modeling of the general αβ rule as an open problem; RG closes this.

Shapley-value attribution methods. SHAP and KernelSHAP frame explanation as a cooperative
game over feature coalitions [Lundberg and Lee, 2017] in a black-box setting; they are therefore a
distinct, complementary game that explains marginal input-feature contributions relative to a baseline,
whereas our backward game explains how relevance is routed through network internals in a white-box
setting.

Robust explanations via Softplus. Dombrowski et al. [2022] propose Softplus replacement as a
curvature-based defence against gradient-explanation manipulation. Appendix C.3 shows that entropy-
regularising the activation-state stop/continue choice in SG recovers Softplus-network gradients,
situating their construction within our framework.

Transformer and ViT explainability. Attention Rollout / Flow read attention as a routing graph [Ab-
nar and Zuidema, 2020]; transformer-LRP methods propagate through attention and skip connec-
tions [Chefer et al., 2021b, Ali et al., 2022, Achtibat et al., 2024]; DAVE addresses ViT tokenisation
artefacts via conditioned operators and equivariant averaging [Wróbel et al., 2026], which aligns
with the detached attention handling of AttnLRP [Achtibat et al., 2024]. The conditioned-operator
transformer constructions arise naturally inside our game semantics: the QK-softmax is the oracle
player’s reference policy, while attribution lives on the Value-routing trajectories. Hence, our method
is compatible with Reynolds averaging, which in our RG+Eq mode removes the same grid artefact
that DAVE targets—however, with more control via the different game modes.

3



3 Backward Attribution as a Two-Player Game

Setup and common state-space structure. Let a(l) = ReLU(W (l)a(l−1)+b(l)) with a(0) = x and
scalar output f(x) = a(L). Write [z]± for the entrywise positive/negative parts andW (l,σ) := [W (l)]σ

for σ ∈ {+,−}. We build a finite-horizon two-player game played backward from the output: a
state records a position in the backward traversal (layer, neuron, plus game-specific bookkeeping
for player turn and stream sign), and at each non-terminal state the active player either stops or
continues. Bookkeeping labels are summarised in Table 4 (Appendix A.1). Skip connections become
random transitions to summand states; max-pooling sends players greedily to maximal-payoff states
(Appendix C.1.2, D.1.1). The SG value Vp(s) is the γ-discounted expected payoff differenceRp−Rp0

of player p and opponent p′ along trajectories from s under the policies, expressed by the Bellman
recursion

Vp(s) = max
a∈Ax (s)

n
Rp(s, a)−Rp0(s, a) + γ(s) ·

P
s0 Px(s

′ | s, a)Vp(s′)
o
, (1)

whereas the Routing Game replaces the hard maximisation at routing states by an entropy-regularized
maximisation over mixed routing decisions, whose value is the soft game value (4). Any player
policies induce a backward trajectory measure µx on trajectories τ = (τ0, τ1, . . . ) with a game-
specific cumulative discount dt(τ) up to time t. The discounted occupation measure

Γx(v) := Eτ∼µx [
P

t dt(τ) 1{τt = v}] (2)

quantifies how much weight the trajectories going through a neuron have.

3.1 The Stopping Game

With each neuron i in layer l, we associate two states (l, i,+) and (l, i,−), where the sign encodes
which player is in turn. The biases become the immediate payoffs for continuing; under continuation,
weight magnitudes drive the environment transitions with discount γ(l)i =

P
j |W

(l)
ij | (positive- and

negative-weight predecessors follow P ∝ W(l,±)/γ). The players’ expected payoffs realise the
novel Stopping Decomposition, separating positive and negative paths to each neuron activation
(Lemma 2). The gradient is then the difference of two non-negative occupation measures (Theorem 1).
Appendix B compares this decomposition to the DC decomposition. A worked example, the full
state space, and the skip-connection and max-pooling extensions are in Appendix C. The following
Theorem combines Theorem 5 and 6 into a concise statement.
Theorem 1 (Gradient representation). The Stopping Game allows a subgame-perfect Nash equilib-
rium, unique up to tie-breaking at zero-activation neurons. Under the stop-at-tie-breaks equilibrium
the discounted occupation measureΓx(s

(l)
i,p) ≥ 0 equals the output derivative with respect to the

corresponding Stopping Decomposition activation. The gradient off with respect to the input is then
the difference Γx(s

(0)
i,+)− Γx(s

(0)
i,−).

Modeling αβ-LRP or attention modules via the SG would require activation-dependent transitions.
The RG moves activation-dependence into the players’ policies, opening a continuous family of
deformations.

3.2 The Routing Game

In the RG we model every neuron by three game states: an activation state s(l,act)j,q and two linear

routing states s(l,lin)j,q,+ and s(l,lin)j,q,− , the + stream state and the − stream state, modelling the positive
part W (l,+) and the negative part W (l,−) of the affine layer respectively. At a linear routing state
s
(l,lin)
j,q,σ for neuron j in layer l on sign stream σ ∈ {+,−} with player q in turn, the active player

mixes over predecessors i under a policy πq(s
(l,lin)
j,q,σ ). Writing the game in log space turns the active

player r’s advantage Rr of moving predecessor i into an additive action–value,

Rr

�
s
(l,lin)
j,q,σ , i

�
=

8
><

>:

logW
(l,σ)
ij + Vr

�
s
(l−1,act)
i,q

�
, r = q, l ≥ 2,

log
�
xiW

(1)
ij

� σ
, r = q, l = 1,

−∞, r ̸= q,

(3)
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where Vr(·) denotes the game value at the successor activation state from perspective of playerr. At
each linear routing subgame we regularise the players’ policies with Shannon entropy, which yields
the following equilibrium value and Gibbs best response:

Vq
�
s
(l,lin)
j,q,σ

�
= τ log

P
i exp

�
Rq(s

(l,lin)
j,q,σ , i)/τ

�
, (4)

πq(s
(l,lin)
j,q,σ )(i) ∝ exp

�
Rq(s

(l,lin)
j,q,σ , i)/τ

�
. (5)

At τ > 0 the game admits a subgame-perfect equilibrium (SPNE) whose occupation measure at
τ = 1 is the αβ-LRP attribution (Theorem 2). In practice we use τ as a myopic control: each
linear subgame applies the τ -scaled Gibbs policy to its own action values, but inherits game values
from the soft Bellman equations at τ=1. We do not re-solve at τ downstream: that would change
the forward activations, while we want trajectories that explain the network’s actual forward pass.
The myopic setting at τ ̸= 1 is a controlled temperature deformation of the occupation measure.
Low τ concentrates routing on the dominant pathway; high τ spreads mass uniformly and exposes
architectural priors rather than input-specific features. A worked example of the local routing
dynamics is given in Appendix Figure 5; the full game definition is in Appendix D.

4 Unification and Controls

4.1 Locating αβ-LRP and LRP-ϵ inside the routing family

The αβ-LRP rule [Bach et al., 2015] is parameterized by α, β ∈ R and the stabilization parameter
ϵ ≥ 0, with α−β = 1 for conservation (attributions sum to f(x)). Relevance of neuron j is split into
a positive-weight fraction (scaled by α) and a negative-weight fraction (scaled by β), each normalised
by its own denominator:

R
(l−1)
i =

P
j

�
α

[a
(l�1)
i W

(l)
ij ]+

Σ
(l;+)
j +ϵ

− β [a
(l�1)
i W

(l)
ij ]�

Σ
(l;�)
j +ϵ

�
R

(l)
j , Σ

(l,±)
j =

P
k[a

(l−1)
k W

(l)
kj ]

±, (6)

where we initialize R(L) = f(x). Let the cumulative discount for a backward trajectory track sign
branches σt ∈ {+,−} via dt+1 = 2αdt when σt = + and dt+1 = −2β dt when σt = −. Observe

that the the terms
[a

(l�1)W (l)
ij

; ]�

P (l;�)
j +ϵ

in (6) are reflected in the Gibbs policy (5) under the assumption

Rr

�
s
(l,lin)
j,q,σ , i

�
= log

�
W

(l,σ)
ij a

(l−1)
i

�
. The following Theorem merges Theorem 9 and 10 into a

concise statement. The definition and proofs are in Appendix D.
Theorem 2 (αβ-LRP representation). At τ > 0, the Gibbs policies of Eq.(5) and stopping decisions
according to neuron activations yield SPNEs of the entropy-regularisedRG, unique up to tie-breaking
at zero-activation neurons. Under the stop-at-tie-breaks equilibrium atτ = 1 theαβ-LRPattribution
map in (6) equals R(l)i = Γx(s

(l)
i,+)− Γx(s

(l)
i,−).

4.2 Vision Transformers via a detached-logit oracle

Two ViT subtleties break conservative transport: LayerNorm coupling and the data-dependent QK-
softmax. LayerNorm statistics are detached so the layer becomes a pointwise linear map [Ali et al.,
2022, Wróbel et al., 2026]; the QK-softmax block is replaced by an oracle game emitting a detached
reference policy, with occupation-measure trajectories flowing only through the Value route (a full
gradient fallback through the attention block degrades localisation, Appendix H.3.1). Equivariant
Reynolds averaging optionally suppresses tokenisation-grid artefacts [Wróbel et al., 2026]. Full KL
formulation, oracle embedding, and occupation-measure theorem are in Appendix E.

4.3 Analytical modes and their game-theoretic duals

Game-theoretic concepts like risk aversion and entropy regularisation map back to novel modes of
the backward rules for probing and tuning explanation properties. Temperature τ is the focus mode,
λ the activation-side risk-averse mode, λsm its oracle-game variant on the attention logits, and the
architecture-dependent fan-in entropy-sparsification mode λent is deferred to Appendix H.2.1.

5



0 4 8 12 16

0

0.2

0.4

0.6

0.8

1

Randomization step

Pa
th

di
st

ri
bu

tio
n

di
st

an
ce

VGG16

0 6 12 18 24 30 36 42 48 54

0

0.2

0.4

0.6

0.8

1

Randomization step

ResNet50

0 6 12 18 24 30 3638

0

0.2

0.4

0.6

0.8

1

Randomization step

ViT-B/16

ADF H

ADF Hlive

RG H

RG Hlive

Figure 2: Hellinger trajectory distance under cascading parameter randomisation [Adebayo et al.,
2018]. Solid: plain H; dotted: Hlive, conditioned on survival to an ordinary input-layer state
(Appendix I.3.2). Thin horizontal reference lines mark the fully-random-model values from Table 25
(solid: plain H; dotted: Hsurv), in the colour of the corresponding game.

Mode Effect on the game Property

Temperature � change of entropy regularisation in linear states sharp / diffuse
Risk aversion � replaces game values by lower-confidence bounds noise / fragility
Stream balance (�; �) path weights of RG’s occupation measure support / oppose
Oracle risk aversion � sm replaces game values by lower-confidence bounds stable attention
Backward gate ~� noise on player observations gate smoothing
LRP stabiliser " adds outside option ? lin with log(") payoff damps low-inflow neurons

Risk aversion replaces player game values by mean–variance lower-confidence bounds Vλ = µ+ λσ
(with λ < 0, estimated by Assumed Density Filtering (ADF) variance propagation [Gast and
Roth, 2018]), in the spirit of confidence-bound exploration [Auer et al., 2002, Fei et al., 2020];
full-risk and forward-temperature variants are ablated in Appendices H.3.2 and H.3.3. The noisy-
observation gate Φ̃ replaces the hard ReLU gate by Φ(z) · z via Legendre duality (Appendix F.3);
each smooth activation admits the analogous dual—Softplus via Shannon entropy, GeLU via ϕ ◦Φ−1

(Appendix C.3). Classical αβ-LRP parameters fall under the same framework: (α, β) weight the
paths of the occupation measure, and the LRP stabiliser ε adds an outside option ⊥lin with log-
score log(ε) at every linear state, leaking weak-evidence neurons into the cemetery while leaving
strong-evidence ones near-unaffected (Theorem 10).

5 Parameter Randomisation as a Trajectory Diagnostic

The cascading-randomisation sanity check of Adebayo et al. [2018] asks whether an explanation
meaningfully depends on the learned parameters, and answers by comparing attribution maps in
pixel space. But the object of interest is the backward calculation itself—a distribution Π over graph
trajectories—and the attribution map is only its pixel projection. The Hellinger distance H(ΠA,ΠB)
is computable in a single backward pass (Appendix I) and measures the routing logic directly rather
than its visual projection. This section probes the representation claim: parameter randomisation
should move Π even when its pixel projection remains stable. We remark that H = 0 iff ΠA = ΠB ,
and the metric takes its maximal value H = 1 iff their supports are disjoint.

5.1 Randomisation changes trajectories, but not necessarily maps

Under cascading randomisation (layers cumulatively re-initialised output→input), both SG and RG
diverge from the first randomised layer and plateau near the fully-random-model reference of Table 25
(Figure 2). The reference itself sits below the ceiling H = 1 because two fully randomised models still
share some short trajectories: both may stop early at structurally dead neurons or at the same inputs
and route mass to the common cemetery state. Such short paths have a higher chance of coinciding
across models than full trajectories reaching the input layer. Conditioning on survival removes this
shared cemetery mass and gives the strict ceiling Hsurv ≈ 1 (per-game values, the conditioning,
and the floor mechanism are detailed in Appendix I). Trajectory- and map-level readouts are per-
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image orthogonal (Spearman |ρ| ≤ 0.2 between H and pixel-level Gradient or αβ-LRP similarity,
Appendix J.4): images with similar attribution maps need not have similar calculations.

5.2 Pixel-level randomisation: what the map hides

Cascading randomisation on the maps reproduces Adebayo et al. [2018], Sixt et al. [2020]: some
methods retain map structure under full randomisation. On ResNet-50, LRP-γ retains Spearman-
|ρ|=0.906 and HOG-r=0.939, DeepLift 0.664/0.722 (Table 24, Appendix J.1). Low temperature
and risk aversion make the SG and RG attribution maps more model sensitive. Read against §5.1, the
interpretation flips: the maps do not fail the check because the underlying calculation survives—H
shows it has collapsed—but because the pixel projection washes out the collapse.

6 Experiments

Setup. We evaluate RG and SG against standard backward baselines on VGG-16 [Simonyan
and Zisserman, 2015], ResNet-50 [He et al., 2016], and ViT-B/16 [Dosovitskiy et al., 2021] with
torchvision ImageNet-1K checkpoints [Paszke et al., 2019, Deng et al., 2009, Russakovsky et al.,
2015], on a 50-class ImageNet-S subset [Gao et al., 2023] at 224×224 (566-image test split).
ImageNet-S provides the pixel masks required by AL, Pointing Game (PG), and Selectivity (Sel);
ImageNet boxes over-credit mass anywhere inside the box. All metrics are computed through
Quantus [Hedström et al., 2023]: localisation (AL, PG, Top-k Intersection (TK); ↑), faithfulness (Pixel
Flipping area under the curve (PF5, PF20), Sel; ↓), robustness (Maximum Sensitivity (MaxS), Average
Sensitivity (AvgS); ↓). RG analytical modes reported alongside each configuration: temperature τ ,
activation-side risk aversion λ (softmax-shift variant λsm on ViT attention logits), LRP stabiliser ε,
equivariant-Reynolds sample count N . Methods, grids, and checkpoint URLs are in Appendix G.2.1;
metric definitions and ADF-forward details in Appendix G.1. The full ResNet-50 evaluation is
deferred to an additional exhaustive appendix Table 9.

Protocol. Methods are evaluated under a two-stage protocol that treats baselines and our RG/SG
differently, for reasons of statistical validity. Stage 1 runs a grid search on a 50-image validation
split (one image per class). Stage 2 picks, for each method, the single validation-selected mode
with the best localisation rank-sum over {AL, PG,TK}, and evaluates it on the 566-image test split;
for RG / RG+Eq we additionally show the αβ-LRP anchor (α, β, ε, τ)=(2, 1, 0.5, 1) as a theorem-
driven reference (Theorem 2). Baselines. No baseline is kept at “published defaults” when a grid
exists. A larger evaluation of more validation-set-selected modes is in Appendix G (Tables 7, 8, 9).
RG / SG. The RG and SG expose a substantially larger configuration space: the cross-product of
τ, λ, λsm, λent, σ

2, ε and (α, β) spans approximately 35,000 combinations. Rather than performing
an underpowered exhaustive search over 35k configurations, we report (i) the theorem-fixed αβ-LRP
anchor and (ii) one mode selected by isolated one-factor sweeps on the validation split.

ViT-B/16 (Table 1). Under the localisation-selected single-row protocol, the RG family beats every
prior transformer-specific backward baseline—AttnLRP [Achtibat et al., 2024], DAVE [Wróbel
et al., 2026], Transformer Interpretability Beyond Attention Visualization (TIBAV) [Chefer et al.,
2021b], Generic Attention Explainability (GAE) [Chefer et al., 2021a] across all metrics except
PF5, hold by GAE. The selected mode (τ=0.5, λsm=−10, σ2=2) beats all baselines without the
slower Reynolds averaging; RG+Eq averages N=50 input-equivariant samples to shave token-grid
artefacts (Appendix G.3) for a small Selectivity / PG gain. ADF adds modest overhead (RG: 0.25s
vs 0.16s base), still below sampling baselines like SmGrad or IntGrad; Reynolds averaging is the
only expensive variant, exceeding even perturbation methods like LIME (Appendix G.2). The same
modes pass the cascading-randomisation sanity check at the trajectory level (§5), whereas older
transformer-LRP attribution maps remain visually similar to their randomised counterparts. Table 3
isolates three ViT-specific mode behaviours: τ for focus boosting localisation of RG (a); λsm as the
attention-side localisation mode (b); τ for focus boosting localisation of RG+Eq (c). On ViT, λ is
inert (Appendix Table 16): attention routing dominates GELU routing.

Cross-dataset transfer (Pascal VOC). A natural worry with the validation-tuned modes is that the
chosen τ/λsm/σ2 are overfitted to the ImageNet-S 50-class subset. We test transfer on a per-image
disjoint split of Pascal VOC 2012 trainval (val:test = 1:5, seed 42, 2,849 test (image, foreground-
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Table 1: Evaluation of gradient-based, LRP-based, and attention-based attribution methods on
ViT-B/16 (ImageNet-S). RG controls: τ temperature, λent entropy penalty, λ risk aversion, λsm
softmax-shift risk aversion, (α, β) stream balance, ε LRP stabiliser, N equivariant-Reynolds sample
count. Rows are grouped into three blocks by mechanism; perturbation-based baselines (LIME,
KernelSHAP)(Appendix G). Red: best value of the column across the whole table. Gray: block-
best. The first row of each RG / RG+Eq sub-block is the α=2, β=1, ε=0.5, τ=1 αβ-LRP anchor
(Theorem 2), followed by exactly one best-localisation row (rank-sum over {AL, PG, TK}) — our
contribution.

Method Config AL ↑ PG ↑ TK ↑ PF5 ↓ PF20 ↓ Sel. ↓ MaxS ↓ AvgS ↓ t/img

Gradient – 0.424 0.403 0.415 8.529 8.262 5.990 2.181 1.570 0.07
SmGrad Nsample=30, σ=0.2 0.427 0.551 0.469 8.376 7.908 5.818 0.467 0.386 1.52

IntGrad Nsteps=50 0.458 0.553 0.497 8.401 7.791 5.270 0.886 0.823 2.56

DeepLift – 0.570 0.804 0.721 8.207 7.303 4.972 0.608 0.621 0.13

DAVE N=50 0.480 0.660 0.616 8.285 7.817 4.378 0.830 0.759 2.60

LRP-ε ε=1 0.631 0.809 0.768 8.257 7.411 4.483 39.746 31.540 0.14
ε=0.5 0.597 0.740 0.728 8.230 7.312 4.502 40.961 49.734 0.13

LRP-γ ε=0.25, γ=0.1 0.519 0.673 0.666 8.258 7.344 4.400 14.314 8.776 0.29

LRP-|z| – 0.398 0.449 0.419 8.568 8.402 6.384 64.926 156.622 0.09

AttnLRP – 0.552 0.719 0.685 8.225 7.330 4.533 33.217 23.742 0.14

TIBAV – 0.485 0.600 0.540 8.389 8.092 5.071 0.806 0.587 0.16

GAE – 0.540 0.760 0.613 8.101 7.518 4.457 0.500 0.438 0.06

RG – 0.555 0.770 0.755 8.176 7.000 4.781 0.203 0.154 0.16
τ=0.5, λsm=-10, σ2=2 0.709 0.848 0.797 8.244 7.414 4.981 0.546 0.570 0.25

RG+Eq N=50 0.551 0.780 0.751 8.375 7.601 4.123 0.579 0.508 7.17
τ=0.5, N=50 0.640 0.860 0.796 8.377 7.617 4.474 0.846 0.830 7.39

AR wr=0.25 0.526 0.720 0.674 8.437 7.970 4.567 0.239 0.234 0.02

Table 2: Evaluation on VGG-16 (ImageNet-S); layout, conventions, RG anchor semantics, and
selection protocol are identical to Table 1.

Method Config AL ↑ PG ↑ TK ↑ PF5 ↓ PF20 ↓ Sel. ↓ MaxS ↓ AvgS ↓ t/img

Gradient – 0.513 0.719 0.684 14.102 10.715 5.299 2.309 0.958 0.06

SmGrad Nsample=30, σ=0.2 0.526 0.827 0.796 15.744 11.613 4.952 0.350 0.219 0.78

IntGrad Nsteps=50 0.545 0.784 0.696 14.452 10.511 5.293 1.275 0.975 1.30

DeepLift γ=0.25, rule=gamma 0.614 0.797 0.705 14.537 9.459 3.662 0.541 0.476 0.16
– 0.574 0.774 0.722 12.897 9.106 4.659 4.218 1.048 0.04

SG λ=-2, σ2=1, Φ̃ 0.613 0.735 0.688 16.996 13.248 4.756 1.631 0.173 0.36

LRP-ε ε=1 0.630 0.780 0.727 12.448 7.731 4.035 0.760 0.896 0.05
LRP-γ ε=0.25, γ=0.1 0.610 0.840 0.689 12.404 7.385 3.502 0.606 0.536 0.15

RG – 0.609 0.751 0.689 14.037 9.425 3.573 3.902 0.435 0.13
λ=-1, σ2=10 0.655 0.763 0.661 15.756 11.048 4.001 0.572 0.449 0.39

LCAM – 0.538 0.813 0.804 16.012 12.478 5.152 0.567 0.659 0.02
GCAM++ – 0.555 0.846 0.838 17.301 13.728 5.697 0.504 0.580 0.02

class) samples evaluated against pixel-accurate VOC2012 segmentation masks): RG and RG+Eq use
the same mode parameters as Table 1 without any VOC-side re-tuning, while every baseline gets
a fresh per-method validation grid on the new pool. This tests whether the selected modes capture
model-specific rather than dataset-specific structure: the localisation lead carries over (Table 27); the
only localisation column where RG/RG+Eq does not lead is PG, where GAE [Chefer et al., 2021a]
wins — but PG is the noisiest of the three localisation metrics by construction (binary indicator). Full
protocol, per-method search ranges, and the VOC→ ImageNet-S target mapping are in Appendix K.
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Table 3: Three RG analytical modes on ViT-B/16, one varied at a time. (a) τ : macro–micro
focus. (b) λsm at fixed τ=0.5: the attention-side localisation mode. (c) τ under RG+Eq (N=50
input-equivariant samples): same τ monotonicity as base RG, with more stable robustness. The
activation-side λ is absent because it is inert on ViT (Table 16) though important on VGG-16
(Table 15); full per-architecture sweeps in Appendix H.1.

(a) � (ViT-B/16)

� AL" PG" PF 20 # MaxS#

1.0 0.551 0.776 7.23 0.438
0.7 0.623 0.800 7.37 0.266
0.5 0.664 0.832 7.44 0.449

(b) � sm at �=0:5 (ViT-B/16)

� sm AL" PG" PF 20 # MaxS#

0 0.664 0.832 7.44 0.449
�5 0.649 0.820 7.51 0.544
�10 0.708 0.846 7.50 0.628

(c) � under RG+Eq (ViT-B/16)

� AL" PG" PF 20 # MaxS#

1.0 0.551 0.780 7.60 0.579
0.7 0.610 0.840 7.54 0.662
0.5 0.640 0.860 7.62 0.846

(a) Airliner: τ , base RG(αβ) (c) ImageNet-S val sample: τ , RG+Eq (N=50)
Orig. Mask 1.0 0.5 Orig. Mask 1.0 0.5

Figure 3: Temperature sweeps aligned with Table 3(a) and (c) show the focus of attribution at lower
temperature. Reynold averaging (left) averages out patch artifacts.

Higher τ spreads attribution into context. The Quantus-optimal modes are the sharpest ones:
they place mass on the smallest patch subset that preserves the prediction and aligns with the
segmentation mask. As τ increases, the same equilibrium spreads routing over more predecessors;
the object remains in focus, but the heatmap also highlights environmental features the network
used. These broader maps can be visually more informative, but on ViT-B/16 the localisation metrics
(AL, PG, TK) worsen monotonically with τ above the localisation-selected setting, because they
reward concentrated mass; the faithfulness/robustness side is non-monotonic, and on ResNet-50
the high-τ regime (τ ≥2) actually attains the tightest MaxS / PF5 at a localisation cost (Appendix
Table 13). High-τ is the clearest example of the gap between metric-optimal and perception-optimal
explanations within the same game.

VGG-16 and ResNet-50 (Table 2; ResNet-50 in Appendix Table 9). On the CNNs, the anchor
again matches strong LRP-style baselines. VGG-16’s localisation-selected novel RG mode adds the
activation-side risk-averse mode at σ2=10, λ=−1. ResNet-50 barely moves on localisation (skip
connections already stabilise it), but the same activation-side mode is its main robustness lever.

7 Discussion and Conclusion

The Stopping and Routing Games unify gradient and αβ-LRP attribution as equilibrium quantities
on per-neuron states. Rule variants—temperature τ , risk aversion λ, stream balance (α, β), LRP
stabiliser ε, smooth gate Φ̃—arise as principled deformations of the game definition, and attention
modules drop in via an oracle routing policy. This also places robustness-motivated Softplus replace-
ment [Dombrowski et al., 2022] inside the same picture: entropy regularisation of the activation-state
stop/continue choice recovers Softplus-network gradients (Appendix C.3). The games are representa-
tion theorems, not mechanistic inevitabilities: the architecture does not by itself determine one game,
policy class, or discount, and other games may give other insights.

The modes improve the attribution metrics considered here, but the scope of that evidence is specific.
Human-mask agreement is only one evaluation axis, and sharper routing can remove network-
relevant evidence outside the mask. Within this scope, one adapted ViT-B/16 αβ-LRP configuration
outperforms prior transformer-specific backward methods across localisation metrics and other
attribution desiderata. In this setting, trajectories stable to small input perturbations tend to end at
object-pixel states. Whether this transfers to other modalities, and whether metric gains translate to
downstream task gains, remains future work.

The trajectory distribution Π is the object of study; the attribution map is only its pixel projection.
The Hellinger distance H(ΠA,ΠB) is computable in one backward pass (Appendix I) and answers
the parameter-insensitivity sanity check [Adebayo et al., 2018, Sixt et al., 2020] at the calculation
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level: H detects randomisation collapse even when projected maps remain similar. More broadly, it
asks how to compare the calculations of two models, or of one model under varying inputs. Natural
uses include trajectory-measure clustering for glocal aggregation and input-space similarity maps that
compare strategic routing rather than heatmaps. Their empirical utility will require calculation-level
benchmarks, but first results are promising: H separates intra- from inter-class image pairs and
increases monotonically with Gaussian input noise (Appendix I.4).
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A Notation and Conventions

Throughout our formulations, we employ a compact notation to manage the adversarial relationship
between the two players: P+ and P−. Let p, q, w ∈ {+,−} denote player labels, turn labels, or
stream sign labels.

• Player Complement: p′ denotes the opponent of player p. So +′ = − and −′ = +.
• Kronecker Delta: δp,q = 1 if p = q else 0.
• Sign Operator: ξp,q = 2δp,q − 1. This evaluates to +1 if p = q and −1 if p ̸= q.
• XOR Operator: p⊕q is defined as + if p = q and− if p ̸= q. This operator is commutative

and associative. Note the identities: p⊕p = +, p⊕+ = p, p⊕− = p′, and p′⊕q = (p⊕q)′.
• Softplus and sigmoid at temperature θ. For θ > 0 we write

σθ(z) := θ log
�
1 + ez/θ

�
, σ′

θ(z) :=
1

1 + e−z/θ
, (7)

for the Softplus activation at temperature θ and its derivative, the sigmoid at the same
temperature. We will also use the binary Shannon entropy of the Gibbs weight,

Hθ(z) := −σ′
θ(z) log σ

′
θ(z)−

�
1− σ′

θ(z)
�
log

�
1− σ′

θ(z)
�
. (8)

All three quantities approach the hard ReLU regime as θ → 0: σθ → ReLU, σ′
θ → 1[ · > 0],

and Hθ → 0.
• Scalar positive and negative parts. For a scalar u ∈ R, u+ := max{u, 0} and u− :=
max{−u, 0}, so that u = u+ − u−.

• ReLU and its derivative. For z ∈ R, ReLU(z) := max{z, 0}. We fix the boundary
convention ReLU′(0) := 0; equivalently, the indicator 1[z > 0] used throughout returns 0
at z = 0.

• Argmax over equal values. For any finite tuple (x1, . . . , xm), argmaxk xk :=
min{k : xk = maxl xl}, the smallest index attaining the maximum, and we write
max{x1, . . . , xm} = xk? with k⋆ = argmaxk xk.

The downstream consequences of the ReLU-at-zero and max-tie conventions for the games defined
in Appendices C and D are revisited there.

Throughout the paper we reserve the word trajectory for sequences of game statesτ = (τ0, τ1, . . . )
on the game graph (Appendix C, D); for sequences of indices of neurons in the network we use path
instead, to distinguish between the two concepts.

A.1 Table of Notation

Table 4 provides a summary of the game parameters and states used across the different game variants
discussed in this work.
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Table 4: Summary of Game Parameters and State Space.

Symbol Description
p, q, r ∈ {+,−} Player labels, turn labels, or stream sign labels
p′ Complementary player/sign (opponent of p)
p⊕ q XOR operator (+ if p = q, − otherwise)
ξp,q Sign operator (+1 if p = q, −1 otherwise)
Sact,Slin Activation and Linear state spaces in the RG
π⋆ Optimal policy (state argument distinguishes Gibbs route choice and

stop/continue)
Rp(s) Individual expected payoff for player p at state s
Up(s) Advantage Rp(s)−Rp0(s)
Vp(s) Game value (payoff difference Rp −Rp0)
γ
(l)
i Per-neuron weight-magnitude discount, γ(l)i =

P
j(W

(l,+)
ij +W

(l,−)
ij )

γO Oracle structural discount (γO = 2 for sign-branch and addition splits; γO = 1
for max-pool)

γ̃ Modified trajectory integral discount (2α,−2β for LRP recovery)
Γ Discounted occupation measure (gradient trajectory integral)
τ Temperature parameter for entropy regularization (linear-state Gibbs)
α, β Stream-balance weights of the αβ-LRP family (α − β = 1); routed via the

trajectory discount γ̃
ε RG outside-option / LRP stabiliser at linear states (log-score log ε on the

cemetery option ⊥lin)
η Mixing-decomposition parameter η ∈ [0, 1] (η=1 convex, η=0 concave; cf.

Appendix B)
θ Entropy-regularisation temperature for the activation-state stop/continue choice

in the Softplus variant of SG; recovers Softplus networks with parameter
β = 1/θ (Appendix C.3)

λ Activation-side risk-aversion parameter for ADF variance propagation at acti-
vation states

λsm Softmax-shift risk-aversion parameter on the attention-logit oracle (ViT, Ap-
pendix E)

λent Fan-in entropy-sparsification (entropy-bias) parameter on linear-state Gibbs
policies

σ2 ADF input-variance scale used to estimate the propagated activation variance
σθ(z) Softplus activation σθ(z) = θ log(1 + ez/θ) at temperature θ (Appendices B,

C.3)
Φ, ϕ Standard normal Cumulative Distribution Function (CDF) Φ(z) =Rz

−∞ ϕ(y) dy and density ϕ(y) = (2π)−1/2 e−y2/2; used in the soft gate Φ̃

and probit regulariserHΦ(π) = ϕ(Φ−1(π)) (Appendix F.3)
Φ̃ Smooth (noisy-observation) gate Φ̃(z) = Φ(z) replacing the hard ReLU gate

(GeLU extension, Appendix F.3)
σ (probit) Perception-noise std dev weightingHΦ in the noisy-gate dual (§F.3, Eq. 183);

σ=1 recovers Φ̃, σ→0 the hard ReLU gate
N Number of input-equivariant samples in RG+Eq Reynolds averaging
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B Network Decompositions

An ordinary network activation is a single signed scalar that collapses two opposing flows—the
contributions that support the eventual prediction and the contributions that oppose it—into one
number, hiding their individual magnitudes. We want to lay them bare: at every neuron and every
layer, we want a non-negative pair that exposes how the positive and negative contributions accumulate
from the input through the network on a global scale, while still recovering the original activation as
their difference.

B.1 Network Decomposition

Throughout we consider a feedforward network of L layers with non-linearity g : R → R (e.g.
g = ReLU or g = σθ) and a single scalar output at the final layerL, f(x) = a(L) ∈ R (for
multi-class networks, fix the target logit and treat the remaining architecture as a single-output
network).

The idea of a network decomposition is to replace every single-neuron activation by a pair of non-
negative scalars, propagated through a sequence of non-negative linear maps and pairwise activation
functions f : R2

≥0 → R2
≥0 that operate on neuron-pairs instead of single neurons. We first record this

structural setup, then identify those decompositions that recover the original network as the difference
of the decomposed activations.
Definition 1 (Decomposition). A decomposition of a feedforward network withL layers is a cal-
culation scheme that propagates non-negative activation pairs(a

(l,+)
i , a

(l,−)
i ) ∈ R2

≥0 from input to
output using only non-negative linear maps—matrices with non-negative entries together with non-
negative bias vectors—and pairwise activation functionsf : R2

≥0 → R2
≥0, (z+, z−) 7→ (a+, a−) =

f(z+, z−), applied at every neuron. Activations are indexed byl ∈ {0, . . . , L} and affine parameters
by l ∈ {1, . . . , L}; the layer-0 pair is initialised by(a(0,+)

k , a
(0,−)
k ) := (x+k , x

−
k ), and at each affine

layer l a non-negative linear map sends the layer-(l − 1) activation pair to the layer-l pre-activation
pair (z(l,+)

i , z
(l,−)
i ) ∈ R2

≥0 to whichf is then applied. We call(a(l,+)
i , a

(l,−)
i ) the decomposed

activation and (z
(l,+)
i , z

(l,−)
i ) the decomposed pre-activation at neuron i in layer l.

Canonical non-negative linear map. Throughout this paper we instantiate the non-negative linear
map at layer l by the element-wise positive/negative decomposition of the original network’s weights
and biases,

W (l,+) := (W (l))+, W (l,−) := (W (l))−, b(l,+) := (b(l))+, b(l,−) := (b(l))−, (9)

producing the pair of pre-activations at neuron i,

z
(l,+)
i := b

(l,+)
i +

X

j

W
(l,+)
ij a

(l−1,+)
j +

X

j

W
(l,−)
ij a

(l−1,−)
j , (10)

z
(l,−)
i := b

(l,−)
i +

X

j

W
(l,+)
ij a

(l−1,−)
j +

X

j

W
(l,−)
ij a

(l−1,+)
j . (11)

Definition 2 (Valid decomposition). A decomposition (Definition 1) is valid for the network with
non-linearity g if the propagated activation pairs satisfy

a
(l,+)
i − a(l,−)

i = g
�
z
(l)
i

�
= a

(l)
i (12)

for every layer l and neuron i.

When (12) holds at layer l − 1, the canonical non-negative linear map of Definition 1 yields the
identity z(l,+)

i − z(l,−)
i = b

(l)
i +

P
j(W

(l,+)
ij −W (l,−)

ij )(a
(l−1,+)
j − a(l−1,−)

j ) = z
(l)
i , so the layer-l

pre-activation pair already encodes the original network’s pre-activation through its difference.

To make this map formal, we leverage the fact that ReLU networks compute continuous piecewise
linear (CPWL) functions [Arora et al., 2018], which admit a Difference-of-Convex (DC) decomposi-
tion [Zimmermann and Loho, 2026]. We use a one-parameter family, the Mixing decomposition,
which linearly interpolates between the convex decomposition at η = 1 and the concave decomposi-
tion at η = 0 (Theorem 4). This appendix fixes the decomposition notation used throughout the rest
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of the appendices, defines both the novel Stopping and well-known Mixing Decompositions induced
by it, and ends with the parity decomposition that the Stopping Decomposition makes visible at the
level of paths through the network. The Stopping Decomposition takes its name from the closely tied
Stopping Game (SG), which we rigorously define in Appendix C.

B.2 Stopping, Mixing, and Softplus Decompositions

We instantiate part 2 of Definition 1 with three useful non-negative decomposition functions
f : R2

≥0 → R2
≥0. The Stopping decomposition function is

fstop(z
+, z−) :=

�
1
�
z+ − z− > 0

�
z+, 1

�
z+ − z− > 0

�
z−

�
. (13)

For any η ∈ [0, 1], the Mixing decomposition function is

f η
mix(z

+, z−) :=
�
ηmax{z+, z−}+ (1− η)z+, η z− + (1− η)min{z+, z−}

�
. (14)

For any temperature θ > 0, the Softplus decomposition function replaces the hard indicator 1[· > 0]
of (13) by the smooth sigmoid σ′

θ(z) := 1/(1+e−z/θ) as the gating factor on the activations and adds,
on the + stream, the binary Shannon entropyHθ(z) := −σ′

θ(z) log σ
′
θ(z)−(1−σ′

θ(z)) log(1−σ′
θ(z))

of the resulting Gibbs weight:

f θ
soft(z

+, z−) :=
�
σ′
θ(z

+ − z−) z+ + θHθ(z
+ − z−), σ′

θ(z
+ − z−) z−

�
. (15)

Both output components of f θ
soft stay non-negative because σ′

θ, Hθ ≥ 0 and z± ≥ 0, and in the limit
θ → 0 we have f θ

soft → fstop: σ′
θ(z)→ 1[z > 0] and Hθ(z)→ 0.

When such a decomposition function f• is applied at every neuron and propagated by the canonical
non-negative linear map (10)–(11) of Definition 1, we denote the resulting layer-l activations by
a
(l,±)
•,i , i.e.

�
a
(l,+)
stop,i, a

(l,−)
stop,i

�
= fstop

�
z
(l,+)
i , z

(l,−)
i

�
, (16)

�
a
(l,+,η)
mix,i , a

(l,−,η)
mix,i

�
= f η

mix

�
z
(l,+)
i , z

(l,−)
i

�
, (17)

�
a
(l,+,θ)
soft,i , a

(l,−,θ)
soft,i

�
= f θ

soft

�
z
(l,+)
i , z

(l,−)
i

�
, (18)

with the input-layer initialisation

a
(0,±)
stop,k = a

(0,±,η)
mix,k = a

(0,±,θ)
soft,k = x±k . (19)

The next theorem shows that fstop and f η
mix yield valid decompositions (Definition 2) of the ReLU

network, and that f θ
soft yields a valid decomposition of the Softplus network with parameter 1/θ. We

refer to the resulting decompositions as the Stopping Decomposition, the Mixing Decomposition,
and the Softplus Decomposition respectively.
Theorem 3 (Layerwise Recovery of the Original Activations). Let the activations be propagated
layerwise by the canonical non-negative linear map of Definition 1, initialised by(19), and updated by
either the Stopping decomposition functionfstop (13), the Mixing decomposition functionf η

mix (14),
or the Softplus decomposition function fθ

soft (15). Then for every layer l and neuron i,

a
(l,+)
stop,i − a

(l,−)
stop,i = a

(l,+,η)
mix,i − a

(l,−,η)
mix,i = a

(l)
i = ReLU

�
z
(l)
i

�
, (20)

and, for every θ > 0,

a
(l,+,θ)
soft,i − a

(l,−,θ)
soft,i = σθ

�
z
(l)
i

�
, σθ(z) := θ log(1 + ez/θ), (21)

the Softplus activation at temperatureθ (i.e., parameterβ = 1/θ in the standardσβ(x) = 1
β log(1 +

eβx) form). In particular,fstop and f η
mix yield valid decompositions (Definition 2) of the ReLU

network, and fθsoft yields a valid decomposition of the Softplus network with parameter 1/θ.

Proof. We argue by induction on the layer index l, treating each decomposition under its corre-
sponding network: ReLU activations a(l−1)

j = ReLU(z
(l−1)
j ) for fstop and f η

mix, Softplus activations

a
(l−1)
j = σθ(z

(l−1)
j ) for f θ

soft.
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Base case (l = 0): By (19),

a
(0,+)
stop,k − a

(0,−)
stop,k = a

(0,+,η)
mix,k − a

(0,−,η)
mix,k = a

(0,+,θ)
soft,k − a

(0,−,θ)
soft,k = x+k − x

−
k = xk = a

(0)
k . (22)

Inductive step: Under either inductive hypothesis the canonical non-negative linear map gives

z
(l,+)
i − z(l,−)

i = b
(l)
i +

X

j

W
(l)
ij a

(l−1)
j =: z

(l)
i , (23)

the pre-activation of the corresponding network at layer l.

Stopping. a(l,+)
stop,i − a

(l,−)
stop,i = 1{z(l)i > 0}

�
z
(l,+)
i − z(l,−)

i

�
= ReLU(z

(l)
i ) = a

(l)
i .

Mixing. Writing u = z
(l,+)
i , v = z

(l,−)
i , a(l,+,η)

mix,i − a
(l,−,η)
mix,i = η(max{u, v} − v) + (1 − η)(u −

min{u, v}) = ReLU(u− v) = ReLU(z
(l)
i ) = a

(l)
i .

Softplus. Write p:= σ′
θ(z) = 1/(1 + e−z/θ) for the Gibbs weight. Then

a
(l,+,θ)
soft,i − a

(l,−,θ)
soft,i = σ′

θ

�
z
(l)
i

��
z
(l,+)
i − z(l,−)

i

�
+ θHθ

�
z
(l)
i

�
(24)

= p z
(l)
i + θHθ

�
z
(l)
i

�
(25)

= p z
(l)
i +

�
σθ(z

(l)
i )− p z(l)i

�
(applying the identity below) (26)

= σθ
�
z
(l)
i

�
= a

(l)
i . (27)

The identity θHθ(z) = σθ(z)− pz, with p = σ′
θ(z), is the Legendre–Fenchel form of the binary log-

sum-exp at temperature θ over the support {0, z}: σθ(z) = θ log(e0/θ+ez/θ) = Eπ? [a]+θH(π⋆) =
p z + θHθ(z), with π⋆(z) = p and π⋆(0) = 1− p; rearranging gives the displayed substitution.

While the Stopping Decomposition activations are not monotone functions on the entire input space,
they decompose the linear piece of the ReLU network on each linear region into monotone parts.
Lemma 1 (Monotonicity of the Stopping Decomposition on linear regions). On each linear region
of the ReLU network—a maximal subset of input space on which all gate indicators1[z(l)j > 0]

are constant—each Stopping Decomposition activationa
(l,±)
stop,i is a non-negative-linear (i.e. affine

with non-negative coefficients) function of the input pair(x+, x−) ∈ R2n0
≥0 , hence monotone non-

decreasing in each coordinate x+k and x−k .

Proof. Induction on l. At l = 0, a(0,±)
stop,k = x±k is itself a coordinate of (x+, x−). At layer l ≥ 1, the

canonical non-negative linear map (10)–(11) hasW (l,±), b(l,±) ≥ 0, so z(l,±)
i is a non-negative-linear

combination of the layer-(l−1) decomposed activations and, by the inductive hypothesis, of (x+, x−).
On the linear region the gate 1[z(l)i > 0] ∈ {0, 1} is constant, so a(l,±)

stop,i = 1[z(l)i > 0] z
(l,±)
i remains

non-negative-linear in (x+, x−).

Remark 1 (Softplus Decomposition). The Softplus network has no linear regions, but a partial
monotonicity holds neuron-by-neuron. Using the identityθHθ(z) = σθ(z) − σ′

θ(z)z andσ′′
θ ≥ 0,

z± ≥ 0,
∂

∂z
(l;+)
i

a
(l,+,θ)
soft,i = σ′

θ(z
(l)
i ) + σ′′

θ (z
(l)
i ) z

(l,−)
i ≥ 0, ∂

∂z
(l;�)
i

a
(l,+,θ)
soft,i = −σ′′

θ (z
(l)
i ) z

(l,−)
i ≤ 0, (28)

so the+ decomposed activation is non-decreasing inz+ and non-increasing inz−; the− decomposed
activationa(l,−,θ)

soft,i = σ′
θ(z

(l)
i ) z

(l,−)
i is non-decreasing inz+ but is not monotone inz− oncez(l,−)

i >

θ/(1− σ′
θ(z

(l)
i )), where the closing of the soft gate outpaces the growth ofz−. Lemma 1 therefore

does not lift to the Softplus decomposed activations.

At η = 1 the Mixing decomposition realises the standard convexDC representation of the network
output as a difference of convex functions (Theorem 4); intermediate η linearly mixes between
this convex extreme and f 0

mix. At η = 0, f 0
mix is the symmetric arithmetic dual but its layerwise

components carry no per-layer convexity/concavity guarantee under our input convention; see
Remark 2.
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Theorem 4 (η = 1 convex characterisation of the Mixing decomposition). Under the input conven-
tion (19), theη = 1 Mixing decomposed activations are convex functions of the network inputx at
every layer l and neuron i:

a
(l,+,1)
mix,i (x) = max{z(l,+)

i (x), z
(l,−)
i (x)} and a

(l,−,1)
mix,i (x) = z

(l,−)
i (x) are both convex.

(29)

Consequently the network outputa(l)i = a
(l,+,1)
mix,i − a

(l,−,1)
mix,i is presented as a difference of convex

functions, recovering the standardDC representation [Arora et al., 2018, Zimmermann and Loho,
2026].

Proof. Induction on l. At l = 0, a(0,±,1)
mix,k = x±k is convex. At layer l ≥ 1, by (10)–(11) each z(l,±)

i is
a non-negative-coefficient linear combination of the (convex by hypothesis) layer-(l−1) decomposed
activations plus a constant, hence convex; the maximum of two convex functions is convex.

Remark 2 (On the η = 0 extreme). The dualDC representation writes the network output as
u(x) − v(x) with v concave, andf 0

mix setsa(l,−,0)
mix,i = min{z(l,+), z(l,−)} in the role ofv. This

is concave only when both decomposed pre-activationsz(l,±) are concave (or affine) inx, since
min of two concave (or affine) functions is concave butmin of two convex functions is in general
neither. Under the input conventiona(0,±) = x± the η = 0 decomposed pre-activationsz(l,±)

are propagated as convex functions ofx from layer1 onward (e.g. for scalarx withW (1,+) = 2,
W (1,−) = 1, b(1) = 0 one obtainsmin{z(1,+), z(1,−)}(x) = |x|, which is convex), so layerwise
concavity atη = 0 is not attained in our setup.f 0

mix still produces a valid arithmetic decomposition
a
(l)
i = a

(l,+,0)
mix,i − a

(l,−,0)
mix,i , and the network-level concaveDC representation can be recovered by

replacing the input convention with an affine one (a(0) = x, treated as a single unsplit input) at the
cost of losing the ± structure.

B.3 Parity Path Decomposition of the Split Streams

We can decompose the Stopping Decomposition activations into small contributions coming from
individual paths through the network: each non-negative decomposed activation at neuron i is the
sum, over all backward paths from i to the input, of the absolute weight product along the path times
either the positive part x+P0

or the negative part x−P0
of the input pixel where the path terminates,

with the choice between x+P0
and x−P0

determined by the parity of the number of negative weights
traversed.
Lemma 2 (Path view on the Stopping Decomposition). Fix a feedforward ReLU network with weights
W (l) (biases ignored; see remark at end of proof). For neuroni in layer l ≥ 1, call a backward path
from i to the input layer a list of neuron indices

P = (Pl, Pl−1, . . . , P0), Pl = i, (30)

with Pt indexing a neuron in layert. The edges ofP use the weightsW (t)
Pt ,Pt�1

for t = 1, . . . , l.
Define

w(P ) :=

lY

t=1

W
(t)
Pt ,Pt�1

, |w|(P ) :=
lY

t=1

��W (t)
Pt ,Pt�1

�� , (31)

the parity sign

sgn(P ) ∈ {+,−}, sgn(P ) = + ⇐⇒ #
�
t :W

(t)
Pt ,Pt�1

< 0
	

is even, (32)

and the gate factor (1 iff every gate on P at intermediate layers 1, . . . , l − 1 is open)

G<l(P ) :=

l−1Y

t=1

1
�
z
(t)
Pt
> 0

�
. (33)

Then the decomposed pre-activations (10)–(11) admit the path-sum representation

z
(l,+)
i =

X

P :Pl =i

G<l(P ) |w|(P )xsgn(P )
P0

, (34)

z
(l,−)
i =

X

P :Pl =i

G<l(P ) |w|(P )xsgn(P )0

P0
. (35)
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Proof. We prove (34)–(35) by induction on l.

Base case (l = 1): By the input convention (19), a(0,+)
stop,k = x+k and a(0,−)

stop,k = x−k . Using (10) with
biases omitted,

z
(1,+)
i =

X

k

�
W

(1,+)
ik x+k +W

(1,−)
ik x−k

�
. (36)

Backward paths with P1 = i and P0 = k are in bijection with predecessors k; each has |w|(P ) =
|W (1)

ik |, sgn(P ) = + iff W (1)
ik > 0, and G<1(P ) = 1 (empty product). Splitting by the sign of W (1)

ik :

• W (1)
ik > 0: W

(1,+)
ik = |W (1)

ik | contributes |W (1)
ik |x

+
k with sgn(P ) = +, matching

|w|(P )xsgn(P )
P0

.

• W (1)
ik < 0: W (1,−)

ik = |W (1)
ik | contributes |W (1)

ik |x
−
k with sgn(P ) = −, again matching.

The argument for z(1,−)
i is identical with the parity swapped, establishing (35).

Inductive step (l ≥ 2): The decomposition recursion (10) takes Stopping Decomposition activations
from layer l − 1 as inputs,

z
(l,+)
i =

X

j

�
W

(l,+)
ij a

(l−1,+)
stop,j +W

(l,−)
ij a

(l−1,−)
stop,j

�
, (37)

and a(l−1,±)
stop,j = 1[z(l−1)

j > 0] z
(l−1,±)
j . Hence, at each predecessor j, the gate indicator 1[z(l−1)

j > 0]

multiplies the inductive representation of z(l−1,±)
j , upgrading G<l−1(P

′) to G≤l−1(P
′) for every

sub-path P ′ ending at j.

Every backward path P with Pl = i and Pl−1 = j is uniquely obtained by prepending i to a sub-path
P ′ = (P ′

l−1, . . . , P
′
0) with P ′

l−1 = j; the prepended edge uses W (l)
ij , contributing |W (l)

ij | to |w|(P )
and either preserving or flipping parity depending on sgn(W

(l)
ij ). Crucially, the new gate factor

G<l(P ) for P equals G≤l−1(P
′): up to layer l − 1 the gates are those along P ′, and there is no gate

at layer l in the G<l product.

CaseW (l)
ij > 0. ThenW (l,+)

ij = |W (l)
ij | and W (l,−)

ij = 0. Only W (l,+)
ij a

(l−1,+)
stop,j contributes, and the

new edge preserves parity, sgn(P ) = sgn(P ′). Using the induction hypothesis under the updated
gate factor,

W
(l,+)
ij a

(l−1,+)
stop,j = |W (l)

ij |
X

P 0:P 0
l�1 =j

G≤l−1(P
′) |w|(P ′)x

sgn(P 0)
P 0

0

=
X

P :Pl =i, Pl�1 =j

G<l(P ) |w|(P )xsgn(P )
P0

. (38)

CaseW (l)
ij < 0. ThenW (l,+)

ij = 0 and W (l,−)
ij = |W (l)

ij |. Only W (l,−)
ij a

(l−1,−)
stop,j contributes, and the

new edge flips parity, sgn(P ) = sgn(P ′)′, so sgn(P ′) = sgn(P )′. Hence

W
(l,−)
ij a

(l−1,−)
stop,j = |W (l)

ij |
X

P 0:P 0
l�1 =j

G≤l−1(P
′) |w|(P ′)x

sgn(P 0)0

P 0
0

=
X

P :Pl =i, Pl�1 =j

G<l(P ) |w|(P )xsgn(P )
P0

. (39)

Case W(l)
ij = 0. Both terms vanish and no path through j is prepended.

Summing over j yields (34). The same argument with positive/negative decomposed activations
swapped gives (35).
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Signed recovery. Using x+k − x
−
k = xk and sgn(P ) ∈ {+,−},

z
(l,+)
i − z(l,−)

i =
X

P

G<l(P ) |w|(P )
�
x
sgn(P )
P0

− xsgn(P )0

P0

�
(40)

=
X

P

G<l(P ) sgn(P ) |w|(P )xP0 (41)

=
X

P

G<l(P )w(P )xP0 , (42)

which is the standard active-path-sum representation of z(l)i (paths through an inactive intermediate
neuron contribute zero).

Biases. Adjoining a bias “stub path” at each intermediate layer l′—starting from (l, i), terminating
at the bias node of neuron j′ at layer l′, with weight product taken over the l − l′ edges above and
an appropriate gate factor G<l restricted to those edges—handles the bias terms by the same parity
rule; the argument above goes through verbatim after absorbing these stub contributions into the path
sums.
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C Stopping Game

This appendix realizes the activations of the Stopping Decomposition (13) as player-specific game
values of a backward two-player Stopping Game on an extended network graph and demonstrates that
gradients of the original network can be interpreted as integrals over game trajectories. Section C.3
adapts the Softplus-network modification of Gaubert and Vlassopoulos [2025] to the Softplus
Decomposition of Appendix B, using the same entropy regularisation at activation states that RG
applies at routing states (Appendix D); this places the curvature-based robust-explanation programme
of Dombrowski et al. [2022] inside our framework.

Relation to the network games of Gaubert and Vlassopoulos [2025]. The Stopping Game and
Softplus game below adapt the games of Gaubert and Vlassopoulos to a Stopping Decomposition and
Softplus Decomposition view, respectively. We keep their state-space structure—per-neuron± states,
the bias as the continuation and network input as final payoff, transitions driven by the positive and
negative parts of the weights, a cemetery state, and a stop-versus-continue action. Two changes are
load-bearing for attribution:

1. Separate player-specific payoffs. The original formulation tracks only one game value,
which equals ±a(l)i of the original network. We additionally maintain the non-negative
payoff per player, and for each state its expectation over future paths. The original game
value is then recovered as the difference of these two player-specific quantities.

2. Terminal SG values split into the positive and negative input parts. In the original
formulation the game values at the input layer are the signed scalars ±xk. We replace
these by the non-negative pair x+k = max(xk, 0) and x−k = max(−xk, 0), which in the
SG keeps every player-specific payoff non-negative. This exposes the parity trajectory
decomposition of Lemma 2: every backward trajectory carries a sign given by the parity of
the number of negative weights along it, and the two Stopping Decomposition activations
collect trajectories with even parity paired to one input part and odd parity paired to the
other.

Figure 4: Stopping Game: trajectory distribution and local stopping decisions on a toy subnetwork.
Left: trajectory distribution visualized on the network graph. Right: local game aroundv(2)2,+. Player

P+ decides whether to stop or continue. Under continuation, transitions are to v(1)1,+ with probability

7/10, to v(1)2,+ with probability 2/10 (both turn unchanged), and to v(1)3,− with probability 1/10 (turn

switches to P−, reflecting the negative sign of the weight). At v(1)3,−, continuing yields expected
payoffs R−=40 and R+=100, giving local game value V − = R− − R+ = −60 < 0; therefore
P− stops, shown by the grayed-out half-neuron. Correspondingly, in the left panel the trajectories
terminate at that state (the cemetery state is omitted). Since P− stops in v(1)3,−, traversals to this state

contribute zero continuation payoff to both players. Hence, at s(2,act)2,+ the positive player has larger
expected payoff under continuation than his opponent and chooses to continue.

C.1 Game Definition

C.1.1 State Space and Recursion

Definition 3 (Stopping Game State Space). The game is played on the following states:
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• Activation States:s(l,act)i,q where layerl ∈ {2, . . . , L} and playerq ∈ {+,−} is in turn at
neuron i.

• Terminal States:s(1)k,q wherek is an input dimension andq ∈ {+,−} is the final turn label.

• Cemetery State: ⊥, an absorbing state reached upon stopping.

We adopt the convention that, when a transition kernel or recursion at layerl references the predeces-
sor states(l−1,act)

j,r , the symbol denotes the activation state at layerl − 1 ≥ 2 as defined above and,
in the boundary case l = 2, is interpreted as the terminal state s(1)

j,r .
Definition 4 (Payoffs, Transitions, and Value Recursion). Fix an input x.

Payoffs. The player-specific payoffRp at activation states is paid out depending on the action chosen
by the active player, and paid out at terminal and cemetery states without prerequisites:

• Cemetery: Rp(⊥) := 0.

• Active state:Rp(s
(l,act)
i,q , stop) := 0 (stopping pays nothing) andRp(s

(l,act)
i,q , cont) :=

b
(l,p⊕q)
i (continuation pays a positive bias to the active playerq—covered by the case
p⊕ q = +—and the absolute value of a negative bias to its opponentq′—covered by the
case p⊕ q = −).

• Terminal:Rp(s
(1)
k,q) := xp⊕q

k (at terminal states the payoff depends on state only—the game
ends here. A positive bias is paid to the active playerq—covered by the casep⊕ q = +—
whereas the absolute value of a negative input is paid to its opponentq′—covered by the
case p⊕ q = −).

Transition kernel. Stopping at states(l,act)
i,p deterministically sends the game to the cemetery; continu-

ation transports backward by one layer with transition probabilities depending on the fraction of the
respective absolute network weight compared to the sum of absolute incoming weights at neuroni of
layer l. In case of a positive weight, the active playerp stays in turn, in case of a negative weight, the
turn switches to its opponent p′.

P
�
⊥

�� s(l,act)i,q , stop
�
:= 1, (43)

P
�
s
(l−1,act)
j,r

�� s(l,act)i,q , cont
�
:=

W
(l,q⊕r)
ij

γ
(l)
i

, γ
(l)
i :=

X

j

�
W

(l,+)
ij +W

(l,−)
ij

�
, (44)

whereγ(l)i is the local structural discount that restores unit row-sum. For understanding the idea
of the occupation measure, we remark that thoseγ

(l)
i are going to weight the trajectories in the

occupation measure.

Policy. A pure, i.e., deterministic policyπ = (π+, π−) assigns each active states(l,act)i,q a binary
stop/continue decision by the player in turn,

πq
�
s
(l,act)
i,q

�
∈ {0, 1}, 1 = cont, 0 = stop. (45)

Player-specific action and game values. For each policyπ, the player-specific action valuẽQπ
p (a, s)

is the expected discounted payoff for playerp starting ats with actiona and followingπ thereafter,
defined by the standard Bellman equation

Q̃π
p (a, s) := Rp(s, a) + γ(s)

P
s0 P

�
s′

�� s, a
�
Ṽ π
p (s′), (46)

whereṼ π
p is the player-specific game value defined below. We use tildes to reserveV π

p for the
advantage further down, which already carries a subtractedṼ π

p0. At active states(46) specializes,
using (43)–(44), to

Q̃π
p

�
stop, s

(l,act)
i,q

�
= 0 + 1 · Ṽ π

p (⊥) = 0 (47)

Q̃π
p

�
cont, s

(l,act)
i,q

�
= b

(l,p⊕q)
i + γ

(l)
i

P
s0 P

�
s′

�� s(l,act)i,q , cont
�
Ṽ π
p (s′) (48)

= b
(l,p⊕q)
i +

X

j,r

W
(l,q⊕r)
ij Ṽ π

p

�
s
(l−1,act)
j,r

�
. (49)
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The player-specific game valuẽV π
p (s) is the action value averaged by the policy. At terminal and

cemetery states it equals the local payoff there:

Ṽ π
p

�
s
(1)
k,q

�
:= xp⊕q

k , Ṽ π
p (⊥) := 0. (50)

At active states,

Ṽ π
p

�
s
(l,act)
i,q

�
:= πq

�
s
(l,act)
i,q

�
Q̃π

p

�
cont, s

(l,act)
i,q

�
+

�
1− πq

�
s
(l,act)
i,q

��
Q̃π

p

�
stop, s

(l,act)
i,q

�
. (51)

Since πq is binary, (51) selects either̃Qπ
p (cont, ·) or Q̃π

p (stop, ·) = 0.

Game value. The quantity the player in turn maximises at each active state is the advantage of player
p at s,

V π
p (s) := Ṽ π

p (s)− Ṽ π
p0(s). (52)

Figure 4 shows a worked example of the induced trajectory distribution and the local stop/continue
logic on a small toy network.
Theorem 5 (Forward Equivalence for Stopping Game). The game admits a Subgame Perfect Nash
Equilibrium (SPNE) where both players follow the same pure strategy:

π⋆
q

�
s
(l,act)
i,q

�
= 1

�
z
(l)
i > 0

�
. (53)

Under this equilibrium, the player-specific game values and the game values satisfy

Ṽ π?

p

�
s
(l,act)
i,q

�
= a

(l,p⊕q)
stop,i , V π?

p

�
s
(l,act)
i,q

�
= ξp,q a

(l)
i . (54)

Remark 3 (Uniqueness of the SPNE up to tie-breaking). It is easy to see in the following proof that the
SPNE(53) is unique up to tie-breaking at states where continuing yields a zero payoff—representing
neurons of preactivation zero. We refer to the policy (53) by stop-at-tie-breaks equilibrium.

Proof. We proceed by backward induction on the layer index l.

Base Case (l = 1): By (50), Ṽ π?

p (s
(1)
k,q) = xp⊕q

k = a
(1,p⊕q)
stop,k (input convention). The game value is

V π?

p

�
s
(1)
k,q

�
= xp⊕q

k − xp
0⊕q

k = ξp,q xk, (55)

using x+k − x
−
k = xk and x−k − x

+
k = −xk.

Inductive Step: Assume the subgames starting at states up to layer l − 1 admit the claimed SPNE
and (54) holds at layer l − 1. Consider an active state s(l,act)i,q . The active player q chooses

a ∈ {stop, cont} to maximise the advantage Q̃π?

q (a, s
(l,act)
i,q )− Q̃π?

q0 (a, s
(l,act)
i,q ). For a = stop this

advantage is 0 by (47); for a = cont, using (48),

Q̃π?

q

�
cont, s

(l,act)
i,q

�
− Q̃π?

q0

�
cont, s

(l,act)
i,q

�
=

�
b
(l,q⊕q)
i − b(l,q

0⊕q)
i

�
+

X

j,r

W
(l,q⊕r)
ij V π?

q

�
s
(l−1,act)
j,r

�

(56)

=
�
b
(l,+)
i − b(l,−)

i

�
+

X

j,r

W
(l,q⊕r)
ij V π?

q

�
s
(l−1,act)
j,r

�
.

(57)

By the inductive hypothesis V π?

q (s
(l−1,act)
j,r ) = ξq,r a

(l−1)
j , with ξq,q = +1 and ξq,q0 = −1,

Q̃π?

q

�
cont, s

(l,act)
i,q

�
− Q̃π?

q0

�
cont, s

(l,act)
i,q

�
= b

(l)
i +

X

j

�
W

(l,q⊕q)
ij ξq,q a

(l−1)
j

+W
(l,q⊕q0)
ij ξq,q0 a

(l−1)
j

�
(58)

= b
(l)
i +

X

j

�
W

(l,+)
ij a

(l−1)
j −W (l,−)

ij a
(l−1)
j

�
(59)

= b
(l)
i +

X

j

W
(l)
ij a

(l−1)
j = z

(l)
i . (60)
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Thus, player q prefers continue in casez(l)i > 0 and prefers stop in casez(l)i < 0, and is indifferent at
z
(l)
i = 0, where we tie-break in favour of stop. The rule π⋆q (s

(l,act)
i,q ) = 1[z(l)i > 0] together with the

player policies of earlier layers thus constitutes an SPNE of the subgame starting at state s(l,act)
i,q .

To verify (54), substitute π⋆
q into (51) and use the inductive hypothesis Ṽ π?

p (s
(l−1,act)
j,r ) = a

(l−1,p⊕r)
stop,j

in (48):

Ṽ π?

p

�
s
(l,act)
i,q

�
= 1

�
z
(l)
i > 0

�
Q̃π?

p

�
cont, s

(l,act)
i,q

�
(61)

= 1
�
z
(l)
i > 0

�
2

4b(l,p⊕q)
i +

X

j

�
W

(l,+)
ij a

(l−1,p⊕q)
stop,j +W

(l,−)
ij a

(l−1,p⊕q0)
stop,j

�
3

5 . (62)

If p = q, the bracket is b(l,+)
i +

P
j

�
W

(l,+)
ij a

(l−1,+)
j +W

(l,−)
ij a

(l−1,−)
j

�
= z

(l,+)
i . If p = q′, the

bracket is b(l,−)
i +

P
j

�
W

(l,+)
ij a

(l−1,−)
j +W

(l,−)
ij a

(l−1,+)
j

�
= z

(l,−)
i . In both cases, Ṽ π?

p (s
(l,act)
i,q ) =

1[z(l)i > 0] z
(l,p⊕q)
i = a

(l,p⊕q)
stop,i . Finally,

V π?

p

�
s
(l,act)
i,q

�
= a

(l,p⊕q)
stop,i − a

(l,(p⊕q)0)
stop,i = ξp,q a

(l)
i . (63)

C.1.2 Skip Connections and Max Pooling

Modern architectures such as ResNets, Vision Transformers, and CNNs with pooling contain struc-
tural operators beyond single-parent affine maps. To handle these natively in the Stopping Game, we
add an Addition Oracle for skip connections and a deterministic Max-Pooling Decision State for
pooling, mirroring the analogous constructions in the Routing Game (Appendix D.1.1).
Definition 5 (Addition Oracle). For a residual nodez = x+ y, the addition statesaddz,q has active
playerq ∈ {+,−} and operand statessx,q, sy,q at the two summands. The transition kernel is the
uniform Oracle

P
�
sx,q

�� saddz,q

�
:= 1

2 , P
�
sy,q

�� saddz,q

�
:= 1

2 , (64)

with playerq retained at the chosen operand. The immediate payoff isRp(s
add
z,q ) := 0 for both

p ∈ {+,−}, and the structural discount is γO := 2.
Proposition 1 (Forward Equivalence for Addition). The player-specific state value at the addition
state equals the sum of the operand state values,

Ṽ π
p

�
saddz,q

�
= Ṽ π

p (sx,q) + Ṽ π
p (sy,q). (65)

Consequently, if the operand states recover the Stopping-Decomposition activations—Ṽ π?

p (sx,q) =

x(p⊕q) andṼ π?

p (sy,q) = y(p⊕q)—thenṼ π?

p (saddz,q ) = z(p⊕q), preserving the forward equivalence of
Theorem 5 across the residual sum.

Proof. Apply the Bellman recursion (46)–(51) at saddz,q with Rp = 0, the uniform Oracle kernel, and
γO = 2 from Definition 5:

Ṽ π
p

�
saddz,q

�
= 0 + γO ·

�
1
2 Ṽ

π
p (sx,q) +

1
2 Ṽ

π
p (sy,q)

�
= Ṽ π

p (sx,q) + Ṽ π
p (sy,q), (66)

which is the first identity. Substituting the operand assumption and using z(p⊕q) = x(p⊕q) + y(p⊕q)

from the additive convention (10)–(11) of Appendix B yields the second.

On the uniform 1/2 split. The ( 12 ,
1
2 ) Oracle with γO = 2 is not forced by the architecture; it is

the simplest choice inside a one-parameter family of conservation-preserving Oracles (p, 1− p) with
matching discounts (1/p, 1/(1− p)). Any such split preserves the forward equivalence of Proposi-
tion 1, since the constraint the forward pass imposes is that the player-specific value at an addition
state reproduces the forward activation, and this pins the product (routing probability)×(discount) to
1 on each branch but leaves either factor free. The uniform split is the maximum-entropy choice—the
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one that imposes no prior on which summand carries more responsibility—whereas an activation-
proportional Oracle p ∝ |x| would commit a priori to a magnitude-based attribution for the skip
connection, which we deliberately avoid because sign and magnitude are already handled on the
linear-routing side of the game. The backward occupation measure does depend on the split: under
an activation-proportional Oracle the residual branch receives a larger share of the backward mass
whenever its activation dominates, and conversely for the convolutional branch. All statements of
Theorems 1 and 2 hold verbatim for any conservation-preserving (p, 1− p) split, since the proofs
only use that routing probability times Oracle discount equals 1 on each branch.

Max pooling is simpler, because the forward operator already selects a single predecessor.
Definition 6 (Max-Pooling Decision State). For a pooled scalar outputz = max{x1, . . . , xm}, the
pooling state smax

z,q has active playerq ∈ {+,−} and admissible action setA(smax
z,q ) = {1, . . . ,m}

indexing the operand states sx1 ,q, . . . , sxm ,q. Under action k, the transition is deterministic,

P
�
sxk ,q

�� smax
z,q , k

�
:= 1, (67)

with playerq retained at the chosen operand. The immediate payoff isRp(s
max
z,q , k) := 0 for both

p ∈ {+,−}, and the structural discount is γO := 1.

Tie-breaking at the pooling state. Whenever multiple operands xk attain the maximum, the active
player is indifferent over the corresponding actions, and any pure best response over the tied indices
yields the same forward value but a different equilibrium policy and hence a different occupation
measure on the operand states. The stop-at-tie-breaks equilibrium, fixed by the boundary conventions
of Appendix A, resolves this by the convention k⋆ := min{k : xk = maxl xl}, i.e., the active
player picks the smallest index among the operands attaining the maximal payoff. All gradient and
occupation-measure statements below are stated for this equilibrium.
Proposition 2 (Forward Equivalence for Max Pooling). Assume the operand states recover the
Stopping-Decomposition activations,Ṽ π?

p (sxk ,q) = x
(p⊕q)
k for all k, with non-negative operand

activations xk ≥ 0. Then at the SPNE of the subgame rooted at smax
z,q ,

Ṽ π?

p

�
smax
z,q

�
= z(p⊕q), (68)

so the pooling state inherits the same Stopping-Decomposition identity as its winning operand and
the forward equivalence of Theorem 5 extends across the pooling node.

Proof. The active player q chooses the operand that maximises its game value V π?

q = Ṽ π?

q − Ṽ π?

q0 .
By the operand assumption, V π?

q (sxk ,q) = ξq,q xk = xk for every k, so on non-negative inputs V π?

q
is monotone in xk and the maximiser is k⋆ ∈ argmaxk xk (ties resolved by a fixed implementation
rule, e.g. first index). The Bellman recursion (46)–(51) with Rp = 0, the deterministic transition, and
γO = 1 from Definition 6 gives

Ṽ π?

p

�
smax
z,q

�
= 0 + 1 · Ṽ π?

p (sxk ? ,q) = x
(p⊕q)
k? . (69)

Since z = xk? on non-negative operands, the right-hand side equals z(p⊕q).

C.2 Discounted Occupation Measures and Gradient Representations

To connect game trajectories with neural network gradients, we define the discounted occupation
measure. This measure quantifies the expected influence of a neuron on the game’s outcome,
weighted by the discount factors accumulated along all possible game trajectories (including those
created by skip connections and max-pooling nodes).
Definition 7 (Game trajectory and trajectory distribution). Since the network has a single scalar
output, the game starts from the unique output state u at layer L. A game trajectory rooted at u is a
finite sequence of game states

τ = (τ0, τ1, . . . , τT ), τ0 = u, (70)

that follows the admissible transitions of the game (Definition 4 together with the addition/max-
pooling Oracle splits of Definitions 5–6) until it terminates either at a layer-1 terminal stateτT = s

(1)
k,r

(reaching an input dimensionk) or at the cemetery stateτT =⊥ (reached the first time a player
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chooses stop). The set of all such trajectories is the trajectory ground setTu. Composing the
transition kernel(43)–(44), the Oracle splits, and a (possibly stochastic) policyπ at every activation
state defines a Markov kernel on game states, which together with the deterministic start atu induces
a probability distributionµπ

u on Tu. Trajectories that pass through closed gates—neuronsj with
1[z(l)j > 0] = 0—are admissible elements ofTu, but under the equilibrium policyπ⋆ the player at the
activation state stops there, so any trajectory continuing past a closed gate carriesµπ?

u -probability
zero. We write µu := µπ?

u for the equilibrium trajectory distribution.
Definition 8 (Discounted Occupation Measure). Letµu be the equilibrium trajectory distribution of
Definition 7. Define the cumulative discount

dt(τ) :=

t−1Y

m=0

γ(τm), (71)

whereγ(τm) = γO = 2 for addition Oracle states,γ(τm) = γO = 1 for max-pooling states, and
γ(τm) = γ

(l)
i for continuation actions in linear layers (per-neuron weight-magnitude discount). The

discounted occupation measure of state v starting from u is

Γu(v) := Eτ∼µu

"
X

t

dt(τ) 1{τt = v}

#

. (72)

Theorem 6 (Activation–Occupation Correspondence). Fix a neuron stateu = s
(m,act)
j,q . Under the

stop-at-tie-breaks equilibrium fixed by the boundary conventions of Appendix A (uniquely fixing the
SPNE at ReLU gates withz = 0 and at max-pooling states with multiple maximisers), the discounted
occupation measures exactly represent, in a multi-trajectory ReLU network (e.g., ResNet, ViT, or a
CNN with max pooling), the local Stopping-Decomposition and scalar activation gradients:

1. Stopping-Decomposition Gradient:

∂a
(m,p⊕q)
stop,j

∂a
(l,k)
stop,i

= Γu

�
s
(l,act)
i,p⊕k

�
. (73)

2. Network Activation Gradient. The ordinary-network gradient ofa(m)
j with respect to the

scalar activation a(l)i is

∂a
(m)
j

∂a
(l)
i

= ξq,+
�
Γu(s

(l,act)
i,+ )− Γu(s

(l,act)
i,− )

�
. (74)

Proof. We establish Part 1 by backward induction on the layer gap m− l and derive Part 2 from it.

Part 2. By Theorem 5, a(l)i = a
(l,+)
stop,i − a

(l,−)
stop,i and a(m)

j = a
(m,+)
stop,j − a

(m,−)
stop,j . Differentiating a(m)

j

along the + direction (perturb a(l,+)
stop,i, keep a(l,−)

stop,i fixed) and applying Part 1 at k = +,

∂a
(m)
j

∂a
(l)
i

=
∂a

(m,+)
stop,j

∂a
(l,+)
stop,i

−
∂a

(m,−)
stop,j

∂a
(l,+)
stop,i

= Γu

�
s
(l,act)
i,q

�
− Γu

�
s
(l,act)
i,q0

�
= ξq,+

�
Γu(s

(l,act)
i,+ )− Γu(s

(l,act)
i,− )

�
,

(75)

using q ⊕+ = q and q′ ⊕+ = q′ in the second equality.

Part 1. The decomposition recursion of Theorem 5 writes the upper-layer Stopping-Decomposition
activation as

a
(m,p⊕q)
stop,j = 1

�
z
(m)
j > 0

�
"

b
(m,p⊕q)
j +

X

h

�
W

(m,+)
jh a

(m−1,p⊕q)
stop,h +W

(m,−)
jh a

(m−1,p⊕q0)
stop,h

� #

. (76)

Base case (m = l). If u = s
(l,act)
i,r already lies at the target neuron and decomposed activation, then

∂a
(l,p⊕r)
stop,i

∂a
(l,k)
stop,i

= δp⊕r, k = 1{r = p⊕ k} = Γ
s

(l;act)
i;r

�
s
(l,act)
i,p⊕k

�
. (77)
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Inductive step (linear routing,m > l). Differentiating (76) with respect to a(l,k)stop,i (the bias b(m,p⊕q)
j

does not depend on lower-layer activations) and substituting the inductive hypothesis at layer m− 1,

∂a
(m,p⊕q)
stop,j

∂a
(l,k)
stop,i

= 1
�
z
(m)
j > 0

� X

h

�
W

(m,+)
jh Γ

s
(m�1;act)
h;q

�
s
(l,act)
i,p⊕k

�
+W

(m,−)
jh Γ

s
(m�1;act)
h;q 0

�
s
(l,act)
i,p⊕k

� �
.

(78)

On the game side, the one-step occupation recursion at u = s
(m,act)
j,q uses transition probabilities

W
(m,q⊕r)
jh /γ

(m)
j together with the matching cumulative-discount factor γ(m)

j and the equilibrium

gate 1[z(m)
j > 0]:

Γu

�
s
(l,act)
i,p⊕k

�
= 1

�
z
(m)
j > 0

� X

h,r

W
(m,q⊕r)
jh Γ

s
(m�1;act)
h;r

�
s
(l,act)
i,p⊕k

�
. (79)

The two right-hand sides agree, completing the inductive step at linear routing layers.

Addition-node step. For an addition nodez = x+ y, the additivity of the Stopping Decomposition
from Appendix B gives a(p⊕q)

stop,z = a
(p⊕q)
stop,x + a

(p⊕q)
stop,y , so by the inductive hypothesis,

∂a
(p⊕q)
stop,z

∂a
(l,k)
stop,i

= Γsx;q

�
s
(l,act)
i,p⊕k

�
+ Γsy;q

�
s
(l,act)
i,p⊕k

�
. (80)

The Oracle split of Definition 5 sends mass 1
2 to each branch and applies the discount γO = 2, so the

occupation measure satisfies the matching identity

Γsadd
z;q

�
s
(l,act)
i,p⊕k

�
= 2 · 12 Γsx;q

�
s
(l,act)
i,p⊕k

�
+ 2 · 12 Γsy;q

�
s
(l,act)
i,p⊕k

�
. (81)

Max-pooling step. For a max-pooling nodez = max{x1, . . . , xm} with winner k⋆, Proposition 2
gives a(p⊕q)

stop,z = a
(p⊕q)
stop,xk ? , and the inductive hypothesis yields

∂a
(p⊕q)
stop,z

∂a
(l,k)
stop,i

= Γsx k ? ;q

�
s
(l,act)
i,p⊕k

�
. (82)

The deterministic transition with unit discount in Definition 6 gives the matching identity
Γsmax

z;q
(s

(l,act)
i,p⊕k ) = Γsx k ? ;q (s

(l,act)
i,p⊕k ). Hence, the correspondence also holds across skip connections

and max-pooling nodes, completing the induction.

C.3 Softplus Variant: Entropy-Regularised Activation-State Policies

In this section we introduce the entropy regularisation that Gaubert and Vlassopoulos [2025] apply
at activation states to model networks with Softplus instead of ReLU activations and similarily to
the ReLU case adapt the game formulation to the Softplus Decomposition introduced in Appendix
B. Similarily to before, the player-specific game values agree with the activations of the Softplus
Decomposition and the gradient of the Softplus network is recovered by a linear combination of
occupation measures in the Softplus game. We close with a comparison to Dombrowski et al. [2022].

C.3.1 Modified rule: entropy-regularised activation-state policy

The technical tool throughout this section, and re-used by the Routing Game in Appendix D and the
attention block of Appendix E, is the standard Legendre–Fenchel identity for Shannon entropy: for
every θ > 0, n ∈ N, and payoff vector r ∈ Rn,

max
π∈∆n

(
nX

i=1

π(i) ri + θH(π)

)

= θ log

nX

i=1

exp
� ri
θ

�
, π⋆(i) ∝ exp

� ri
θ

�
, (83)

withH(π) := −
P

i π(i) log π(i); the unique maximiser is the Gibbs measure at inverse temperature
1/θ. Identity (83) is the Fenchel conjugate of the (scaled) negative entropy; see Boyd and Vanden-
berghe [2004] for a short textbook proof at θ = 1, which extends to general θ > 0 by the rescaling
π 7→ π, r 7→ r/θ.
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Only the active player’s stop/continue choice changes. At every activation state s(l,act)i,q , replace the

binary maximisation (51) by an entropy-regularised maximisation over mixed policies πq(s
(l,act)
i,q ) ∈

∆({stop, cont}) at temperature θ. With Q̃π
q (stop, ·) = 0 and Q̃π

q0(stop, ·) = 0 (cf. (47)) and
Q̃π

p (cont, ·) as in (48), the soft Bellman recursion for the active-player advantage is

V π
q

�
s
(l,act)
i,q

�
:= max

ν∈∆({stop,cont})

nX

a

ν(a)
�
Q̃π

q (a, s
(l,act)
i,q )− Q̃π

q0(a, s
(l,act)
i,q )

�
+ θH(ν)

o
. (84)

Applying (83) to the binary action set {stop, cont} with payoffs 0 and Q̃π
q (cont, s

(l,act)
i,q ) −

Q̃π
q0(cont, s

(l,act)
i,q ) (the active-player Q-difference under continuation) immediately yields the unique

optimiser as the Gibbs policy at inverse temperature 1/θ,

π⋆
q

�
cont

�� s(l,act)i,q

�
=

exp
��
Q̃π

q (cont, s
(l,act)
i,q )− Q̃π

q0(cont, s
(l,act)
i,q )

�
/θ

�

1 + exp
��
Q̃π

q (cont, s
(l,act)
i,q )− Q̃π

q0(cont, s
(l,act)
i,q )

�
/θ

� , (85)

and the corresponding closed-form soft advantage

V π
q

�
s
(l,act)
i,q

�
= θ log

�
1 + exp

��
Q̃π

q (cont, s
(l,act)
i,q )− Q̃π

q0(cont, s
(l,act)
i,q )

�
/θ

� �
(86)

= σθ
�
Q̃π

q (cont, s
(l,act)
i,q )− Q̃π

q0(cont, s
(l,act)
i,q )

�
. (87)

The transition kernel (43)–(44), the payoffs Rp, the player-specific Bellman equations (46)–(48) for
Q̃π

p and the player-specific value recursion (51) for Ṽ π
p (now with π no longer pure) are unchanged.

The hard-ReLU game of Definition 4 is the θ → 0 limit, in which (85) collapses to the deterministic
1[Q̃π

q (cont, ·)− Q̃π
q0(cont, ·) > 0] rule.

C.3.2 Forward equivalence: Ṽ π?

p recovers the Softplus Decomposition

Theorem 7 (Softplus forward equivalence). The entropy-regularised Stopping Game of(84) admits
a unique SPNE whose activation-state policy is the Gibbs policy(85). Under this equilibrium, the
player-specific game values and the soft game value at every activation state s(l,act)

i,q satisfy

Ṽ π?

p

�
s
(l,act)
i,q

�
= a

(l,p⊕q, θ)
soft,i , V π?

q

�
s
(l,act)
i,q

�
= ξq,q σθ

�
z
(l)
i

�
= σθ

�
z
(l)
i

�
, (88)

wherea(l,±, θ)
soft,i are the Softplus-Decomposition activations(15) of the Softplus network with activation

σθ(z) = θ log(1 + ez/θ). In particular, the soft game value at each activation state equals the
corresponding Softplus activation, and the player-specific values are exactly the two decomposed
activations whose difference recovers it.

Proof. By backward induction in l, mirroring the proof of Theorem 5.

Base case (terminal layer, l = 1). The states s(1)k,q are terminal, not activation states, so the soft-
Bellman identity for V π?

q in (88) does not apply at l = 1; only the terminal-payoff identity for

Ṽ π?

p has to be checked. By (50) and the input convention (19), Ṽ π?

p (s
(1)
k,q) = xp⊕q

k = a
(0,p⊕q,θ)
soft,k ,

with no Softplus gate at the input. Differencing the two player copies recovers the signed input
V π?

q (s
(1)
k,q) = Ṽ π?

q − Ṽ π?

q0 = x+k − x
−
k = xk, identical to the base case of Theorem 5.

Inductive step (l ≥ 2). Assume (88) holds at layer l− 1, so by Theorem 3 the propagated activations
are a(l−1)

j = σθ(z
(l−1)
j ) and the decomposed activations obey a(l−1,+,θ)

soft,j − a(l−1,−,θ)
soft,j = σθ(z

(l−1)
j ).

Substituting into the continuation Bellman equation (48), the Q-difference of (85) computes to

Q̃π?

q (cont, s
(l,act)
i,q )− Q̃π?

q0 (cont, s
(l,act)
i,q ) =

�
b
(l,+)
i − b(l,−)

i

�

+
X

j,r

W
(l,q⊕r)
ij

�
Ṽ π?

q − Ṽ π?

q0

��
s
(l−1,act)
j,r

�
(89)

= b
(l)
i +

X

j,r

W
(l,q⊕r)
ij ξq,r σθ

�
z
(l−1)
j

�

= b
(l)
i +

X

j

W
(l)
ij a

(l−1)
j = z

(l)
i , (90)
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using
P

rW
(l,q⊕r)
ij ξq,r = W

(l)
ij exactly as in the proof of Theorem 5. Hence, the Gibbs policy is

π⋆
q (cont | ·) = σ′

θ(z
(l)
i ), and the closed-form soft value (86) gives V π?

q (s
(l,act)
i,q ) = σθ(z

(l)
i ), the

second identity of (88).

For the first identity, expand Ṽ π?

p from its definition (51) under the Gibbs policy. For the active
player (p = q, so p⊕ q = +), the entropy-regularised optimisation (84) attributes both the routed
expectation and the entropy bonus to player q:

Ṽ π?

q

�
s
(l,act)
i,q

�
= π⋆

q (cont) Q̃
π?

q (cont, ·) + θH(π⋆
q ) = σ′

θ(z
(l)
i ) z

(l,+)
i + θHθ(z

(l)
i ) = a

(l,+,θ)
soft,i ,

(91)

where Q̃π?

q (cont, ·) = z
(l,+)
i follows from the inductive hypothesis Ṽ π?

q (s
(l−1,act)
j,r ) = a

(l−1,q⊕r,θ)
soft,j

via the decomposition recursion (10). For the opponent (p = q′, so p⊕ q = −), the entropy bonus is
absent (it is the active player’s surplus from being allowed to mix) and only the routed expectation
contributes:

Ṽ π?

q0

�
s
(l,act)
i,q

�
= π⋆

q (cont) Q̃
π?

q0 (cont, ·) = σ′
θ(z

(l)
i ) z

(l,−)
i = a

(l,−,θ)
soft,i , (92)

again using Q̃π?

q0 (cont, ·) = z
(l,−)
i from the inductive hypothesis and (11). The two identities together

close the induction.

Remark 4 (Uniqueness of the Softplus SPNE). On Softplus networks without max-pooling nodes,
the entropy-regularised activation-state Bellman(84) is strictly concave on the binary action simplex,
so its maximiser—the Gibbs policy(85)—is unique. Consequently the SPNE of Theorem 7 is
unique, no boundary tie-breaking is required, and the boundary conventions of Appendix A do not
apply: the uniqueness comes from the entropy regularisation itself rather than from a tie-breaking
convention. For Softplus networks that include max-pooling nodes the deterministic max-pooling
decision states (Definition 6) re-introduce the tie-breaking issue, and we again invoke the stop-at-tie-
breaks convention of Appendix A.

C.3.3 Gradient recovery on Softplus networks

The discounted occupation measure of Definition 8 is unchanged in form, but the trajectory measure
µθ
u is now generated by the Gibbs policies (85) in place of the deterministic stop/continue rule.

Theorem 8 (Softplus gradient recovery). Under the SPNE of Theorem 7 on the Softplus network with
activationσθ, the discounted occupation difference recovers the Softplus-network gradient exactly as
in Theorem 6:

∂a
(m)
j

∂a
(l)
i

= ξq,+

�
Γu

�
s
(l,act)
i,+

�
− Γu

�
s
(l,act)
i,−

� �
, u = s

(m,act)
j,q , (93)

with Γu now driven by µθu.

Proof. The proof of Theorem 6 differentiates the activation-state recursion layer by layer; the only
step that uses the hard ReLU policy is the indicator factor 1[z(m)

j > 0] on the right-hand side of

the linear-routing inductive step. Under (85) this factor is replaced by σ′
θ(z

(m)
j ), which is exactly

the chain-rule factor at a Softplus gate. The occupation-side recursion picks up the same factor
through the Gibbs continuation probability, so the two recursions remain identical and the base case
is unchanged.

This extends the gradient recovery part of the framework—which Gaubert and Vlassopoulos [2025]
did not address—from ReLU to Softplus networks; together with Theorem 7 it shows that the entropy
regularisation already used at the linear-routing states of RG (Appendix D) translates seamlessly to
the activation-state stop/continue choice of SG, with θ controlling the smoothness of both the forward
map and the recovered backward propagation.

31



C.3.4 Relation to the curvature-based defence of Dombrowski et al.

Dombrowski et al. [2022] train Softplus networks from scratch as a defence against gradient-
explanation manipulation. Their argument bounds the Frobenius norm of the network Hes-
sian: replacing ReLU, whose distributional second derivative δ(z) leaves ∥H∥F unbounded, by
σβ(x) =

1
β log(1 + eβx) with |σ′′

β(z)| ≤ β/4 yields a uniform bound on ∥H∥F , and the gradient
theorem then bounds the maximal change of the gradient explanation under input perturbations.
Theorems 7–8 place this Softplus replacement inside our framework as a single change in the game:
entropy-regularising the activation-state stop/continue policy at temperature θ = 1/β. The Gibbs
policy (85) is a C∞ sigmoid in the input with Lipschitz constant controlled by θ, and the recov-
ered gradient inherits that smoothness with respect to perturbations of the player-specific values it
consumes.

Firstly, this embedding in the game framework gives an other angle of the robustness of Softplus
networks: Given the entropy regularisation the players need strong evidence to change their stopping
or continuing policy. Secondly, the embedding yields a trajectory distribution representing the
networks calculation and the Hellinger response of §5.1, can yield bounds that are sharper or
differently targeted than the bounds on the Lipschietz constant of Dombrowski et al. [2022]. To study
this however lies beyond the scope of this work and is left for future work.
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D Routing Game: Log-Space Formulation

This appendix makes the two-player payoff structure of the Routing Game explicit. The recursion
used in Section 3.2 is the logarithmic representation of an entropy-regularized two-player game, and
admits a Gibbs subgame-perfect equilibrium for every τ > 0.

D.1 Exact Routing Kernel Behind αβ-LRP

The linear routing subgames are entropy-regularized one-step maximization problems whose closed
form is given by the Legendre–Fenchel identity (83) for Shannon entropy already stated in Ap-
pendix C.3.1: with the temperature symbol of that identity instantiated to τ , for every τ > 0, n ∈ N,
and payoff vector r ∈ Rn, the entropy-regularised maximum equals τ log

P
i exp(ri/τ) and is

attained by the Gibbs distribution π⋆(i) ∝ exp(ri/τ). We refer the reader to Boyd and Vandenberghe
[2004] for a textbook proof.

As in Section 3.2, write

ℓ(z) :=

8
<

:

log z, z > 0,

−∞, z = 0,

ω, z < 0,

ω < −∞ < 0. (94)

Thus, zero routed mass is assigned the stopping value−∞, while genuinely negative mass is assigned
the strictly worse formal value ω. Moreover, we define the exponential function to evaluate to 0 both
on −∞ and ω.

exp(ω) := exp(−∞) := 0 (95)

We remark that this definitions yield that for any x ∈ R

exp (ℓ(x)) = ReLU(x). (96)

We use this fact for notational convenience. The ReLU-gating itself is fully modeled by the player
policies at states modeling the ReLU gates—just like in the Stopping Game.

State Space and Game Mechanics. To correctly model the interaction between player turns and
stream signs, we define a structured state space:

• Activation States: S(l)act = {s
(l,act)
j,p }, where p ∈ {+,−} is the player in turn.

• Linear Routing States: S(l)lin = {s(l,lin)j,q,σ }, where q is the player turn and σ ∈ {+,−} is the
stream sign.

At s(l,act)j,p , the active player p chooses between stop and continue. Under the continue action, the
environment’s transition kernel is uniform over the two sign branches,

P
�
s
(l,lin)
j,p,+

�� s(l,act)j,p , continue
�
= 1

2 , P
�
s
(l,lin)
j,p0,−

�� s(l,act)j,p , continue
�
= 1

2 , (97)

where the first branch keeps player p in control evaluating σ = + weights and the second switches the
turn to opponent p′ evaluating σ = − weights. To compensate for the 1/2 branching, the environment
applies an Oracle structural discount of γO = 2 (distinct from the per-neuron weight-magnitude
discount γ(l)i used in the Stopping Game).
Definition 9 (Entropy-Regularized Two-Player Routing Game). Fix an inputx and a stabiliser
ϵ ≥ 0. At each activation states(l,act)j,p , the player in turn chooses stop or continue with similar
mechanics as in the Stopping Game (Definition 4) reflecting the open-closed state of a ReLU gate:
stopping sends the game to the cemetery⊥ giving immediate payoffℓ(0) = −∞—and continuation
transitions backward with structural discountγ = 2 and the uniform1/2 sign-branch kernel given
above. Here happens the critical step: gains of the opponent on the negative stream states

(l,lin)
j,p0,−

shall be counted as losses of the active playerp. At each linear routing states(l,lin)j,q,σ , the player in
turn instead chooses a mixed actionν ∈ ∆(Pred

(l)
j ∪ {⊥lin}) over the predecessors of neuronj

augmented by a fictitious outside option⊥lin which routes the game’s mass to the cemetery with
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immediate payoffℓ(ϵ). LetH(ν) := −
P

a ν(a) log ν(a) be Shannon entropy over this augmented
action set. Atϵ = 0 the outside option carriesℓ(0) = −∞ and is dominated by every positive-mass
predecessor, so the augmented game reduces to the plain Routing Game over Pred(l)

j .

Throughout,V(·) = (V p(·), Vp0(·))⊤ denotes the game’s backward-induction player-specific log-
value function, defined jointly at linear routing states by(102) and at activation states by(105) below.
The recursion is well-posed because the layered state graph is a finite DAG: thel = 1 case of(98)
needs no lower-layer V, and every subsequent layer uses only V at strictly lower layers.

For a linear routing state atl ≥ 2 the active player continuing to theith neurons activation state
receives an immediate payoff of the logarithm of the respective weight summed with the respective
log-value function of the next state, whereas in the first layer the final payoff is payed out to the active
player. The inactive player always obtains an immediate payoff ofℓ(0) = −∞. Let us denote by
Rr(s, a) playerrs gain for the game value in case actiona actually happens, whereasQr denotes the
mixture of the differences between the payoffs of the opponents including the entropy regularization
term given the mixed strategy chosen by the active player.

Rr

�
s
(l,lin)
j,q,σ , i

�
:=

8
>><

>>:

ℓ
�
W

(l,σ)
ij

�
+ Vr

�
s
(l−1,act)
i,q

�
, r = q, l ≥ 2,

ℓ
�
[xiW

(1)
ij ]σ

�
, r = q, l = 1,

−∞, r = q′.

(98)

The outside option⊥lin has log-scoreRr(s
(l,lin)
j,q,σ ,⊥lin) := log ϵ for r = q and−∞ for r = q′; it

corresponds to routing theϵ-fraction of mass to the cemetery instead of to any predecessor. If player
q uses mixed action ν at this state, the induced individual routed masses are

Qr

�
s
(l,lin)
j,q,σ ; ν

�
:=

X

a

ν(a) ℓ
�
exp

�
Rr

�
s
(l,lin)
j,q,σ , a

� �
− exp

�
Rr0

�
s
(l,lin)
j,q,σ , a

� ��

+ τH(ν), r ∈ {q, q′}, (99)

which, as exp(ω) = exp(−∞) = 0 evaluates to

Qq

�
s
(l,lin)
j,q,σ ; ν

�
=

X

a

ν(a)Rq

�
s
(l,lin)
j,q,σ , a

�
+ τH(ν) (100)

Qq0
�
s
(l,lin)
j,q,σ ; ν

�
∈ {−∞, ω} . (101)

If W (l,σ)
ij = 0 for every predecessori (i.e. the stream-σ part of the fan-in to neuronj is identi-

cally zero), thenRq(s
(l,lin)
j,q,σ , i) = −∞ for all i as well andQq

�
s
(l,lin)
j,q,σ ; ν

�
= ℓ(ϵ). We define the

corresponding equilibrium linear-game values by

V ⋆
q

�
s
(l,lin)
j,q,σ

�
:= max

ν∈∆(Pred
(l)
j ∪{⊥lin })

Qq

�
s
(l,lin)
j,q,σ ; ν

�

= max
ν∈∆(Pred

(l)
j ∪{⊥lin })

(
X

a

ν(a)Rq

�
s
(l,lin)
j,q,σ , a

�
+ τH(ν)

)

= τ · ℓ

 

ϵ
1
� +

X

i

exp
�
Rq(s

(l,lin)
j,q,σ , i)

� 1
�

!

, (102)

V ⋆
q0

�
s
(l,lin)
j,q,σ

�
:= −∞, (103)

where we used (83). The associated Gibbs policy assigns the outside option the probabilityϵ/(ϵ+P
a expRq(· · · , a)) and distributes the remaining mass over predecessors in proportion to expRq.

For an activation state, continuing exposes both sign branches. Lets+ := s
(l,lin)
j,p,+ ands− := s

(l,lin)
j,p0,−. If

playerp chooses continue ats(l,act)j,p , the game transitions tos+ or to s− with equal probability, while
stop sends the game to the cemetery with game valueVr(⊥) = ℓ(0) = −∞. Taking the expectation
over the uniform sign-branch kernel (1

2 each) and respecting the discountγO = 2 interpretated in
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logarithmic space becomes

Qr

�
s
(l,act)
j,p , continue

�
:= ℓ

0

@
X

s0∈{s+ ,s� }

P(s′ | s(l,act)j,p ) · γO ·
�
expVr(s

′)− expVr0(s′)
�

1

A

= ℓ (exp (Vr (s+))− exp (Vr0 (s−))) . (104)

Observe that either of the two is in{−∞, ω}. On the other hand, stopping yields−∞ for both. The
equilibrium activation-game values are

Vp(s
(l,act)
j,p ) := max{−∞, Qp(s

(l,act)
j,p , continue)}, (105)

and as in the the playersp′ formula for the inflowing payoffQp0 at continuation the difference in the
extended logarith is sign flipped, we have

Vp0(s
(l,act)
j,p ) ∈ {−∞, ω}. (106)

Figure 5 shows a worked example of the local routing subgame.

Figure 5: Routing Game: local routing subgame around s(2,act)2,+ . This uses the same toy subnetwork
and numerical values as Figure 4. At this activation state, P+ is in turn and continues because the
game value is positive (V + = log 9 > 0 in the depicted example). The game then branches with
probability 1/2 to s(2,lin)2,+,+ (turn stays with P+) and with probability 1/2 to s(2,lin)2,−,− (turn switches
to P−). In each linear state, the active player samples a predecessor according to the Gibbs policy
from the immediate log-payoff and game value. Example: along s(2,lin)2,+,+ → s

(1,act)
1,+ , the player on

the positive stream state gets immediate payoff logW (2,+)
2,3 = log 7 and P− gets −∞. Edges with

zero routed mass have payoff logW (2,−)
2,3 = log 0 = −∞. For readability, the ± activation copies

in layer 1 are collapsed, and the intermediate payoff log 2 on the transition from position 2 to 2 is
omitted.

In the following let us denote

Σ
(l,σ)
j := ϵ+

( P
i[xiW

(1)
ij ]σ, l = 1,

P
i a

(l−1)
i W

(l,σ)
ij , l ≥ 2,

(107)

so that z(l)j = Σ
(l,+)
j − Σ

(l,−)
j .

Theorem 9 (SPNE and Forward Equivalence of the Routing Game).

(i) SPNE existence for every τ > 0 and ϵ ≥ 0.For everyτ > 0 and everyϵ ≥ 0, the entropy-
regularized two-player Routing Game of Definition 9 (with linear-state entropy weight
τ H and outside-option stabiliserϵ) admits a subgame-perfect Nash equilibrium (see(112)–
(113) in the proof for the explicit form of the equilibrium policy). We write·⋆ for equilibrium
quantities throughout.
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(ii) Forward equivalence at the anchor τ = 1, ϵ ≥ 0.At τ = 1 andϵ ≥ 0, the equilibrium quantities
recover the network forward pass: for every layerl, neuronj, player labelsp, q, r, and
stream sign σ ∈ {+,−},

Vr
�
s
(l,lin)
j,q,σ

�
= δr,q ℓ(Σ

(l,σ)
j ), (108)

Qr

�
s
(l,act)
j,p , continue

�
= ℓ

�
ξr,p · z(l)j

�
, (109)

Vr
�
s
(l,act)
j,p

�
= ℓ

�
δr,p · a(l)j

�
, (110)

π⋆
p

�
s
(l,act)
j,p

�
= 1[z(l)j > 0]. (111)

Remark 5 (Uniqueness). The linear-state Gibbs best response(112) is the unique maximiser of
the strictly concave entropy-regularised objective. At activation states the active player is indif-
ferent wheneverQp(s

(l,act)
j,p , continue) = 0: both stopping and continuing are best responses, so

multiple SPNEs can coexist under different tie-breaking. The theorem specifies the tie-breaker
π⋆
p = 1[Qp(·, continue) > 0], which atτ = 1 reduces to1[z(l)j > 0]. Just like in theSG(see Remark

3), we refer to this by SPNE by stop-at-tie-breaks equilibrium.

Proof. SPNE existence for every τ > 0. The layered state graph is a finite DAG: linear routing
states at layer l transition to activation states at layer l − 1 (or to terminal input positions at l = 1),
and activation states at layer l transition to linear routing states at the same layer l or to the cemetery
⊥. We construct the equilibrium by backward induction on the layer index l.

At layer l = 1 the linear routing subgames have no unresolved game values, so the action val-
ues Qq in (98) are fully specified by the input x. At each linear state the active player solves
max

ν∈∆(Pred
(1)
j )
{
P

i ν(i)Qq(s
(1,lin)
j,q,σ , i) + τ H(ν)}, which is strictly concave on the simplex. Iden-

tity (83) yields the unique Gibbs best response, and simplifying exp ◦ℓ in (98) gives the explicit
form

π⋆
q

�
i
�� s(l,lin)j,q,σ

�
∝

( �
W

(l,σ)
ij

� 1/τ
exp

�
Vq(s

(l−1,act)
i,q )/τ

�
, l ≥ 2,

�
[xiW

(1)
ij ]σ

� 1/τ
, l = 1,

(112)

with zero mass on routes of zero or wrong sign and closed-form value Vq(s
(1,lin)
j,q,σ ) =

τ log
P

i exp(Qq(s
(1,lin)
j,q,σ , i)/τ). With these values in hand, the activation-state subgame at layer

l = 1 is a binary max over {stop, continue} with payoffs 0 and (104) respectively; the active player’s
best response is the pure stop/continue strategy

π⋆
p

�
s
(l,act)
j,p

�
= 1

�
Qp(s

(l,act)
j,p , continue) > 0

�
. (113)

Assume the equilibrium has been constructed at all layers ≤ l − 1, yielding definite values
Vr(s

(l−1,act)
i,q ). At layer l the linear-state action values Qq in (98) are then specified, and the same

strict-concavity argument gives the Gibbs best response (112) with the analogous log-sum-exp value.
The layer-l activation-state best response is again the binary hard comparison (113). Because each
subgame’s best response is taken to be optimal given the game values from lower layers, the composed
strategy profile is subgame-perfect. This proves existence of an SPNE for every τ > 0. The argument
is unchanged under the ϵ ≥ 0 outside-option augmentation of Definition 9: the linear-state action
set gains one extra element ⊥lin with constant log-score log ϵ (finite for ϵ > 0, −∞ for ϵ = 0), the
strict-concavity / Legendre–Fenchel step goes through verbatim on the augmented simplex, and the
closed-form value picks up the extra term ϵ1/τ inside the log-sum-exp. Hence, an SPNE exists for
every (τ, ϵ) ∈ R>0 × R≥0.

Forward equivalence at τ = 1. We now specialise to τ = 1 and show by induction on l that the
equilibrium quantities recover the network forward pass.

Base case (l = 1): At the fused input layer,

Qq

�
s
(1,lin)
j,q,σ , i

�
= ℓ

�
[xiW

(1)
ij ]σ

�
, Qq0

�
s
(1,lin)
j,q,σ , i

�
= −∞. (114)
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The active player q therefore solves the entropy-regularized one-step problem

max
ν∈∆

(
X

a

ν(a)Qq

�
s
(1,lin)
j,q,σ , a

�
+H(ν)

)

. (115)

By (83), this subgame has a best response of Gibbs form (112), and the corresponding value is

Vq
�
s
(1,lin)
j,q,σ

�
= ℓ

 
X

a

exp
�
Qq(s

(1,lin)
j,q,σ , a)

�
!

= ℓ

 
X

i

[xiW
(1)
ij ]σ + ϵ

!

= ℓ(Σ
(1,σ)
j ). (116)

At the activation state the active player’s continuation advantage is

Qp

�
s
(l,act)
j,p , continue

�
= ℓ

�
Σ

(1,+)
j − Σ

(1,−)
j

�
= ℓ(z

(l)
j ), (117)

whereas for the opponent

Qp0

�
s
(l,act)
j,p , continue

�
= ℓ

�
Σ

(1,−)
j − Σ

(1,+)
j

�
= ℓ(−z(l)j ), (118)

confirming (109). Hence, the best response is precisely (113) and (110) holds.

Inductive step (l ≥ 2): Assume Vq(s
(l−1,act)
i,q ) = ℓ(a

(l−1)
i ) for all predecessors i and both player

labels q. Since standard activations satisfy a(l−1)
i ≥ 0, the linear routing-state action values become

Rq

�
s
(l,lin)
j,q,σ , i

�
= ℓ

�
W

(l,σ)
ij

�
+ ℓ

�
a
(l−1)
i

�
= ℓ

�
a
(l−1)
i W

(l,σ)
ij

�
. (119)

Applying (83) again to the linear routing subgame gives the Gibbs best response (112) and

Vq
�
s
(l,lin)
j,q,σ

�
= ℓ

 
X

a

exp
�
Qq(s

(l,lin)
j,q,σ , a)

�
!
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X

i

a
(l−1)
i W

(l,σ)
ij + ϵ

!

= ℓ(Σ
(l,σ)
j ), (120)

At the activation state the active player’s continuation advantage is again z(l)j

Qp

�
s
(l,act)
j,p , continue

�
= ℓ

�
Σ

(l,+)
j − Σ

(l,−)
j

�
= ℓ(z

(l)
j ), (121)

whereas for the opponent

Qp0

�
s
(l,act)
j,p , continue

�
= ℓ

�
Σ

(1,−)
j − Σ

(1,+)
j

�
= ℓ(−z(l)j ), (122)

again confirming (109). Thus, the best response is (113). Finally, the same three cases as in the base
step give

Vr
�
s
(l,act)
j,p

�
= ℓ

�
1[z(l)j > 0]Σ

(l,r⊕p)
j

�
, (123)

proving (110). Since each subgame has an optimal action chosen by the player in turn, the resulting
strategy profile is subgame-perfect. This completes the induction.

D.1.1 Log-Space Addition Subgame, Skip Connections, and Max Pooling

Modern architectures like ResNets, Vision Transformers, and CNNs with pooling contain structural
operators beyond single-parent affine maps. To natively handle these in the log-space Routing Game,
we define an Addition Subgame and a deterministic Max-Pooling Subgame.
Definition 10 (Addition Oracle). For a residual nodez = x + y, we introduce an intermediate
addition statesaddz,p , wherep ∈ {+,−} is the active player. We denote the states modeling the output
of the operandsx andy with active playerp, bysx,p andsy,p respectively. Fromsaddz,p , an unobserved
Oracle forces a uniform transition:

• With probability 1/2, the game transitions to state sx,p (operand 1).

• With probability 1/2, the game transitions to state sy,p (operand 2).
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To maintain the conservation of the exponentiated value (activations), the environment applies an
Oracle structural discount ofγO = 2. Distinct from the random transition following activation states,
the active player p retains the turn in both transitions.
Proposition 3 (Forward Value of Addition). Under the Oracle split, applying the structural discount
γO = 2, the immediate log-return for playerr ∈ {p, p′} transitioning to an operandk ∈ {x, y} is
defined as:

Rr(s
add
z,p , k) := Vr(sk,p). (124)

The optimal log-value at the addition state is the log-expectation under the uniform Oracle kernel:
Vr(s

add
z,p ) = ℓ

�
γO ·

�
1
2 exp

�
Rr(s

add
z,p , x)

�
+ 1

2 exp
�
Rr(s

add
z,p , y)

���

= ℓ
�
exp(Vr(sx,p)) + exp(Vr(sy,p))

�
. (125)

If the operand states perfectly recover their respective forward activations, meaningVp(sx,p) = ℓ(ax)
andVp(sy,p) = ℓ(ay), thenVp(saddz,p ) = ℓ(ax + ay) = ℓ(az), maintaining exact forward consistency.
Definition 11 (Max-Pooling Decision State). For a pooled scalar outputz = max{x1, . . . , xm} over
non-negative activations, we introduce a pooling statesmax

z,p , wherep ∈ {+,−} is the active player.
At this state, playerp selects a predecessor from the full admissible set of operand statesA(smax

z,p ) =
{sx1 ,p, . . . , sxm ,p}. The state transitions deterministically to the chosen operand statesxk ,p, and
playerp retains the turn. Since there is no branch duplication, the Oracle structural discount is
γO = 1. The transition log-return for player r ∈ {p, p′} is simply Rr(smax

z,p , xk) := Vr(sxk ,p).

Tie-breaking at the pooling state. Whenever multiple operands xk attain the maximum, the active
player is indifferent over the corresponding actions, and any pure best response over the tied indices
yields the same forward value but a different equilibrium policy and hence a different occupation
measure on the operand states. The stop-at-tie-breaks equilibrium, fixed by the boundary conventions
of Appendix A, resolves this by the convention k⋆ := min{k : xk = maxl xl}, i.e., the active
player picks the smallest index among the operands attaining the maximal payoff. All recovery and
occupation-measure statements below are stated for this equilibrium.
Proposition 4 (Forward Value of Max Pooling). Let

k⋆ ∈ arg max
k∈{1,...,m}

axk (126)

(ties resolved by a fixed implementation rule), whereaxk are the forward activations. Assuming
the operand states recover the activationsVp(sxk ,p) = ℓ(axk ), the active playerp maximizes their
value by choosingsxk ? ,p. At the equilibrium of the subgame rooted atsmax

z,p , the value-maximizing
deterministic choice yields:

Vp(s
max
z,p ) = max

k∈{1,...,m}
Rp(s

max
z,p , xk) = Vp(sxk ? ,p) = ℓ(axk ? ) = ℓ(az). (127)

Thus, the pooled node inherits the winning routed mass exactly, ensuring forward consistency.

D.2 Backward Path Integral and αβ-LRP Recovery

We now show that the projected discounted occupation measure induced by the SPNE on the layered
routing graph realises the standard αβ-LRP-ϵ relevance vector. To keep the game side and the
attribution side strictly separate, we use distinct symbols throughout this subsection:

• the game-side object is the discounted occupation measureΓx( · ) on the states of the routing
graph (Section 3.2), now driven by the SPNE trajectory measure µx rooted at s(L,act)

u,+ with

unit initial mass: Γx(s
(L,act)
u,+ ) = 1 and Γx(s

(L,act)
j,p ) = 0 for every other output activation

state. With non-negative branch discounts (cf. (129)) Γx is itself non-negative; we then form
the per-neuron difference of the two player copies,

Γ
(l)
j := Γx

�
s
(l,act)
j,+

�
− Γx

�
s
(l,act)
j,−

�
. (128)

• the attribution-side object is the standardαβ-LRP-ϵ relevance vector R(l) of Bach et al.
[2015], a deterministic backward DP on the network’s linear layers seeded by a chosen
output mass R(L)

u and recursing via (131) below.

The recovery theorem (Theorem 10) shows that, under the SPNE policy and the following trajectory
discount (129), the per-neuron sum Γ

(l)
j satisfies the same recursion as R(l)

j , hence equals it.
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Trajectory discount. We track sign-dependent branch discounts governed by the stream-balance
mode (α, β) (α−β = 1). Let τ = (τ0, τ1, . . . ) be a backward trajectory on linear routing , activation,
addition or max-pooling states. Define the per-state discount γ as a non-negative function of the
entered state,

γ(s) :=

8
><

>:

2α, s = s
(r,lin)
j,q,+ for some j, q, r,

2β, s = s
(r,lin)
j,q,− for some j, q, r,

1, otherwise (activation, addition Oracle, max-pool).
(129)

The cumulative discount along the trajectory up to time t is the product

dt(τ) :=

tY

m=1

γ(τm), d0(τ) = 1 (empty product). (130)

The signed minus of the αβ-LRP recursion is produced by the difference (128) between the two
player copies.

Remark 6 (Choice of starting player). Rootingµx at s(L,act)
u,− instead ofs(L,act)

u,+ swaps the two
output-layer occupations and therefore negatesΓ

(l)
j at every layer. We fix the canonical convention

that the game starts at the +-state.
Remark 7 (Equivalent signed-discount sum formulation). The same recovery theorem can be phrased
with the signed trajectory discountγ(s(r,lin)j,q,+ ) = 2α, γ(s(r,lin)j,q,− ) = −2β and the per-neuron sum

Γ
(l)
j = Γx(s

(l,act)
j,+ ) + Γx(s

(l,act)
j,− ) in place of (128). We have chosen the non-negative-discount

version because it is easier to comprehend—Γx remains a genuine non-negative occupation measure,
and the LRP sign is generated by an explicit algebraic difference rather than absorbed into the
trajectory weights.

Attribution-side: αβ-LRP-ϵ relevance. Independently of the game, the standard αβ-LRP-ϵ
relevance vector R(l) is defined recursively from R

(L)
j = R

(L)
u δj,u at the output by

R
(l−1)
i =

X

j

 

α
[a

(l−1)
i W

(l)
ij ]+

ϵ+Σ
(l,+)
j

− β
[a

(l−1)
i W

(l)
ij ]−

ϵ+Σ
(l,−)
j

!

R
(l)
j , (131)

where Σ
(l,±)
j =

P
k[a

(l−1)
k W

(l)
kj ]

± (and the fused input layer uses a(0) = x).

Theorem 10 (Recovery of Multi-Path αβ-LRP). For everyϵ ≥ 0, under the stop-at-tie-breaks
equilibrium fixed by the boundary conventions of Appendix A (uniquely fixing the SPNE at activation
states withz = 0 and at max-pooling states with multiple maximisers) at the anchor temperature
τ = 1 and stabiliserϵ, with the cumulative trajectory discount(130) and the occupation measure
Γ
(l)
j from (128):

1. Linear Map. The per-neuron sum Γ
(l)
j of (128) satisfies

Γ
(l−1)
i =

X

j

 

α
[a

(l−1)
i W

(l)
ij ]+

ϵ+Σ
(l,+)
j

− β
[a

(l−1)
i W

(l)
ij ]−

ϵ+Σ
(l,−)
j

!

Γ
(l)
j . (132)

Because(132) and (131) share their computational step,Γ(l)
j ·R

(L)
u = R

(l)
j at every layer;

the same formula covers the fused input layer witha(0) = x. At ϵ = 0 this reduces to
the conservativeαβ-LRPredistribution; atϵ > 0 the formula coincides with the standard
αβ-LRP-ϵ rule of Bach et al. [2015].

2. Residual Addition. Letz = xop + yop be an addition node with addition statesaddz,p
and operand statessxop ,p, syop ,p in the notation of Definition 10. For every player label
p ∈ {+,−},

Γx

�
sxop ,p

�
= 1

2 Γx

�
saddz,p

�
, Γx

�
syop ,p

�
= 1

2 Γx

�
saddz,p

�
, (133)

so the operand pair carries the full addition-state mass with no duplication.
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3. Max Pooling. For a pooled outputz = max{x1, . . . , xm} with winnerk⋆ and pooling state
smax
z,p (Definition 11), the deterministic value-maximising transition concentrates all mass

on the winner: for every player label p ∈ {+,−},

Γx

�
sxk ? ,p

�
= Γx

�
smax
z,p

�
, Γx

�
sxr ,p

�
= 0 for r ̸= k⋆. (134)

Proof. We prove R(L)
u · Γ(l)

j = R
(l)
j at every layer l by backward induction on l.

Base case (l = L): The trajectory measure µx has unit mass at s(L,act)
u,+ by definition, so

Γx(s
(L,act)
u,+ ) = 1 and Γx(s

(L,act)
j,p ) = 0 for every (j, p) ̸= (u,+). By (128),

Γ
(L)
j = Γx

�
s
(L,act)
j,+

�
− Γx

�
s
(L,act)
j,−

�
= δj,u, (135)

i.e. the difference is 1 at the chosen output neuron u and 0 elsewhere. Multiplying by the output mass
gives R(L)

u · Γ(L)
j = R

(L)
u δj,u = R

(L)
j , matching the LRP root specification of (131).

Inductive step (l⇒ l − 1): Assume R(L)
u · Γ(l)

j = R
(l)
j for every neuron j in layer l. From the SPNE

construction in Theorem 9 together with the activation-game value reduction Vp(s
(l,act)
j,p ) = ℓ(a

(l)
j )

(which holds for every ϵ ≥ 0 because the additive ϵ-shifts on the two sign branches cancel in the
continuation advantage), the linear-state Gibbs best response on the alive support is

π⋆
j,σ(⊥lin) =

ϵ

ϵ+Σ
(l,σ)
j

, π⋆
j,σ(i) =

a
(l−1)
i W

(l,σ)
ij

ϵ+Σ
(l,σ)
j

. (136)

A trajectory reaches the layer-(l− 1) activation state s(l−1,act)
i,r from a layer-l activation state through

one of two routes. By the activation-state continuation kernel of Definition 9, departing from s
(l,act)
j,p

the trajectory takes the + branch to s(l,lin)j,p,+ with probability 1
2 (player p retains the turn), and the

− branch to s(l,lin)j,p0,− with probability 1
2 (turn switches to opponent p′); from each linear state the

policy (136) routes to predecessor i with the player label of that linear state. Combining the two
branch discount factors 2α, 2β from (129) with these 1

2 -probabilities, the trajectory contributions to
Γx(s

(l−1,act)
i,r ) are

Γx

�
s
(l−1,act)
i,r

�
=

X

j

�
1
2 (2α)π

⋆
j,+(i) Γx

�
s
(l,act)
j,r

�
+ 1

2 (2β)π
⋆
j,−(i) Γx

�
s
(l,act)
j,r0

� �

=
X

j

�
απ⋆

j,+(i) Γx

�
s
(l,act)
j,r

�
+ β π⋆

j,−(i) Γx

�
s
(l,act)
j,r0

� �
, (137)

where r′ ∈ {+,−} denotes the opposite player label and the cemetery branch ⊥lin contributes no
mass to any predecessor.

Differencing (137) over r ∈ {+,−} (i.e. r=+ minus r=−) flips the role of r and r′ between the two
terms inside the bracket. Using Γx(s

(l,act)
j,r )− Γx(s

(l,act)
j,r0 ) = +Γ

(l)
j when r=+, r′=−, and the same

expression with the opposite sign when r=−, r′=+, the per-neuron difference at layer l − 1 satisfies

Γ
(l−1)
i = Γx

�
s
(l−1,act)
i,+

�
− Γx

�
s
(l−1,act)
i,−

�

=
X

j

�
απ⋆

j,+(i)
�
Γx(s

(l,act)
j,+ )− Γx(s

(l,act)
j,− )

�
+ β π⋆

j,−(i)
�
Γx(s

(l,act)
j,− )− Γx(s

(l,act)
j,+ )

� �

=
X

j

�
απ⋆

j,+(i)− β π⋆
j,−(i)

�
Γ
(l)
j

=
X

j

 

α
[a

(l−1)
i W

(l)
ij ]+

ϵ+Σ
(l,+)
j

− β
[a

(l−1)
i W

(l)
ij ]−

ϵ+Σ
(l,−)
j

!

Γ
(l)
j , (138)

where the third equality regroups the two square brackets as +Γ
(l)
j and −Γ(l)

j respectively, and

the fourth substitutes (136) together with a(l−1)
i W

(l,σ)
ij = [a

(l−1)
i W

(l)
ij ]σ for non-negative a(l−1)

i .
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Multiplying both sides by R(L)
u and using the inductive hypothesis R(L)

u · Γ(l)
j = R

(l)
j ,

R(L)
u · Γ(l−1)

i =
X

j

 

α
[a

(l−1)
i W

(l)
ij ]+

ϵ+Σ
(l,+)
j

− β
[a

(l−1)
i W

(l)
ij ]−

ϵ+Σ
(l,−)
j

!

R
(l)
j = R

(l−1)
i . (139)

This closes the induction and proves R(L)
u · Γ(l)

j = R
(l)
j for every layer l and neuron j.

Input layer (l = 1): The same calculation applies with the fused first-layer masses [xiW
(1)
ij ]σ in place

of a(l−1)
i W

(l,σ)
ij , yielding the identical formula with a(0) = x.

Addition node: Letz = xop + yop be an addition node. By Definition 10, from saddz,p the Oracle
transitions to sxop ,p and syop ,p with probability 1

2 each, retaining player label p. Under the trajectory-
discount convention (129)–(130), addition Oracle transitions carry trajectory-discount factor 1. Hence

Γx

�
sxop ,p

�
= 1

2 Γx

�
saddz,p

�
, Γx

�
syop ,p

�
= 1

2 Γx

�
saddz,p

�
, (140)

proving Item 3 of Theorem 10 for both player labels.

Max-pooling node: Letz = max{x1, . . . , xm} with winner k⋆ and pooling state smax
z,p . By Defi-

nition 11, the active player has the unique value-maximising action xk? at smax
z,p , so the transition

to sxk ? ,p is deterministic, retains player label p, and (129) assigns unit trajectory factor. Therefore
Γx(sxk ? ,p) = Γx(s

max
z,p ) and Γx(sxr ,p) = 0 for r ̸= k⋆, proving Item 4.

Temperature mode. The local-temperature deformation that we use as a controlled policy mode
(sharpening or flattening the linear-state Gibbs readout while leaving the player game values at their
τ=1 equilibrium) is treated as part of the analytical-modes appendix; see Appendix F.1.]
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E Extension: Vision Transformer Attention

This appendix develops the full state-space formulation for attention modules in the RG, complement-
ing the summary in Section 4. The development proceeds in two stages. §E.1 extends the backward
walk of Theorem 10 through the attention block by treating the softmax row Aq as a fixed reference
policy on the keys, derives the resulting Value-routing equilibrium from the Legendre–Fenchel
transform of the KL divergence, and proves αβ-LRP recovery for the linear map Y = AV in the
occupation-measure notation Γ of Theorem 10. §E.2 then identifies the fixed reference Aq with the
policy of an auxiliary entropy-regularised QK oracle player, closing the loop with the rest of the
game-theoretic framework. The risk-averse attention variant is in §E.3; forward-pass detachments
and gradient-hook conventions used by all ViT experiments are collected in §E.4; the equivariant
spatial averaging is in §E.5.

E.1 Attention as fixed-reference KL Value routing

E.1.1 Target rule: αβ-LRP with detached logits

We first state the rule that the Routing-Game state-space construction below is designed to recover.
We focus on a single attention head; the multi-head extension carries an additional head index h and
the recovery is per-head. Note that ViT-B/16 implements the V projection as a single D ×D linear
V = XWV followed by a reshape into H heads (the per-head matrix W (h)

V ∈ RD×dh is the head-h
column block of the full WV ), so one input embedding Xk,e feeds V entries of every head and the
per-head RX contributions sum at Xk,e to give the total. The per-head description below applies
unchanged. We omit the ϵ stabiliser inside the attention block — the surrounding ReLU recursion
of §D.2 carries its own ϵ on every linear-routing state and that mechanism transfers to the AV+WV

composite without modification, but tracking it through the tensor indexing here only obscures the
structure.

Forward pass. The V projection is applied per token: for each k ∈ {1, . . . , S},

vk,d =
X

e

WV,e,dXk,e, d ∈ {1, . . . , dh}, (141)

where the same matrix WV ∈ Rd×dh is applied independently to every token. The detached attention
matrix A ∈ RS×S

≥0 (with Aq,k ≥ 0 from softmax) then mixes Values across tokens independently per
feature dimension d: for each output token q ∈ {1, . . . , S} and feature d,

Oq,d =
X

k

Aq,k vk,d =
X

k,e

Aq,kWV,e,dXk,e. (142)

Composite linear map and σ-stream split. With A detached, the attention block reduces to a
linear map X 7→ O with composite weights W eff

(k,e), (q,d) = Aq,kWV,e,d. Since Aq,k ≥ 0, the sign of
the composite weight is the sign of WV,e,d:

�
W eff

(k,e), (q,d)

� σ
= Aq,kW

σ
V,e,d, σ ∈ {+,−}. (143)

With non-negative inputs X ≥ 0, the per-token σ-stream split of the Value tensor and the per-output-
feature stream sum are

ṽσk,d :=
X

e

Wσ
V,e,dXk,e, Zσ

q,d :=
X

k

Aq,k ṽ
σ
k,d =

X

k,e

Aq,kW
σ
V,e,dXk,e. (144)

Note that ṽσk,d is the σ-stream split inherited from WV (not the standard scalar positive part [vk,d]+ =

max(0, vk,d)); the two coincide only when vk,d has a single-signed predecessor decomposition.

Target rule. Let RO
q,d denote the relevance arriving at the output entry Oq,d from the surrounding

LRP recursion. We define the target rule by applying the standard αβ-LRP rule at each of the two
linear stages of the composite block, with the σ-stream split ṽσk,d inherited from WV via (143).
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AV mixingO → V . Applied toOq,d =
P

k Aq,k vk,d, the rule gives the relevance at the Value entry
vk,d as the weighted difference of two per-stream contributions:

RV
k,d = αRV,+

k,d − β RV,−
k,d , RV,σ

k,d :=
X

q

Aq,k ṽ
σ
k,d

Zσ
q,d

RO
q,d, σ ∈ {+,−}. (145)

V projectionV → X. Applied to vk,d =
P

eWV,e,dXk,e, the rule routes each σ-stream contribution
RV,σ

k,d to the input dim e via the matching σ-stream weight ratio Wσ
V,e,dXk,e/ṽ

σ
k,d:

RX
k,e =

X

d

 

α
W+

V,e,dXk,e

ṽ+k,d
RV,+

k,d − β
W−

V,e,dXk,e

ṽ−k,d
RV,−

k,d

!

. (146)

Aggregate. Substituting(145) into (146) and cancelling ṽσk,d in numerator and denominator expresses
RX

k,e directly in terms of RO
q,d:

RX
k,e =

X

q,d

 

α
Aq,kW

+
V,e,dXk,e

Z+
q,d

− β
Aq,kW

−
V,e,dXk,e

Z−
q,d

!

RO
q,d, (147)

which coincides with what the standard αβ-LRP rule produces directly on the composite linear map
X 7→ O with effective weight W eff

(k,e),(q,d) = Aq,kWV,e,d. These formulas are the rule used in all
RG experiments on ViT.

E.1.2 State space

We embed the attention block into the routing-graph state space of §D using the tuple-superscript
notation s(att, Side, type)• throughout, where Side ∈ {O,V,Q,K} identifies the activation slot inside
the attention block and type ∈ {act, lin} matches state types of §D. The state indices encode
the tensor structure of the AV mixing and the V projection, with q, k ∈ {1, . . . , S} ranging over
output/key tokens (sequence axis), d ∈ {1, . . . , dh} over the within-head feature axis of the focused
head (i.e. the head index h is fixed and d runs over that head’s dh feature dimensions), and e ∈
{1, . . . , D} over the per-token input embedding dimensions.

States for the composite AV+WV block. The explanatory walk through the attention block visits
three state types beyond the surrounding ReLU-network’s; all are parametrised by the player label in
turn.

• Output activation states s(att,O, act)
q,d,p at the head’s output entry Oq,d, indexed by output

token q ∈ {1, . . . , S}, within-head feature dim d ∈ {1, . . . , dh}, and player p ∈ {+,−}.
These are the entry points of the explanatory walk: the surrounding linear-layer recursion of
§D.2 delivers occupation mass to {s(att,O, act)

q,d,p }q,d,p from the layer behind the head.

• Output sign-branch (linear) states s(att,O, lin)
(q,d),p,σ , indexed by (q, d, p, σ). These mirror the

linear routing states s(l,lin)j,q,σ of Definition 9 for the AV mixing at output entry (q, d): this is
where the QK logits enter the routing via the referenceµq = Aq,·. The active player picks a
key token k by a mixed action π⋆

q,d,σ ∈ ∆({1, . . . , S}) that combines the AV reference µq

with the σ-stream Value mass ṽσk,d.

• V-projection linear states s(att,V, lin)
(k,d),p,σ , indexed by key token k, within-head feature dim d,

player p, and sign σ. These are the linear-routing states of the per-token V projection: the
player picks an input dimension e and the game value satisfies Vp

�
s
(att,V, lin)
(k,d),p,σ

�
= ℓ(ṽσk,d)

with ṽσk,d from (144).

• Input activation states s(att,X, act)
(k,e),p at the input embedding entry Xk,e, indexed by token–

embedding-dim pair (k, e) and player p. X lives upstream of the V projection and carries the
input-embedding axis e; the within-head feature axis d enters first at the V projection’s output
downstream. They are the exit points of the attention block: the surrounding network’s
recursion resumes from the per-player occupation on {s(att,X, act)

(k,e),p }(k,e),p.
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Transitions. The trajectory through the attention block has three steps; all transitions inside the
block carry trajectory discount 1 except the sign-oracle split, which uses the same {2α, 2β} as a
ReLU activation state of Definition 9. There is only one sign-oracle split per output entry(q, d), since
Aq,k ≥ 0 absorbs the AV mixing into the WV sign split.

1. Sign-oracle split (output activation→ output sign-branch, fixed(q, d)). At s(att,O, act)
q,d,p an

unobserved Oracle transitions uniformly to s(att,O, lin)
(q,d),p,+ (player p retains the turn, trajectory

discount 2α) or to s
(att,O, lin)
(q,d),p0,− (turn switches to opponent p′, discount 2β), each with

probability 1
2 . The feature index d is preserved.

2. Value-routing policy (output sign-branch→ V-projection linear). Ats(att,O, lin)
(q,d),p,σ the active

player picks a key token k by the mixed action

π⋆
q,d,σ(k) =

Aq,k ṽ
σ
k,d

Zσ
q,d

, (148)

derived in §E.1.4 as the equilibrium of a KL-regularised log-payoff problem against the
reference µq = Aq,·. The trajectory transitions to s(att,V, lin)

(k,d),p,σ with the player label, the sign
σ, and the within-head feature dimd preserved; the only thing changing is the sequence-axis
index from output token q to key token k. The trajectory-discount on this transition is 1.

3. V-projection routing (V-projection linear→ input activation). Ats(att,V, lin)
(k,d),p,σ the active

player picks an input dim e by the standard linear-state Gibbs policy of Definition 9 on the
σ-stream weights Wσ

V,e,d:

π⋆
V,k,d,σ(e) =

Wσ
V,e,dXk,e

ṽσk,d
. (149)

The trajectory transitions to s(att,X, act)
(k,e),p with the player label preserved and trajectory-

discount factor 1.

The discounted occupation measure Γx( · ) of Section 3.2 is evaluated at all four state types along
the explanatory walk. The recovery theorem of §E.1.5 then compares the per-input-neuron player-
difference of Γx at the input activation states with the target rule (147).

E.1.3 Legendre–Fenchel transform of the KL divergence

The Value-routing equilibrium below is a direct corollary of the convex-conjugate identity for the KL
divergence; we record it as a stand-alone Lemma to make the inheritance explicit.
Lemma 3 (Legendre–Fenchel transform of KL divergence). LetX be a finite set,µ ∈ ∆(X ) a
probability distribution with full support onX , and r : X → R a real-valued payoff. The KL-
regularised linear maximisation

F (r;µ) := max
π∈∆(X )

n
Eπ[r] − KL(π ∥µ)

o
(150)

has the following optimiser and optimum:

π⋆
r (x) =

µ(x) exp
�
r(x)

�

Z(r;µ)
, F (r;µ) = logZ(r;µ) = log

X

x∈X
µ(x) exp

�
r(x)

�
. (151)

Two specialisations are central below. When r(x) = ℓ(u(x)) for some non-negative u : X → R≥0

(so exp(r(x)) = u(x) with the convention exp(−∞) := 0), the value collapses to the µ-weighted
linear sum and the optimiser becomes the µ-tilted normalisation of u:

F
�
ℓ(u); µ

�
= ℓ

� X

x

µ(x)u(x)
�
, π⋆

ℓ(u)(x) =
µ(x)u(x)P
x0 µ(x′)u(x′)

. (152)
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When µ is uniform on X , KL(π ∥UnifX ) = log |X | − H(π), so subtracting the KL penalty in (150)
flips into a +H entropy bonus:

Eπ[r] − KL
�
π ∥UnifX

�
= Eπ[r] + H(π) − log |X |. (153)

Up to the additive constant− log |X |, (150) therefore reduces to the entropy-regularised maximisation
of (83), with value log

P
x exp(r(x)) and optimiser π⋆(x) ∝ exp(r(x)).

Proof. Introduce a Lagrange multiplier λ for the simplex constraint in (150). The first-order condition
at a feasible interior point is

r(x) − log
π(x)

µ(x)
− 1 − λ = 0, (154)

which solves to π(x) = µ(x) exp
�
r(x)−1−λ

�
. Imposing

P
x π(x) = 1 pins exp(1+λ) = Z(r;µ),

giving the Gibbs tilt (151). Substituting π⋆
r back into the objective,

Eπ?
r
[r] − KL(π⋆

r ∥µ) =
X

x

π⋆
r (x)

h
r(x) − log

π⋆
r (x)

µ(x)

i

=
X

x

π⋆
r (x) logZ(r;µ) = logZ(r;µ), (155)

where the second equality uses log(π⋆
r (x)/µ(x)) = r(x)− logZ(r;µ) from (151).

E.1.4 Value-routing equilibrium

Fix an output entry (q, d), a sign σ ∈ {+,−}, and the reference µq = Aq,· from §E.1.2 (the sameµq

for every d, since the AV mixing reuses one row across all feature dims). At the output sign-branch
state s(att,O, lin)

(q,d),p,σ the active player p solves the KL-regularised log-payoff maximisation

Vp
�
s
(att,O, lin)
(q,d),p,σ

�
:= max

π∈∆({1,...,S})

(
SX

k=1

π(k) ℓ
�
ṽσk,d

�
− KL

�
π ∥µq

�
)

, (156)

where ṽσk,d ≥ 0 is the σ-stream split of the Value entry vk,d from (144) and ℓ is the extended logarithm
of §D. The payoff ℓ(ṽσk,d) on action k is the active-player value of the predecessor V-projection linear

state, Vp(s
(att,V, lin)
(k,d),p,σ ) = ℓ(ṽσk,d), so combining with the AV log-weight ℓ(Aq,k) gives composite

payoff ℓ(Aq,k ṽ
σ
k,d) at the (q, d)-output. Define the per-output-entry µq-weighted Value mass

Zσ
q,d :=

SX

m=1

µq(m) ṽσm,d. (157)

The dependence on d enters only through ṽσm,d; the AV reference µq is shared across all feature dims.

Proposition 5 (Value-side optimal policy). If Zσ
q,d > 0, the unique optimiser of (156) is

π⋆
q,d,σ(k) =

µq(k) ṽ
σ
k,d

Zσ
q,d

, (158)

with active-player valueVp(s
(att,O, lin)
(q,d),p,σ ) = ℓ(Zσ

q,d) and inactive-player valueVp0(s
(att,O, lin)
(q,d),p,σ ) =

−∞ as in Definition 9. IfZσ
q,d = 0, no key contributes mass on streamσ andVp(s

(att,O, lin)
(q,d),p,σ ) = −∞.

Proof. Apply the logit specialisation (152) of Lemma 3 with X = {1, . . . , S}, µ = µq, and
u(k) = ṽσk,d, so that the payoff r(k) = ℓ(ṽσk,d) has exp r(k) = ṽσk,d. Equation (152) immediately
gives the optimiser π⋆

q,d,σ of (158) and value ℓ(Zσ
q,d) when Zσ

q,d > 0. The inactive-player value −∞
is the Routing-Game convention of Definition 9, inherited from the r = q′ branch of (98). If Zσ

q,d = 0

then µq(k) ṽ
σ
k,d = 0 for every k and the supremum of (156) over the simplex is −∞, consistent with

ℓ(0) = −∞.
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Specialisation to the softmax reference. Setting µq = Aq,· in (158) yields the closed-form
per-(q, d, σ) policies used in the RG’s backward walk through the attention block,

π⋆
q,d,+(k) =

Aq,k ṽ
+
k,d

Z+
q,d

, π⋆
q,d,−(k) =

Aq,k ṽ
−
k,d

Z−
q,d

, (159)

with Zσ
q,d =

P
mAq,m ṽσm,d from (157). The numerical specification µq = Aq,· does not require

the oracle interpretation of §E.2; it is enough that the cached softmax row is treated as a fixed input
to (156).

E.1.5 αβ-LRP recovery for the attention block

We now show that, under the trajectory through the four state types of §E.1.2 and the trajectory
discount of (129), the player-difference of Γx at the input activation states (the predecessors of the
V-projection linear states, where the WV weights actually fire) recovers exactly the target rule (147)
of §E.1.1. We keep the game side and the attribution side strictly separate:

• the game-side object is the discounted occupation measureΓx( · ) of Section 3.2 evaluated
at the four attention-block state types of §E.1.2. Following the per-neuron difference
convention (128) of the surrounding Routing-Game recursion, we form the per-output-
entry difference ΓO

q,d at the entry point (defined in (162) below) and the per-input-neuron
difference at the exit

ΓX
k,e := Γx

�
s
(att,X, act)
(k,e),+

�
− Γx

�
s
(att,X, act)
(k,e),−

�
. (160)

• the attribution-side object is the standardαβ-LRP relevance vector RX
k,e given by the input-

level target rule (147), seeded by RO
q,d from the surrounding linear-layer recursion above the

head.
Theorem 11 (αβ-LRP recovery for attention). Under the SPNE of §E.1.2 with referenceµq = Aq,·
and the trajectory discount of(129) restricted to the (sole) sign-oracle split ats(att,O, act), the
per-input-neuron player-difference ΓXk,e from (160) satisfies

ΓX
k,e =

X

q,d

 

α
Aq,kW

+
V,e,dXk,e

Z+
q,d

− β
Aq,kW

−
V,e,dXk,e

Z−
q,d

!

ΓO
q,d, (161)

where the per-output-entry input difference is

ΓO
q,d := Γx

�
s
(att,O, act)
q,d,+

�
− Γx

�
s
(att,O, act)
q,d,−

�
, (162)

with ΓO
q,d = RO

q,d by inductive hypothesis from the surrounding recursion. The right-hand side is
exactly the target rule(147), henceΓX

k,e = RX
k,e. Aggregating overe at fixed(k, d) collects the

relevance routed through the Value entry vk,d:

ΓV
k,d =

X

q

 

α
Aq,k ṽ

+
k,d

Z+
q,d

− β
Aq,k ṽ

−
k,d

Z−
q,d

!

ΓO
q,d = RV

k,d, (163)

recovering the per-Value-entry formula (145).

Proof. The inductive hypothesis carried over from the surrounding linear-layer recursion of §D.2
(applied at the layer immediately above the head) provides the output-side per-entry differences
ΓO
q,d = RO

q,d at every output position (q, d).

Per-state recursion at the input activation states. Fix an input embedding (k, e) and a player label
r ∈ {+,−}. A trajectory reaches s(att,X, act)

(k,e),r from an output activation s(att,O, act)
q,d,p in three stages,

with all transitions inside the attention block carrying their discounts and player-label switches as in
the kernel of §E.1.2. The path goes through one specific within-head feature dim d ∈ {1, . . . , dh} (an
index along the focused head’s dh-wide feature axis): the sign-oracle is per (q, d), the Value-routing
policy π⋆

q,d,σ depends on d via ṽσk,d, and the V-projection routing π⋆
V,k,d,σ also depends on d. The d

index is dropped at the final transition into X , where the input embedding Xk,e has indices (k, e)
and the within-head feature axis d enters downstream at the V projection’s output.
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• σ = + branch (per(q, d)). Sign-oracle takes s(O,act)
q,d,p → s

(O,lin)
(q,d),p,+ with probability 1

2

and trajectory discount 2α (player retained). The Value-routing policy π⋆
q,d,+(k) takes the

trajectory to s(V,lin)
(k,d),p,+ (player, sign, d preserved, discount 1). The V-projection routing

π⋆
V,k,d,+(e) takes the trajectory to s(X,act)

(k,e),p (player preserved, d dropped, discount 1). The

composite per-(q, d) contribution to Γx(s
(X,act)
(k,e),r ) is

1
2 (2α)π

⋆
q,d,+(k)π

⋆
V,k,d,+(e) Γx

�
s
(O,act)
q,d,r

�
= α

Aq,k ṽ
+
k,d

Z+
q,d

W+
V,e,dXk,e

ṽ+k,d
Γx

�
s
(O,act)
q,d,r

�

(164)

= α
Aq,kW

+
V,e,dXk,e

Z+
q,d

Γx

�
s
(O,act)
q,d,r

�
, (165)

where the ṽ+k,d in numerator and denominator cancel.

• σ = − branch (per(q, d)). Sign-oracle takes s(O,act)
q,d,p → s

(O,lin)
(q,d),p0,− with probability 1

2 ,
discount 2β, turn switched to opponent p′; the rest of the path preserves p′, ending at
s
(X,act)
(k,e),p0. The contribution to Γx(s

(X,act)
(k,e),r ) comes from sources with player p = r′ (so the

switch yields r):

1
2 (2β)π

⋆
q,d,−(k)π

⋆
V,k,d,−(e) Γx

�
s
(O,act)
q,d,r0

�
= β

Aq,kW
−
V,e,dXk,e

Z−
q,d

Γx

�
s
(O,act)
q,d,r0

�
. (166)

Summing over (q, d) and over the two branches,

Γx

�
s
(att,X, act)
(k,e),r

�
=

X

q,d

h
α
Aq,kW

+
V,e,dXk,e

Z+
q,d

Γx

�
s
(O,act)
q,d,r

�
+ β

Aq,kW
−
V,e,dXk,e

Z−
q,d

Γx

�
s
(O,act)
q,d,r0

� i
,

(167)

where the 1
2 from the sign-oracle splits cancels against the 2 in 2α, 2β.

Player difference. Differencing (167) for r=+ minus r=− uses Γx(s
(O,act)
q,d,+ )−Γx(s

(O,act)
q,d,− ) = ΓO

q,d

in the + branch (player kept) and the opposite −ΓO
q,d in the − branch (player switched):

ΓX
k,e = α

X

q,d

Aq,kW
+
V,e,dXk,e

Z+
q,d

ΓO
q,d − β

X

q,d

Aq,kW
−
V,e,dXk,e

Z−
q,d

ΓO
q,d, (168)

which is (161).

Target-rule identification. The right-hand side matches (147) verbatim. Since ΓO
q,d = RO

q,d,
ΓX
k,e = RX

k,e. Aggregating over e at fixed (k, d) uses
P

eW
σ
V,e,dXk,e = ṽσk,d, giving (163), which

matches (145).

E.2 The reference as the policy of a QK oracle player

§E.1 treated the softmax row Aq as a fixed reference policy: numerical input to the Value-routing
problem (156), with no game-theoretic content of its own. We now show that Aq is itself the
optimal policy of an entropy-regularised one-shot control problem on the keys, played by an auxiliary
oracle agent whose only role is to fix the reference. This identification is what justifies calling the
construction of §E.1 a two-player game-theoretic recovery.

E.2.1 Bilinear factorisation of QK scores

For one attention head with S tokens, the detached query–key score is the bilinear form

eqk =

dhX

m=1

qqm kkm√
dh

. (169)
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In our framework, eqk is the exp of game values (i.e., eqk = exp(Vqk)) which in turn are the sum of
exponentiated constituent log-form game values:

eqk =

dhX

m=1

exp

�
log qqm + log kkm −

1

2
log dh

�
. (170)

This lifts the log formulation of activations for the softmax: the softmax takes the activation eqk as its
input, and its corresponding game value Vqk = log(eqk) naturally emerges from an addition-neuron
structure over the feature dimensions.

E.2.2 Oracle states for Q and K

The QK pipeline introduces five further state types, parallel to the AV-side states of §E.1.2; they live
in the auxiliary oracle subgame and do not carry explanatory occupation mass. Player labels are kept
for notational uniformity but play no role in the recovery argument.

• QK-oracle decision states s(att,QK)
q,p , indexed by output token q ∈ {1, . . . , S} and player

p ∈ {+,−}. At s(att,QK)
q,p the oracle agent solves the entropy-regularised one-step prob-

lem (171) below and emits the softmax row Aq , which is handed to the Value-routing player
at s(att,O, lin)

q,p,σ as the reference µq in (156).

• Query and Key activation states s(att,Q, act)
q,p and s(att,K, act)

k,p , indexed by tokens q and k
respectively, and player p. These behave like usual activation states but without the stopping
option, as the Q and K projections lack non-linear activations.

• Query and Key linear states s(att,Q, lin)
(q,m),p,σ and s(att,K, lin)

(k,m),p,σ , indexed by token, feature dimen-
sion m ∈ {1, . . . , dh}, player p, and sign σ ∈ {+,−}. These states calculate the positive
and negative projection parts as game values for XWQ and XWK , respectively.

By the formulation in (170), the game value Vqk = log eqk perfectly matches the mechanics of an
addition neuron combined with concurrent trajectory splits. We map this explicitly:

• Feature-dimension split: After the oracle agent selects a key k at s(att,QK)
q,p , an unobserved

oracle uniformly samples a feature dimension m ∈ {1, . . . , dh}. This acts exactly like the
addition neuron: to maintain conservation of the exponentiated values, the environment
applies a game value discount of γO = dh.

• Multiplication via concurrent log-values: To compute the product, the game splits deter-
ministically so both branches are played. The trajectory visits both the Query activation
s
(att,Q, act)
q,p and the Key activation s(att,K, act)

k,p . The log qqm and log kkm are added as game
values in the log form. Concurrently, a constant immediate log-payoff of − 1

2 log dh is added
to account for the scaling fraction.

• Linear projection recovery: Arriving at the activation states, the lack of a stop option
forces a direct transition into the respective Query and Key linear states s(att,Q, lin)

(q,m),p,σ and

s
(att,K, lin)
(k,m),p,σ , where the positive and negative projection parts are calculated as game values.

Below these Q and K linear states, the projections XWQ and XWK behave as standard linear
layers governed by the recursion in §D.2. Crucially, this happens strictly within the oracle subgame.
While the oracle game plays through all layers earlier than the attention module, these oracle game
trajectories are not considered in the RG occupation measure.

E.2.3 Entropy-regularised QK problem

The detached QK stage is modelled as an auxiliary single-step control problem played by the oracle
agent at s(att,QK)

q,p :

V QK
q := max

π∈∆({1,...,S})

(
SX

k=1

π(k) eqk + H(π)

)

. (171)
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Proposition 6 (QK oracle policy). For every query tokenq, the unique optimiser of(171) is the
softmax row

πQK⋆
q (k) = Aqk :=

exp(eqk)
P S

m=1 exp(eqm)
, (172)

and the optimal value is

V QK
q = ℓ

 
SX

m=1

exp(eqm)

!

. (173)

Proof. Direct application of the entropy Legendre–Fenchel identity (83) at temperature θ = 1, with
n = S and payoff r(k) = eqk: the unique optimiser is the Gibbs measure π⋆(k) ∝ exp(eqk),
normalising to Aqk as in (172), and the optimal value is the log-partition ℓ(

P
m exp(eqm)) as

in (173).

E.3 Risk-Averse Attention via ADF

When ADF variance propagation is active, let sqk denote the uncertainty score attached to attending
from query token q to key token k (in the current implementation, sqk = σ̂k depends only on the key
token). Risk-averse attention shifts the QK-logits in the direction of reduced uncertainty,

ẽqk = eqk + λsm sqk, λsm ≤ 0, (174)
yielding the risk-modified policy

π̃q(k) =
exp(ẽqk)P
k0 exp(ẽqk0)

. (175)

The sign convention λsm ≤ 0 is used throughout the paper and in all tables: more-negative values
penalise high-uncertainty keys more strongly, so the shift always redirects relevance toward tokens
whose QK-interactions are stable under input noise. The shift is computed in the AV-backward hook
from cached pre-softmax logits, so the forward pass and model predictions remain unchanged.

The naming softmax-shift risk aversion is a deliberate analogue of the activation-side risk aversionλ
but acts in a different direction: λ is risk-averse on the value side (it routes through stable activations
by lowering mean−|λ|σ), whereas λsm < 0 concentrates the routing policy on low-uncertainty keys
— i.e. the policy becomes more confident, not less. We retain the “risk-averse” label because what is
being avoided is uncertainty in the routed pathway, but the reader should note that the shift acts on
the policy entropy, not on the player’s utility curvature.

E.4 Implementation details

The forward and backward passes share three operator-level conventions that together preserve LRP
conservation through the non-linearities of the ViT and align the explanatory walk with the state-
space construction of §E.1.2. We refer to this collectively as the DAVE-style conditioned forward
pass [Wróbel et al., 2026], augmented with the QK gradient detachment that the QK oracle subgame
of §E.2 requires.

LayerNorm detachment. Standard backpropagation through LN(x) = γ(x − µ(x))/σ(x) + β
routes gradients through the data-dependent statistics µ(x), σ(x), which couple all tokens and violate
LRP conservation [Ali et al., 2022]. Following the detached-operator construction of Wróbel et al.
[2026], we compute µ, σ from a detached copy c = x.detach(), so the backward pass sees only the
pointwise linear map x 7→ γx/σ(c) + β and conservation is preserved.

GELU gate detachment. GELU gates are conditioned analogously: the gate is implemented as
x ·Φ(c) with c = x.detach() and Φ the standard normal CDF, so the backward pass treats the gate as
a pointwise scaling by the (constant) activation Φ(c).

Softmax detachment. Softmax outputs are fully detached. This matches the QK oracle interpreta-
tion of §E.2: the cached softmax row Aq is the equilibrium policy of an auxiliary entropy-regularised
problem, supplied as a fixed input to the Value-routing player, and the cumulative trajectory dis-
count (130) carries factor γ = 0 on every QK successor edge.
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QK gradient detachment. The softmax and QK-matmul backward hooks return zero gradients,
ensuring that the QK trajectory is used only for computing the detached kernel Aq and that no
relevance flows through Q or K. The explanatory walk therefore matches the occupation-measure
construction of §E.1.5: the QK oracle supplies the KL reference, and all explanatory mass through
the attention block flows through the split Value tensor by (159).

All ViT experiments use these four conventions; together they realise the detached-operator semantics
of Wróbel et al. [2026] so that gradients flow only through the linear effective transformation.

E.5 Equivariant Spatial Averaging

E.5.1 Motivation

The 16×16 patch tokenization breaks translation equivariance. Following DAVE’s transform-
averaging strategy [Wróbel et al., 2026], we average attributions over N random spatial trans-
formations (rotations ±10◦, translations ±5%, horizontal flips) via the classical Reynolds-operator
construction, canceling architecture-specific noise while preserving image-dependent structure. The
conditioned forward pass of §E.4 separates operator variation from the effective transformation, in
the same spirit as DAVE’s conditioned-operator argument [Wróbel et al., 2026].

E.5.2 Implementation

Equivariant averaging means computing explanations on transformed inputs, mapping each expla-
nation back to the original image coordinates, and then averaging the aligned maps. Following the
DAVE idea of transform-averaged attributions [Wróbel et al., 2026], our implementation uses random
rotation (±20◦), translation (±10% of image extent), and horizontal flip (prob. 0.5); applies variance-
preserving noise xt = (1−t)x+

p
1−(1−t)2ε with t ∼ U [0, 0.5] and ε ∼ N (0, I); computes the

conditioned forward + backward pass; inverse-transforms the gradient; and averages the aligned
maps. The final attribution is DAVE(X) = 1

T

P
t τ

−1
t (Wt)⊙X .
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F Analytical Modes

This appendix collects the formal derivations for the analytical modes that the game framework
exposes on top of the αβ-LRP anchor: the local temperature deformation τ on the linear-state Gibbs
readout, the activation-side risk-aversion λ via ADF variance propagation, and the noisy-observation
gate Φ̃ on the player’s stop/continue comparison. Each mode maps a concept in game space (focus,
risk aversion) to an explicit modification of the backward propagation rule. The mode-by-mode
empirical sweeps live in Appendix H.1.

F.1 Temperature τ as a Controlled Policy Deformation

Theorem 9(i) establishes an SPNE for every τ > 0 when the entropy weight τ is used throughout the
backward recursion. In practice, we deform τ only locally at each linear subgame’s in-round Gibbs
readout,

π
(τ)⋆
j,σ (i) ∝ exp

�
Qq(s

(l,lin)
j,q,σ , i)/τ

�
, (176)

while keeping the game values V (s
(l−1,act)
i,q ) at their τ=1 equilibrium—i.e. at the network activations

recovered by Theorem 9(ii). The players are therefore unaware of theτ -deformation: their decisions
rest on the Bellman equations at temperature 1 (the network forward pass), and only the local
routing readout is perturbed. Under non-negative predecessor activations this gives π(τ)⋆

j,σ (i) ∝
(a

(l−1)
i W

(l,σ)
ij )1/τ , so τ < 1 sharpens and τ > 1 flattens the route distribution; αβ-LRP is recovered

exactly only at τ = 1.

F.2 Activation-Side Risk Aversion λ via ADF Variance Propagation

The activation-side risk-aversion mode replaces the deterministic activation a(l)i = ReLU(z
(l)
i ) that

the player observes by a mean–variance confidence bound Vλ = µ + λσ (λ < 0) computed from
an ADF variance propagation pass [Gast and Roth, 2018]. We use full Gaussian moment matching
through activation functions using E[ReLU(X)] and Var[ReLU(X)] for X ∼ N (µ, σ2) [Gast and
Roth, 2018].

The propagated variance is initialised at the input by the scale σ2 at every input neuron. Negative λ
shifts the player’s observed game value at stopping layers (not linear layers!) by a lower-confidence
amount, attenuating routes through high-variance neurons; this is the activation-side analogue of
confidence-bound exploration in bandit / RL settings [Auer et al., 2002, Fei et al., 2020]. The
softmax-shift variant λsm on the attention-logit oracle (ViT) is treated separately in Appendix E.

F.3 Noisy-Observation Gate Φ̃

The noisy-observation mode replaces the player’s pure stop/continue policy at every activation state
by a mixed policy. At s(l,act)

i,q , the player continues with probability

Φ̃(z
(l)
i ) := Φ(z

(l)
i ) (177)

and stops with the complementary probability 1−Φ(z
(l)
i ), where Φ is the standard normal CDF. The

mixed policy (177) arises as the unique solution of an regularised maximisation that the player can
solve directly. Define the probit regulariser

HΦ(π) := ϕ
�
Φ−1(π)

�
, π ∈ [0, 1], (178)

where ϕ(y) = (2π)−1/2 e−y2/2 is the standard normal probability density and Φ−1 is the quantile
function (inverse of the standard normal CDF).
Lemma 4 (Probit dual of the soft gate). For every z ∈ R, the regularised maximisation

max
π∈[0,1]

�
πz + HΦ(π)

	
(179)

admits the unique maximiser π⋆ = Φ(z) and optimum value

zΦ(z) + ϕ(z) = Eε∼N (0,1)

�
max(z + ε, 0)

�
. (180)
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Proof. Using ϕ′(y) = −y ϕ(y) and the inverse-function derivative (Φ−1)′(π) = 1/ϕ(Φ−1(π)),

dHΦ

dπ
= ϕ′

�
Φ−1(π)

�
· 1

ϕ(Φ−1(π))
= −Φ−1(π). (181)

The first-order condition z − Φ−1(π) = 0 yields π⋆ = Φ(z); substituting back and using
ϕ(Φ−1(Φ(z))) = ϕ(z) gives the left-hand side of (180). The right-hand identity is the standard
Gaussian smoothing E[max(z + ε, 0)] = zΦ(z) + ϕ(z).

Remark 8 (Optimal policy under perceived payoff noise). The optimumπ⋆ = Φ(z
(l)
i ) admits

an equivalent interpretation as the marginal of an optimal pure rule: the player perceives the
continuation payoff ats(l)i,q as the noisy quantityz(l)i + ε with ε ∼ N (0, 1) independent across states,
and applies the noiseless-optimal pure rule “continue iff the perceived payoff is strictly positive” on
this perception. Marginalising the rule over ε at fixed z(l)

i recovers the continue probability,

Pε∼N (0,1)

�
z
(l)
i + ε > 0

�
= Φ(z

(l)
i ). (182)

The realised continuation payoff is the deterministicz(l)i from the actual network forward pass:
the noiseε lives in the player’s perception of the payoff while the environment pays outz

(l)
i on

continuation, so the expected backward Bellman comparison at s(l)
i,q is the soft mass Φ(z

(l)
i ) · z(l)i in

place of the deterministic 1[z(l)i > 0] · z(l)i .

The regulariserHΦ is symmetric around π = 1
2 and peaks there at ϕ(0) = 1/

√
2π (where Φ−1( 12 ) =

0), tapering to 0 at the boundary π ∈ {0, 1}. It rewards indecisiveness — exactly the role Shannon
entropy H(π) plays in the Softplus variant of §C.3, where the entropy bonus is the active player’s
surplus from being allowed to mix. The optimum π⋆ = Φ(z) = Eε∼N (0,1)[ 1(z+ ε > 0) ] is the hard
ReLU gate averaged over a Gaussian shift of its threshold, aligning with the original stochastic-gate
motivation for GeLU [Hendrycks and Gimpel, 2016]. We remark that indeed the optimal value
(180) carries the term ϕ(z), which in common GeLU implementations is dropped for computational
simplicity.

Weighting the regulariser. Adding a weight σ > 0 toHΦ, the same first-order condition gives

arg max
π∈[0,1]

�
πz + σHΦ(π)

	
= Φ

�
z/σ

�
, (183)

which is the marginal of the pure rule 1(z + σε > 0) under ε ∼ N (0, 1), i.e. perception noise of
variance σ2. As σ → 0 the policy collapses to the hard ReLU gate 1[z > 0]; as σ grows the policy is
pulled toward Φ(0) = 1

2 , hedging more strongly against the perceived signal. We do not study σ ̸= 1
further in this paper.

On ReLU networks the forward pass still computes ReLU(z
(l)
i ) exactly, so the downstream game

values inherited from Theorem 5 are unchanged: the player evaluates the soft gate Φ̃ on the current
layer and reuses the original network activations for everything below.

Forward equivalence on GeLU networks. The forward pass of a GeLU network already computes
a
(l)
i = Φ(z

(l)
i ) ·z(l)i , exactly the smooth-gate quantity that Φ̃ defines. The player therefore consistently

assumes Φ̃ for future action values too: the player-specific payoff at activation states(l,act)i,q propagates

the smooth-gated Φ(z
(l)
i ) · z(l,p⊕q)

i from layer l − 1 instead of the hard-gated 1[z(l)i > 0] · z(l,p⊕q)
i ,

and the forward equivalence Ṽ π?

p (s
(l,act)
i,q ) = Φ(z

(l)
i ) · z(l,p⊕q)

i is the GeLU analogue of Theorem 5.
The same backward proof goes through with 1[z > 0] replaced by Φ(z) at every layer, so the
Stopping-Game gradient theorem (Theorem 6) lifts to GeLU architectures by exactly this substitution.
Structurally, ReLU→GeLU is the Gaussian-shock counterpart of the ReLU→Softplus smoothing of
§C.3: the regularisersHΦ (Lemma 4) andH ((83)) are Fenchel conjugates of the GeLU and Softplus
primitives respectively.
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G Comprehensive Baseline Comparison

This appendix collects everything needed to reproduce, audit, and visually inspect the per-method
results reported in the main paper. It is organised into three parts:

• §G.1 Evaluation Details: the dataset and 50-class ImageNet-S subset, the validation/test
split, the mode-selection grid, the preprocessing convention, the closed-form definitions of
the localisation, faithfulness, and robustness metrics computed through Quantus [Hedström
et al., 2023], and the pretrained backbone provenance.

• §G.2 Quantitative: the full per-(method, configuration) table for every baseline and ours on
ViT-B/16, VGG-16, and ResNet-50; one row per (method, mode) with no deduplication or
selection. Method blocks (gradient-based, LRP / relevance-propagation, CAM, perturbation)
are described once in §G.2.1 and then read across all three architectures.

• §G.3 Qualitative: side-by-side attribution heatmaps on six ImageNet-S images, comparing
two RG-family modes against the main-table baselines on ViT-B/16, with raw evaluator-side
normalisation.

G.1 Evaluation Details

G.1.1 Dataset, Splits, and Protocol

We evaluate on a custom 50-class subset of ImageNet-S [Gao et al., 2023], sampled once at the start of
the project and held fixed across all experiments. The subset has two partitions: a custom validation
split of 50 images used only for mode selection, and the full test split used for the numbers reported
in the main and appendix baseline tables. The main-paper evaluation protocol has two stages.

1. Mode-selection grid on the custom 50-image validation split. For every method we sweep
the per-method ranges in Table 5. The single configuration per method reported in Tables 1
and 2 is the validation winner under the localisation rank-sum criterion below. The larger
quantitative appendix tables (Appendix G.2) report the retained top configurations from
these sweeps.

2. Final evaluation on the test split. For each method we keep the single configuration with
the best localisation rank-sum over {AL, PG, TK} on the validation split — plus, for RG
/ RG+Eq, the αβ-LRP anchor (α, β, ε, τ)=(2, 1, 0.5, 1) with all other parameters at their
defaults as a theorem-driven reference configuration. These rows, together with the baselines
picked under the same rule, are then evaluated on the full 566-image ImageNet-S test split;
the numbers reported in the main tables are test-split numbers. Faithfulness- and robustness-
best configurations are available in the exhaustive baselines tables (Appendix G.2) for
readers who prefer a different axis. The fan-in entropy-sparsification mode λent is excluded
from the main-body grid (it is helpful on VGG-16 but destabilises ResNet-50 and ViT-B/16)
and treated separately in Appendix H.2.1.
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Table 5: Per-method validation search grid used for the main VGG-16 and ViT-B/16 tables.
Architecture-specific methods are swept only where they appear in the corresponding main ta-
ble.

Method Grid

Gradient single config (no tunable params)
SmGrad (N; �; agg) 2 f10g � f0:05; 0:1; 0:15; 0:2; 0:3g � fmean; stdg [

f(30; 0:1; mean); (30; 0:2; mean)g (12 configs)
IntGrad N steps 2 f5; 10; 20; 50; 100g (5 configs)
DeepLift fdefaultg [ frule = 
; 
 2f0:1; 0:25; 0:5gg [ frule = z +g (5 configs)
DAVE N 2 f25; 50g at paper-fixed (max_angle= 20 , max_shift_frac= 0:1 ,

flip_prob= 0:5 , noise_t_max= 0:5 , multiply_input= True) (2 configs;
ViT-B/16 only)

SG � 2 f�5; �2; �1; �0:3; 0g , � 2 2 f1; 2; 5; 10g , with the noisy-gate
mode enabled where selected (VGG-16 only)

LRP-" " 2 f0:01; 0:05; 0:1; 0:25; 0:5; 1; 2g (7 configs)
LRP-
 ("; 
) 2 f0:1; 0:25; 0:5g � f0:1; 0:25; 0:5; 1; 2g (15 configs)
LRP-jzj single config (ViT-B/16 only)
AttnLRP pure-" (Linear/Conv only): " 2 f0:05; 0:1; 0:25; 0:5; 1:0g

[ paper-faithful 
 -composite [Achtibat et al., 2024]: an-
chor (
 conv=0:25; 
 lin=0:05; " attn=0:25) + univariate sweeps

 lin 2 f0:01; 0:025; 0:1; 0:25g, 
 conv 2 f0:1; 0:5; 1:0g , " attn 2
f0:05; 0:1; 0:5; 1:0g (17 configs; ViT-B/16 only)

TIBAV single config (ViT-B/16 only)
GAE single config (ViT-B/16 only)
RG � 2 f0:5; 0:6; 0:7; 0:8; 0:9; 1:0g , � 2 f�5; �2; �1; �0:3; 0g , � sm 2

f�50; �10; �5; �2; �1; 0g (ViT-B/16 only), � 2 2 f1; 2; 5; 10g , " 2
f0:1; 0:25; 0:5; 1:0g; the �� -LRP anchor is added as the theorem-driven
reference row, not as a separate baseline method

RG+Eq same RG grid with equivariant Reynolds averaging N = 50 (ViT-B/16
only)

AR residual-weight wr 2 f0:0; 0:25; 0:5; 0:75; 1:0g (5 configs; ViT-B/16
only)

LCAM single config (VGG-16 only)
GCAM++ single config (VGG-16 only)

G.1.2 Preprocessing Conventions

Let x ∈ RC×H×W be an image, let y be its target class, and let a ∈ RH×W be the scalar attribution
map produced by an explanation method after channel reduction. Write d := HW and let vec(a) ∈
Rd denote the flattened map. For any binary segmentation mask m ∈ {0, 1}H×W , write vec(m) ∈
{0, 1}d.

When a metric is configured with abs=true and normalise=true, the evaluator applies

ψ(a) =
|vec(a)|

maxi |vec(a)i|
, (184)

with the convention that the all-zero map remains zero. We denote the preprocessed attribution vector
by ā.

G.1.3 Localisation Metrics

Attribution localisation. The inside-mass ratio used in the best-practice LRP evaluation litera-
ture [Kohlbrenner et al., 2020]:

AL(a,m) =

P d
i=1 āimi

P d
i=1 āi + 10−9

. (185)

Pointing game. Following the Excitation Backprop protocol [Zhang et al., 2018], the pointing-game
config uses abs=true and no normalization. Let M(a) := {i ∈ {1, . . . , d} : āi = maxj āj} be the
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entire set of maximizers. Then

PG(a,m) = 1
�
M(a) ∩ {i : mi = 1} ̸= ?

	
. (186)

Ties are scored as a hit whenever at least one maximizer lies inside the object mask.

Top-k intersection. With k = 1000 and the same ranking permutation π:

TKI1000(a,m) =
1

1000

1000X

r=1

mπr . (187)

G.1.4 Faithfulness Metrics

Pixel-flipping area under the curve (AUC). The main tables use pixel_flipping_abs
with features_in_step = 1568 and perturb_baseline = mean . Let π sort ā in de-
scending order. For T := ⌈d/1568⌉, define perturbed inputs x(t) by replacing features
π(t−1)·1568+1, . . . , πmin{t·1568,d} with the per-sample mean baseline. The evaluator computes

ft := F (x(t))y, t = 1, . . . , T, (188)

and reports the trapezoidal area PF-AUC = trapz
�
{(t− 1)/(T − 1), ft}Tt=1

�
. Lower is better.

G.1.5 Robustness Metrics

Max sensitivity. Following Yeh et al. [2019], the evaluator regenerates attributions on perturbed
inputs and reports the maximum change in the attribution map under small input perturbations. Lower
is better, as it indicates stability of the explanation to input noise.

Avg sensitivity. Same set-up as Max Sensitivity but reports the mean (rather than the worst-case)
change in the attribution map across the perturbation samples; complementary to MaxS in that it is
less dominated by outlier perturbations. Lower is better.

G.1.6 Metric Configurations

All Quantus metrics use absolute-value attributions with min-max normalisation. Faithfulness metrics
use raw logits (no softmax) to avoid saturation effects. Perturbation baseline is the channel-wise
mean.

Table 6: Quantus metric configurations.

Metric Key parameters Category

Attribution Localisation abs=T, normalise=T Localisation
Pointing Game abs=T Localisation
Top-k Intersection abs=T, normalise=T Localisation
Pixel Flipping features_in_step=1568, AUC20 (VGG) / full (ViT) Faithfulness
Selectivity features_in_step=1568, abs=T, normalise=T, perturb_baseline=mean Faithfulness
Max Sensitivity nr_samples=50, abs=T, normalise=T Robustness
Avg Sensitivity nr_samples=50, abs=T, normalise=T Robustness

G.1.7 Backbone and Dataset Provenance

All main-paper experiments use the pretrained torchvision checkpoints shipped with the li-
brary release used for evaluation. Specifically, VGG-16 uses VGG16_Weights.IMAGENET1K_V1
(https://download.pytorch.org/models/vgg16-397923af.pth ; recipe https://github.
com/pytorch/vision/tree/main/references/classification#alexnet-and-vgg ),
ResNet-50 uses ResNet50_Weights.IMAGENET1K_V2(https://download.pytorch.org/
models/resnet50-11ad3fa6.pth ; recipe https://github.com/pytorch/vision/issues/
3995#issuecomment-1013906621), and ViT-B/16 uses ViT_B_16_Weights.IMAGENET1K_V1
(https://download.pytorch.org/models/vit_b_16-c867db91.pth ; recipe https:
//github.com/pytorch/vision/tree/main/references/classification#vit_b_16 ).
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These are ImageNet-1K classifiers trained on the ImageNet / ILSVRC benchmark [Deng et al.,
2009, Russakovsky et al., 2015]. The evaluation benchmark is ImageNet-S from Gao et al. [2023];
our project uses the fixed 50-class subset described above. Quantitative scoring is performed with
Quantus [Hedström et al., 2023].

G.2 Quantitative

This part presents the full evaluation results for all baseline attribution methods and all tested
configurations. Each row is one (method, mode) combination; no deduplication or selection is applied.
Metrics are unified across models: AL (Attribution Localisation ↑), PG (Pointing Game ↑), TK
(Top-k Intersection ↑), PF5/PF20 (Pixel Flipping AUC at 5%/20% ↓), Sel. (Selectivity ↓). Bold marks
the best value per column. “–” indicates the metric was not computed for that configuration. Inference
time per image (t/img) is measured on an NVIDIA Titan V.

G.2.1 Method abbreviations and table blocks

Gradient-based block. Gradient is the raw input-gradient saliency map [Simonyan et al., 2014].
Gr×Inp multiplies the input gradient by the input itself, following the standard reference baseline
used in DeepLIFT-style comparisons [Shrikumar et al., 2017a]. SmGrad is SmoothGrad, i.e. an aver-
age over noisy gradient maps [Smilkov et al., 2017]. IntGrad is Integrated Gradients [Sundararajan
et al., 2017]. DeepLift propagates activation differences relative to a reference input [Shrikumar
et al., 2017b]. DAVE is the distribution-aware ViT gradient decomposition of Wróbel et al. [2026].
SG is our SG, included in this block because it recovers the gradient as a Stopping-Game occupation
measure (Theorem 1).

LRP / relevance-propagation block. LRP-ε denotes the stabilised Layer-wise Relevance Propaga-
tion rule [Bach et al., 2015]. LRP-γ is the positive-weight-amplified LRP variant used in best-practice
comparisons [Kohlbrenner et al., 2020]. LRP-|z| is the absolute-value / absLRP variant with a shared
denominator [Vukadin et al., 2024]. AttnLRP is transformer LRP with explicit attention-block
propagation [Achtibat et al., 2024]. RG is our RG. RG+Eq is the same method with equivariant
Reynolds averaging, used mainly on ViT to suppress tokenisation-grid artefacts. These methods share
the conservative relevance-transport viewpoint, which is why they occupy the same main-table block.

CAM / attention-map block. LCAM is LayerCAM, which combines class-activation evidence
from multiple convolutional layers [Jiang et al., 2021]. GCAM is Grad-CAM [Selvaraju et al., 2017].
GCAM++ is Grad-CAM++ [Chattopadhay et al., 2018]. HiResCAM is the high-resolution CAM
variant of Draelos and Carin [2021]. This block is present only when such spatial CAM baselines
are evaluated; in the ViT table it is omitted, and transformer relevance propagation remains in the
previous block.

Perturbation block. LIME is Local Interpretable Model-agnostic Explanations [Ribeiro et al.,
2016]. KShap denotes KernelSHAP, the model-agnostic weighted-regression estimator of SHAP
values [Lundberg and Lee, 2017]. These methods explain predictions by perturbing the input and
fitting a local surrogate, so they are separated from the backward-propagation methods above.

G.2.2 ViT-B/16

Table 7: ViT-B/16 (ImageNet-S): top-8 configurations per method, ranked by AL. Abbre-
viations, block layout and colour conventions follow Table 1. The first row of each RG
/ RG+Eq sub-block is the �=2; �=1; "=0:5; �=1 �� -LRP anchor (Theorem 2). After
dropping the dominated � �2 branch and restricting each method to its top-8 by AL.

Method Config AL " PG " TK " PF 5 # PF20 # PF100 # Sel. # MaxS # AvgS # t/img

Gradient – 0.42 0.40 0.41 8.53 8.26 5.33 5.99 2.18 1.57 0.07

Gr�Inp – 0.42 0.40 0.41 8.51 8.29 5.18 6.07 2.20 1.11 0.05

SmGrad
N=30, �=0.1 0.41 0.47 0.40 8.43 8.06 5.12 5.96 0.66 0.54 1.52
N=30, �=0.2 0.43 0.55 0.47 8.38 7.91 4.83 5.82 0.47 0.39 1.52
N=30, �=0.15 0.42 0.52 0.44 8.40 7.97 4.98 5.89 0.54 0.38 1.45
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continued from previous page
Method Config AL " PG " TK " PF 5 # PF20 # PF100 # Sel. # MaxS # AvgS # t/img

IntGrad N=20 0.47 0.58 0.52 8.39 7.93 4.30 5.65 1.24 0.76 1.01
N=50 0.46 0.55 0.50 8.40 7.79 4.45 5.27 0.89 0.82 2.56

DeepLift – 0.57 0.80 0.72 8.21 7.30 3.44 4.97 0.61 0.62 0.13

DAVE N=50 0.47 0.72 0.54 8.35 7.82 4.60 4.85 0.77 0.77 2.57
N=50 0.48 0.66 0.62 8.29 7.82 4.38 4.38 0.83 0.76 2.60

LRP-"

"=0.1 0.49 0.55 0.56 8.31 7.78 4.23 5.37 45.71 16.42 0.14
"=0.5 0.60 0.75 0.72 8.29 7.46 3.66 5.05 76.85 40.96 0.14
"=0.01 0.43 0.47 0.46 8.57 8.29 5.17 5.76 52.45 6.40 0.14
"=0.1 0.49 0.55 0.56 8.42 7.76 4.28 5.00 50.69 29.03 0.13
"=0.25 0.55 0.66 0.67 8.27 7.41 3.85 4.62 106.15 43.36 0.13
"=0.5 0.60 0.74 0.73 8.23 7.31 3.70 4.50 40.96 49.73 0.13
"=1 0.63 0.81 0.77 8.26 7.41 3.80 4.48 39.75 31.54 0.14

LRP-


"=0.25, 
=0.1 0.52 0.67 0.67 8.26 7.34 3.59 4.40 14.31 8.78 0.29
"=0.25, 
=0.25 0.50 0.65 0.65 8.27 7.35 3.69 4.43 4.00 0.92 0.29
"=0.25, 
=0.5 0.48 0.64 0.65 8.30 7.36 3.83 4.53 0.91 1.49 0.29
"=0.25, 
=1 0.47 0.63 0.63 8.35 7.44 3.96 4.68 2.13 3.88 0.29

LRP-Box
"=0.25, 
=0.1, [-3,3] 0.51 0.74 0.72 8.31 7.36 3.32 4.60 24.85 15.60 0.29
"=0.25, 
=0.25, [-3,3] 0.49 0.72 0.71 8.29 7.26 3.10 4.63 1.42 7.31 0.29
"=0.25, 
=0.5, [-3,3] 0.47 0.68 0.69 8.30 7.24 3.02 4.72 6.45 3.03 0.29

RelLRP mn=0.1 0.42 0.40 0.41 8.51 8.29 5.18 6.07 1.63 1.13 0.04
mn=0.5 0.42 0.40 0.41 8.51 8.29 5.18 6.07 1.56 1.33 0.04

LRP-jzj – 0.40 0.45 0.42 8.57 8.40 6.12 6.38 64.93 156.62 0.09

CP-LRP – 0.39 0.39 0.37 8.51 8.20 5.12 6.09 1.81 1.93 0.05

AttnLRP – 0.55 0.72 0.68 8.22 7.33 3.74 4.53 33.22 23.74 0.14

TIBAV – 0.49 0.60 0.54 8.39 8.09 5.72 5.07 0.81 0.59 0.16

GAE – 0.54 0.76 0.61 8.10 7.52 4.86 4.46 0.50 0.44 0.06

RG

– 0.55 0.78 0.74 8.29 7.23 3.23 4.80 0.44 0.15 0.14
�=0.5, � sm=-10, � 2=2 0.71 0.85 0.80 8.31 7.50 3.74 4.98 0.63 0.57 0.31
�=0.5, �=-1, � sm=-10, � 2=2 0.71 0.85 0.80 8.31 7.50 3.74 4.98 0.63 0.53 0.31
�=0.5, �=-2, � sm=-10, � 2=2 0.71 0.85 0.80 8.31 7.50 3.74 4.98 0.63 0.56 0.31
�=0.5, �=-5, � sm=-10, � 2=2 0.71 0.85 0.80 8.30 7.50 3.75 4.99 0.64 0.56 0.31
�=0.6, � sm=-10, � 2=2 0.69 0.83 0.81 8.33 7.52 3.72 4.92 0.51 0.44 0.31
�=0.6, �=-1, � sm=-10, � 2=2 0.69 0.83 0.81 8.32 7.51 3.70 4.92 0.52 0.44 0.31
�=0.6, �=-2, � sm=-10, � 2=2 0.69 0.84 0.81 8.32 7.50 3.69 4.93 0.53 0.47 0.31
�=0.6, �=-5, � sm=-10, � 2=2 0.69 0.84 0.81 8.31 7.50 3.70 4.95 0.54 0.48 0.31
�=0.8 0.60 0.79 0.77 8.30 7.30 3.40 4.85 0.23 0.43 0.15

RG+Eq

N=50 0.55 0.78 0.75 8.38 7.60 4.61 4.12 0.58 0.51 7.17
�=0.7, N=50 0.61 0.84 0.79 8.36 7.54 4.87 4.25 0.66 0.64 7.42
�=0.8, N=50 0.59 0.80 0.78 8.37 7.58 4.75 4.16 0.61 0.64 7.40
�=0.9, N=50 0.57 0.78 0.77 8.40 7.57 4.69 4.11 0.58 0.60 7.56
�=0.5, N=50 0.64 0.86 0.80 8.38 7.62 5.20 4.47 0.85 0.83 7.39
�=0.6, N=50 0.63 0.80 0.80 8.39 7.60 4.98 4.36 0.74 0.68 7.63
�=0.6, � ent=0.1, N=50 0.57 0.80 0.76 8.42 7.62 5.24 4.50 0.72 0.69 8.76
�=0.7, � ent=0.1, N=50 0.57 0.82 0.76 8.37 7.56 5.01 4.38 0.66 0.66 8.80
�=0.5, � ent=0.1, N=50 0.58 0.82 0.75 8.38 7.71 5.45 4.55 0.84 0.82 8.73

RawAttn – 0.35 0.38 0.27 8.50 8.18 5.87 5.38 0.91 0.77 0.01

AR

wr =0 0.54 0.72 0.70 8.45 7.97 5.13 4.61 0.27 0.28 0.02
wr =0.5 0.50 0.68 0.65 8.43 7.99 4.99 4.50 0.25 0.23 0.02
wr =0.25 0.53 0.72 0.67 8.44 7.97 5.07 4.57 0.24 0.23 0.02
wr =0.75 0.49 0.52 0.54 8.44 8.00 4.90 4.52 0.26 0.22 0.02

LIME N=500, seg=80 0.51 0.94 0.63 8.21 7.85 5.70 5.71 1.33 1.04 3.48

KShap N=500, seg=80 0.44 0.72 0.55 8.33 8.06 6.28 5.50 1.01 0.83 3.60

G.2.3 VGG-16
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Table 8: VGG-16 (ImageNet-S): top-8 configurations per method, ranked by AL. Conven-
tions as in Table 7.

Method Config AL " PG " TK " PF 5 # PF20 # PF100 # Sel. # MaxS # AvgS # t/img

Gradient – 0.51 0.72 0.68 14.10 10.72 4.79 5.30 2.31 0.96 0.06

Gr�Inp – 0.51 0.67 0.62 14.15 10.77 4.86 5.72 2.19 0.94 0.02

SmGrad
N=30, �=0.1 0.53 0.83 0.79 15.64 11.68 5.16 5.15 0.45 0.35 0.78
N=30, �=0.2 0.53 0.83 0.80 15.74 11.61 4.92 4.95 0.35 0.22 0.78
N=30, �=0.15 0.53 0.81 0.80 15.75 11.71 5.02 5.01 0.35 0.29 0.79

IntGrad N=20 0.54 0.77 0.69 13.52 9.90 4.24 5.08 1.83 0.96 0.46
N=50 0.54 0.78 0.70 14.45 10.51 4.39 5.29 1.27 0.98 1.30

DeepLift
– 0.57 0.77 0.72 12.90 9.11 3.73 4.66 4.22 1.05 0.04

=0.25, rule=gamma 0.61 0.80 0.70 14.54 9.46 3.45 3.66 0.54 0.48 0.16
rule=z_plus 0.59 0.78 0.73 15.96 11.19 4.50 4.01 0.38 0.33 0.06

SG

�=-2, � 2=1, ~� 0.61 0.74 0.69 17.00 13.25 5.72 4.76 1.63 0.17 0.36
�=-2, � 2=1, � ent=0.3, ~� 0.62 0.74 0.67 17.10 13.45 5.87 4.87 1.03 0.21 0.29
�=-2, � 2=1, � ent=0.3 0.62 0.71 0.62 17.27 14.40 7.62 5.29 1.28 0.22 0.38
�=-2, � 2=1, � ent=0.3, ~� 0.62 0.72 0.65 17.19 13.67 6.00 4.96 1.17 0.23 0.38
�=-2, � 2=1, � ent=0.3 0.62 0.70 0.61 17.31 14.47 7.52 5.31 1.33 0.25 0.27
�=-2, � 2=1, � ent=0.2, ~� 0.62 0.72 0.69 18.23 14.23 5.45 5.00 1.33 0.18 0.29
�=-3, � 2=1, ~� 0.62 0.70 0.66 18.32 14.52 5.50 5.09 1.41 0.18 0.27
�=-3, � 2=1, � ent=0.2, ~� 0.62 0.70 0.66 18.36 14.60 5.59 5.17 1.18 0.19 0.32
�=-3, � 2=1, � ent=0.3, ~� 0.62 0.69 0.65 18.39 14.66 5.66 5.22 1.30 0.22 0.32

LRP-"

"=0.1 0.58 0.66 0.69 14.42 9.95 4.18 3.55 2.33 1.20 0.04
"=0.5 0.59 0.70 0.74 14.45 9.87 3.37 3.49 2.08 0.83 0.04
"=0.01 0.53 0.70 0.64 15.00 11.23 4.86 5.81 1.27 1.23 0.05
"=0.25 0.58 0.78 0.69 13.06 8.93 3.43 4.62 1.10 0.94 0.05
"=1 0.63 0.78 0.73 12.45 7.73 2.76 4.04 0.76 0.90 0.05

LRP-


"=0.25, 
=0.1 0.61 0.84 0.69 12.40 7.39 2.58 3.50 0.61 0.54 0.15
"=0.25, 
=0.5 0.60 0.80 0.69 14.10 9.19 3.27 3.57 0.42 0.39 0.16
"=0.25, 
=0.25 0.61 0.84 0.69 13.56 8.53 2.96 3.50 0.44 0.46 0.16
"=0.25, 
=1 0.59 0.80 0.69 14.47 9.59 3.52 3.65 0.36 0.32 0.16

LRP-Box
"=0.25, 
=0.1, [-3,3] 0.62 0.82 0.71 14.84 9.51 3.41 3.49 0.35 0.32 0.16
"=0.25, 
=0.25, [-3,3] 0.62 0.84 0.72 15.35 10.08 3.75 3.56 0.41 0.29 0.15
"=0.25, 
=0.5, [-3,3] 0.61 0.84 0.72 15.54 10.29 3.87 3.62 0.29 0.26 0.15

RelLRP mn=0.1 0.51 0.67 0.62 14.15 10.77 4.86 5.72 1.92 0.92 0.02
mn=0.5 0.51 0.67 0.62 14.15 10.77 4.86 5.72 1.91 0.93 0.02

LRP-jzj – 0.59 0.86 0.76 14.63 10.57 4.29 5.17 0.76 0.76 0.04

CP-LRP – 0.52 0.68 0.61 14.67 11.19 4.81 5.90 1.16 1.00 0.03

RG

– 0.61 0.75 0.69 14.04 9.43 3.48 3.57 3.90 0.44 0.13
�=0.8 0.64 0.69 0.66 15.01 9.90 3.16 3.64 0.56 0.49 0.10
�=0.7, � ent=0.2 0.65 0.68 0.66 15.35 10.32 3.25 3.69 0.60 0.46 0.14
�=0.7, � ent=0.3 0.65 0.71 0.66 15.65 10.75 3.44 3.80 0.58 0.45 0.13
�=0.7, �=-0.3, � ent=0.3 0.65 0.70 0.65 15.88 11.20 3.66 3.87 0.54 0.44 0.25
�=-1, � 2=10 0.65 0.76 0.66 16.06 11.05 3.52 4.00 0.57 0.45 0.39
�=-1, � 2=10 0.65 0.76 0.66 16.03 11.07 3.52 4.00 0.43 0.45 0.38
�=-1, � 2=10 0.65 0.76 0.66 16.05 11.06 3.55 4.00 0.48 0.41 0.39
�=-1, � 2=5 0.65 0.73 0.65 16.02 11.08 3.55 3.97 0.65 0.69 0.39
�=-1, � 2=5 0.65 0.76 0.66 16.01 11.07 3.54 3.97 0.56 0.49 0.38

LCAM – 0.54 0.81 0.80 16.01 12.48 5.81 5.15 0.57 0.66 0.02

GCAM – 0.52 0.83 0.80 17.08 13.43 6.36 5.70 0.64 0.64 0.02

GCAM++ – 0.55 0.85 0.84 17.30 13.73 6.26 5.70 0.50 0.58 0.02

HiResCAM – 0.49 0.72 0.68 17.08 13.28 6.23 5.63 0.66 0.71 0.02

LIME N=500, seg=80 0.06 0.96 0.48 18.47 16.54 9.25 9.60 0.89 0.88 2.55

KShap N=500, seg=80 0.43 0.60 0.46 17.84 13.89 5.14 5.46 0.99 1.01 2.74
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G.2.4 ResNet-50

Table 9: ResNet-50 (ImageNet-S): top-8 configurations per method, ranked by AL. Conven-
tions as in Table 7.

Method Config AL " PG " TK " PF 5 # PF20 # PF100 # Sel. # MaxS # AvgS # t/img

Gradient – 0.50 0.60 0.58 6.31 5.98 3.54 4.89 2.25 1.39 0.03

Gr�Inp – 0.49 0.56 0.54 6.29 5.98 3.56 4.90 2.39 1.37 0.03

SmGrad

N=30, �=0.1 0.51 0.74 0.70 6.24 5.95 3.49 4.55 0.31 0.30 1.02
N=30, �=0.15 0.52 0.80 0.71 6.30 5.95 3.40 4.46 0.30 0.31 0.77
N=30, �=0.2 0.52 0.76 0.73 6.22 5.85 3.26 4.41 0.40 0.33 0.79
N=30, �=0.15 0.52 0.76 0.72 6.28 5.92 3.37 4.46 0.36 0.55 0.91

IntGrad N=20 0.52 0.68 0.60 6.11 5.78 3.13 4.73 1.11 1.02 0.64

DeepLift – 0.60 0.72 0.69 6.13 5.16 2.01 4.15 5.61 2.83 0.10

SG

�=-2, � 2=1 0.47 0.52 0.53 6.46 6.39 4.54 5.43 1.07 0.84 0.27
�=-2, � 2=1, � ent=0.3 0.47 0.52 0.53 6.46 6.40 4.54 5.43 1.13 0.86 0.27
�=-2, � 2=1, ~� 0.47 0.50 0.53 6.49 6.38 4.76 5.46 1.43 0.95 0.27
�=-2, � 2=1, � ent=0.3, ~� 0.47 0.50 0.53 6.49 6.38 4.76 5.46 1.08 1.04 0.28

LRP-"

"=0.01 0.55 0.48 0.60 6.33 5.74 2.51 4.63 2.12 2.03 0.17
"=0.1 0.61 0.80 0.70 6.14 5.21 2.00 3.96 2.39 1.68 0.15
"=0.25 0.65 0.72 0.73 6.03 4.99 1.90 3.74 2.66 1.66 0.16
"=0.5 0.67 0.74 0.73 6.05 4.84 1.87 3.58 1.10 1.26 0.15
"=1 0.69 0.78 0.72 6.02 4.85 1.87 3.58 0.86 0.83 0.16

LRP-


"=0.1, 
=0.5 0.68 0.82 0.76 5.69 4.53 1.83 3.74 3.30 2.53 0.40
"=0.1, 
=1 0.68 0.88 0.78 5.72 4.51 1.79 3.75 1.69 1.68 0.39
"=0.1, 
=2 0.69 0.86 0.78 5.73 4.51 1.80 3.74 1.38 1.39 0.39
"=0.25, 
=0.25 0.66 0.76 0.73 5.72 4.57 1.75 3.73 7.14 4.62 0.38
"=0.25, 
=0.5 0.68 0.82 0.76 5.69 4.53 1.83 3.74 3.69 2.98 0.39
"=0.25, 
=1 0.68 0.88 0.78 5.72 4.51 1.79 3.75 2.21 1.76 0.39
"=0.25, 
=2 0.69 0.86 0.78 5.73 4.51 1.80 3.74 1.48 1.49 0.39
"=0.5, 
=1 0.68 0.88 0.78 5.72 4.51 1.79 3.75 1.93 2.02 0.39
"=0.5, 
=2 0.69 0.86 0.78 5.73 4.51 1.80 3.74 1.75 1.41 0.39

RelLRP mn=0.1 0.49 0.56 0.54 6.29 5.98 3.56 4.90 1.70 1.39 0.03
mn=0.5 0.49 0.56 0.54 6.29 5.98 3.56 4.90 1.58 1.57 0.03

RG

– 0.67 0.76 0.72 5.91 4.75 1.83 3.81 3.93 3.39 0.02
�=0.8, �=-0.3 0.67 0.72 0.71 5.88 4.76 1.77 3.88 1.20 0.89 0.15
�=0.8, �=-1 0.67 0.74 0.70 5.89 4.76 1.76 3.89 1.15 0.98 0.16
�=0.8, �=-2 0.67 0.70 0.70 5.89 4.78 1.78 3.92 1.10 0.88 0.19
�=0.8 0.67 0.72 0.71 5.91 4.75 1.77 3.87 0.73 0.60 0.02
�=0.5, "=1 0.68 0.68 0.68 5.99 4.98 1.88 4.00 1.55 1.18 0.02
�=0.7, "=1 0.69 0.76 0.71 5.95 4.87 1.80 3.92 0.77 0.80 0.02
"=1 0.69 0.78 0.73 5.92 4.79 1.82 3.85 0.70 0.86 0.02

LIME N=500, seg=80 0.39 0.94 0.56 6.47 6.42 5.07 5.50 2.24 1.69 2.13

KShap N=500, seg=80 0.44 0.64 0.48 6.41 6.31 5.25 5.30 0.92 0.90 1.23

G.3 Qualitative

G.3.1 Dense per-method comparison

Figure 6 compares attribution maps for six ImageNet-S examples on ViT-B/16. Columns cover
the original image, the ImageNet-S pixel mask, two RG-family modes—RGloc (plain RG) and
RG+Eq (N=50 equivariant samples)—and the main-table baselines Gradient, SmoothGrad (N=30,
σ=0.2), Integrated Gradients (Nsteps=50), DeepLift, DAVE, LRP-γ (γ=0.1, ε=0.25), and AttnLRP.
Heatmaps are the raw evaluator-side abs-normalised maps, brightened by a uniform gain of 1.75 for
print legibility.
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Figure 6: Dense qualitative comparison on six ImageNet-S examples (ViT-B/16). Columns: Original;
ImageNet-S pixel Mask; RGloc and RG+Eq; followed by the main-table baselines Gradient, Smooth-
Grad, Integrated Gradients, DeepLift, DAVE, LRP-γ (γ=0.1, ε=0.25), and AttnLRP.
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H Ablations

This appendix collects all per-mode and per-variant ablations referenced from the main text. It is
organised into three parts:

• §H.1 Mode ablation: full per-architecture sweeps over the analytical modes (τ , λ, λsm,
equivariant Reynolds count N ) at the αβ-LRP anchor. Key result: on ViT-B/16 the
localisation-selected mode (τ=0.5, λsm=−10, σ2=2) lifts AL from 0.555 at the anchor
to 0.709, with the softmax-shift λsm as the dominant attention-side localisation lever (Ta-
ble 11); on VGG-16 the activation-side λ at σ2=10 is the corresponding dial (Table 15); on
ViT-B/16 the same λ is inert across base temperatures (Table 16).

• §H.2 Entropy-sparsification mode λent: definition of the fan-in entropy bias and its
strongly architecture-dependent effect, treated separately from the main-body grid. Key
result: on VGG-16 at τ=0.8 pushing λent from 0 to 0.3 jointly lifts localisation (PG 0.695→
0.742) and robustness (MaxS 0.560→ 0.479) at a modest faithfulness cost (Table 17); on
ResNet-50 and ViT-B/16 the same mode costs localisation, so every localisation-selected
ResNet-50 / ViT row has λent=0.

• §H.3 Forward-pass variant ablation: gradient-fallback attention (A1), full forward-pass
risk (A2), and forward-temperature deformation (A3) compared against the main-table
backward-only configurations. Key result: all three forward-pass variants degrade localisa-
tion and faithfulness on the rows where they are non-trivial, supporting the backward-only
design choice in the main paper.

H.1 Mode ablation

This subsection expands Table 3 of the main text with the full set of evaluated metrics for each
per-mode sweep, and adds other mode ablations. All numbers are on the 566-image ImageNet-S test
split; metric conventions follow Table 1 (↑/↓). Except where indicated, each sub-table starts from the
τ=1, λ=λsm=λent=0, ε=0.5, α=2, β=1 anchor and varies one mode.

H.1.1 VGG-16, Routing Game (αβ)

VGG-16 is the cleanest setting in which to read every analytical mode in isolation: a deep but plain
feedforward CNN, no skip connections, no attention. Table 10 sweeps the three modes that the
main-table localisation-selected configuration combines—temperature τ , activation-side risk aversion
λ at non-zero ADF input variance σ2, and the fan-in entropy bias λent—one at a time around the
αβ-LRP anchor. The qualitative λ panel below the (b) table shows that the localisation-winning row
(σ2=10, λ=−1) produces the tightest subject mask, anchoring the quantitative +0.046 AL gain over
the anchor.

Key findings (Table 10). (a) Temperature alone is a faithfulness–robustness trade-off: lowering τ
from 1 to 0.8 moves PG by−0.056 but cuts MaxS by 7× (3.902→ 0.560) at unchanged AL. (b) Risk
aversion paired with non-zero ADF input variance is the dominant localisation lever: (σ2=10, λ=−1)
lifts AL from 0.609 to 0.655 and PG from 0.751 to 0.763 while simultaneously reducing MaxS from
the anchor’s 3.902 to the 0.4–0.6 range. (c) The fan-in entropy bias λent is the only mode that lifts
both localisation and robustness simultaneously on this architecture (PG 0.695 → 0.742, MaxS
0.560→ 0.479 at τ=0.8); it is excluded from the main grid because the same mode is harmful on
ResNet-50 and ViT-B/16 (§H.2).
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Table 10: VGG-16 Routing Game (αβ): per-dual sweeps, all metrics.

(a) Temperature � (rest at anchor defaults)

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0.7 0.640 0.649 0.653 15.04 9.88 3.62 0.604 0.472
0.8 0.637 0.695 0.663 15.01 9.90 3.64 0.560 0.492
1.0 (anchor) 0.609 0.751 0.689 14.04 9.43 3.57 3.902 0.435

(b) Risk aversion � at �=1 (� 2 picked per-row; best localisation at �= � 1; � 2=10)

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.609 0.751 0.689 14.04 9.43 3.57 3.902 0.435
�0:3 (� 2=5) 0.636 0.753 0.662 15.62 10.63 3.83 0.397 0.466
�1 (� 2=10) 0.655 0.763 0.661 16.06 11.05 4.00 0.572 0.449
�2 (� 2=2) 0.615 0.705 0.622 14.96 10.95 3.93 3.672 0.349

Orig. Mask λ=0 σ2=5, λ=−0.3 σ2=10, λ=−1 σ2=2, λ=−2

Qualitative � sweep (black bear): � 2=10; �=�1 produces the tightest subject mask, matching the row that wins localisation
in (b).

(c) Entropy penalty � ent at �=0:8 — lifts both localisation and robustness.

� ent AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.637 0.695 0.663 15.01 9.90 3.64 0.560 0.492
0:2 0.643 0.718 0.666 15.35 10.33 3.70 0.586 0.423
0:3 0.646 0.742 0.665 15.63 10.74 3.80 0.479 0.441

H.1.2 ViT-B/16, Routing Game (αβ)

ViT shifts the localisation work to the attention-logit oracle: the activation-side λ that dominates on
VGG-16 becomes essentially inert here (Table 16), and the corresponding lever is the softmax-shift
λsm which down-weights high-uncertainty key tokens before the QK-softmax. Table 11 extends
the three-up summary in Table 3 of the main text with all metrics, sweeping (a) base temperature τ ,
(b) softmax shift λsm at the localisation-winning τ=0.5, (c) the entropy penalty λent which on ViT
trades localisation for robustness (the qualitatively opposite of VGG), and (d) a confirmation that
the activation-side λ at τ=0.7 is only a small-magnitude robustness trim once the attention oracle is
already risk-averse.

Key findings (Table 11). (a) Temperature monotonically trades AL/PG/TK for MaxS: τ=0.5 wins
on AL/PG and τ=1 on MaxS/AvgS, with a smooth Pareto curve in between. (b) The softmax shift
λsm is the primary attention-side localisation lever: pushing λsm from 0 to −10 at τ=0.5 lifts AL by
+0.044, PG by +0.014, and TK by +0.016 without disturbing the faithfulness numbers; this is the
row that wins the localisation-selected ViT main-table cell. (c) The entropy penalty λent at τ=0.8
trades AL (−0.109 from 0 to 0.2) for MaxS (0.226 → 0.130); on ViTs we therefore keep λent=0
in every localisation-selected row of the main table. (d) Once the attention oracle is risk-averse, the
activation-side λ becomes a second-order trim: λ=−1 at τ=0.7 shaves MaxS by∼12% at unchanged
AL/PG/TK, but contributes nothing to localisation.
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Table 11: ViT-B/16 Routing Game (αβ): per-dual sweeps, all metrics. Extends the three-up summary
in Table 3.

(a) Temperature �

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0.5 0.664 0.832 0.781 8.303 7.436 5.014 0.449 0.510
0.6 0.645 0.818 0.791 8.314 7.424 4.961 0.318 0.341
0.7 0.623 0.800 0.783 8.311 7.365 4.906 0.266 0.349
0.8 0.597 0.792 0.768 8.297 7.297 4.854 0.226 0.334
0.9 0.572 0.783 0.752 8.295 7.251 4.820 0.183 0.377
1.0 (anchor) 0.555 0.770 0.755 8.176 7.000 4.781 0.203 0.154

(b) Softmax shift � sm at �=0:5

� sm AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.664 0.832 0.781 8.303 7.436 5.014 0.449 0.510
�5 0.649 0.820 0.747 8.357 7.514 4.336 0.544 0.452
�10 0.708 0.846 0.797 8.308 7.502 4.978 0.628 0.537

(c) Entropy penalty � ent at �=0:8 — trades localisation for robustness on ViT (opposite of VGG).

� ent AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.597 0.792 0.768 8.297 7.297 4.854 0.226 0.334
0:1 0.542 0.780 0.697 8.274 7.351 4.163 0.194 0.179
0:2 0.488 0.720 0.633 8.238 7.461 4.172 0.130 0.125

(d) Risk aversion � at �=0:7, � sm=�5, � 2=2 — small-magnitude robustness lever on ViT; �=�1 trims
MaxS by �12% and AvgS by �5% at essentially unchanged localisation, confirming that on ViTs the

activation-side � is a second-order trim while the softmax-shift variant � sm carries the primary localisation
effect.

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.627 0.760 0.743 8.424 7.507 4.226 0.351 0.300
�1 0.620 0.760 0.745 8.397 7.454 4.474 0.307 0.284
�2 0.618 0.800 0.747 8.403 7.487 4.497 0.340 0.298
�5 0.614 0.780 0.751 8.438 7.486 4.506 0.362 0.314
�10 0.615 0.780 0.751 8.444 7.481 4.508 0.379 0.307

H.1.3 ViT-B/16, Routing Game with Equivariant Reynolds averaging

The 16×16 patch tokenization breaks translation equivariance: a fixed 14-by-14 token grid sits on the
image and is read off in a fixed order, so attribution maps inherit a tokenisation-grid imprint that is
not image-content. The RG+Eq mode averages N=50 input-equivariant samples (random rotations
±10◦, translations ±5%, horizontal flips) with the operators detached à la DAVE [Wróbel et al.,
2026], cancelling the grid imprint while preserving image-dependent structure. Table 12 sweeps (a)
base τ under RG+Eq and (b) the entropy penalty at τ=1.

Key findings (Table 12). RG+Eq inherits the τ monotonicity of plain RG but smooths the curves:
AL drops more gently with τ (0.640 at τ=0.5, 0.551 at τ=1), and MaxS / AvgS are tighter at every τ
than the corresponding non-Reynolds row in Table 11. The qualitative panel below the (a) table shows
the visual effect of τ on a red-fox example: low τ concentrates mass on the head and forepaws, high
τ spreads onto the body. The entropy penalty (b) again costs localisation, mirroring (c) of Table 11
on plain RG and confirming that the architecture-specific harm of λent on ViT is not an artefact of
equivariant averaging.
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Table 12: ViT-B/16 RG+Eq (N=50): per-dual sweeps.

(a) Temperature �

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0.5 0.640 0.860 0.796 8.377 7.617 4.474 0.846 0.823
0.6 0.627 0.800 0.801 8.392 7.596 4.361 0.744 0.678
0.7 0.610 0.840 0.791 8.361 7.544 4.250 0.662 0.700
0.8 0.589 0.800 0.775 8.373 7.583 4.155 0.608 0.668
0.9 0.568 0.780 0.768 8.405 7.570 4.112 0.579 0.615
1.0 (anchor) 0.551 0.780 0.751 8.375 7.601 4.123 0.579 0.514

Orig. Mask τ=0.5 0.6 0.7 0.8 0.9 1.0

Qualitative RG+Eq � sweep (red fox): low � concentrates the map on the head and forepaws, high � spreads onto the body.

(b) Entropy penalty � ent at �=1

� ent AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.551 0.780 0.751 8.375 7.601 4.123 0.579 0.514
0:1 0.522 0.780 0.741 8.384 7.631 4.207 0.524 0.454
0:2 0.483 0.780 0.691 8.396 7.731 4.322 0.427 0.422

H.1.4 ResNet-50, Routing Game (αβ)

ResNet-50 is the third architecture and the one where the temperature τ is by far the dominant
analytical mode: the skip-connection topology means low-τ Gibbs sharpening at every linear sub-
game compounds across residual paths. Table 13 sweeps (a) the full τ range, (b) activation-side λ at
the anchor temperature with σ2=10, and (c) the entropy penalty at τ=0.7, which we expect—and
confirm—to be catastrophic on this architecture given the architecture-specific story of §H.2.

Key findings (Table 13). (a) Temperature is the dominant lever: moving from τ=1 (anchor) to
τ=0.8 cuts MaxS by 5× (3.934 → 0.735) at unchanged AL (0.667 → 0.670), and the high-τ
regime (τ≥2) gives the tightest overall MaxS (0.36–0.44) at a localisation cost. (b) Activation-side
risk aversion at σ2=10 is the clean robustness lever: λ=−1 trims MaxS from 3.934 to 1.842 at
unchanged AL/PG/TK—a strict Pareto improvement. (c) The entropy penalty λent is catastrophic
at τ=0.7: λent=0.3 collapses AL (0.660→ 0.354) and PG (0.760→ 0.220) and inflates MaxS by
27×. Higher λent values partially recover but never reach the λent=0 row; we therefore drop λent
from every ResNet-50 main-table configuration.
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Table 13: ResNet-50 Routing Game (αβ): per-dual sweeps.

(a) Temperature �

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0.3 0.637 0.620 0.662 6.031 5.123 4.081 2.598 2.431
0.5 0.644 0.660 0.675 5.962 5.036 4.022 2.839 1.554
0.7 0.660 0.760 0.681 5.916 4.826 3.949 0.970 0.795
0.8 0.670 0.720 0.706 5.908 4.754 3.874 0.735 0.598
1.0 (anchor) 0.667 0.760 0.722 5.911 4.750 3.814 3.934 3.390
2.0 0.610 0.800 0.712 5.907 4.975 3.843 0.442 0.362
3.0 0.581 0.740 0.696 5.851 5.097 3.933 0.360 0.342
5.0 0.556 0.580 0.669 5.909 5.246 4.053 0.370 0.349

(b) Risk aversion � at �=1, � 2=10 — the clean robustness lever on ResNet.

� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.665 0.740 0.719 5.927 4.784 3.832 3.934 3.390
�0:3 0.665 0.740 0.719 5.927 4.784 3.832 2.012 1.847
�1 0.662 0.760 0.716 5.898 4.772 3.834 1.842 1.593
�2 0.657 0.740 0.710 5.888 4.814 3.854 2.389 2.133
�5 0.650 0.680 0.699 5.938 5.011 3.893 3.025 2.250

(c) Entropy penalty � ent at �=0:7 — catastrophic on ResNet: entropy bias collapses the Gibbs routing rather
than tightening it.

� ent AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.660 0.760 0.681 5.916 4.826 3.949 0.970 0.795
0:3 0.354 0.220 0.415 6.459 6.323 5.211 26.64 6.839
0:5 0.407 0.460 0.415 6.420 6.277 5.588 1.135 1.127
0:7 0.439 0.520 0.475 6.387 6.151 5.560 0.705 0.681

H.1.5 VGG-16, Stopping Game (probabilistic gate and λent)

The Stopping Game admits a second analytical knob beyond temperature and λ: a probabilistic
backward gate Φ̃ that replaces the hard ReLU indicator 1[z > 0] in the player’s stop/continue Bellman
comparison by the smooth Φ(z) · z (see Appendix F.3). On VGG-16 with risk aversion already on
(λ=−2, σ2=1), Table 14 (a) measures the on/off effect of Φ̃ alone, then (b) layers λent on top with Φ̃
on. The qualitative panel below (a) shows the on/off contrast on two examples (red fox, airliner).

Key findings (Table 14). (a) The probabilistic backward gate Φ̃ is a dominant improvement on
localisation (TK 0.637 → 0.688, PG 0.721 → 0.735) and faithfulness (PF and Sel both drop) at
essentially unchanged AL (0.614→ 0.613); the qualitative panel confirms a sharper subject focus on
both red-fox and airliner. (b) Layering λent on top further tightens MaxS by ∼1.5× (1.631→ 1.089
from λent=0 to 0.3) at a mild ∼3% localisation cost.
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Table 14: VGG-16 Stopping Game at λ=−2, σ2=1.

(a) Probabilistic gate on vs. hard ReLU backward
~� AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

off 0.614 0.721 0.637 17.21 14.16 5.16 1.730 0.212
on 0.613 0.735 0.688 17.00 13.25 4.76 1.631 0.173

Orig. Mask Φ̃ off Φ̃ on

Red fox

Airliner
Qualitative SG probabilistic-gate on/off (red fox and airliner): the soft gate sharpens focus on the subject on both examples,

mirroring the PG/TK gains in (a).

(b) � ent at �=�2, � 2=1, ~� on

� ent AL" PG" TK" PF 5# PF20# Sel# MaxS# AvgS#

0 0.613 0.735 0.688 17.00 13.25 4.76 1.631 0.173
0:2 0.619 0.724 0.686 18.23 14.23 5.00 1.329 0.178
0:3 0.608 0.717 0.668 17.08 13.38 4.76 1.089 0.187

H.1.6 VGG-16, activation-side risk aversion λ at σ2=10

The (b) sub-block of Table 10 reads λ at σ2 tuned per row. To isolate σ2 from λ, Table 15 records
three RG(αβ) points on VGG-16 with σ2 pinned at 10 (or 0): the αβ-anchor (σ2=0, λ=0, i.e. no
ADF input noise and no activation-side risk aversion), and the two main-table rows at σ2=10 with
λ ∈ {−0.3,−1}.

Table 15: VGG-16, RG(αβ): activation-side risk aversion λ at fixed σ2=10, plus the anchor at σ2=0,
λ=0. All rows at τ=1, ε=0.5, λent=0.

� 2 � AL" PG" PF 20# Sel# MaxS# AvgS#

0 0 0.609 0.751 9.43 3.57 3.902 0.406
10 �0:3 0.641 0.761 10.65 3.85 0.425 0.406
10 �1:0 0.655 0.762 11.06 4.00 0.495 0.436

Key findings (Table 15). The step from σ2=0 to σ2=10 is the dominant one: it reduces MaxS by
roughly 8× (3.902→ 0.425) at already-higher AL/PG. Within σ2=10, moving λ from −0.3 to −1
lifts AL by +0.014 and perturbs MaxS by ≤0.07—a live secondary knob on VGG, contrasting with
the ViT behaviour in Table 16.

H.1.7 ViT-B/16, activation-side λ is inert across base temperatures

The dual story on ViT puts the localisation work on the attention oracle (λsm), so the activation-side λ
should be redundant once λsm is on. Table 16 checks this directly by sweeping λ ∈ {0,−1,−2,−5}
at four base temperatures, with λsm=−10, σ2=2, λent=0, ε=0.5 all held fixed.

Key findings (Table 16). At every base τ the four λ values collapse into a single row up to
measurement noise: max ∆AL ≤ 0.006, max ∆PG ≤ 0.016, max ∆PF20 ≤ 0.020, max ∆MaxS
≤ 0.010. The activation-side alive-set risk aversion therefore does not reach a GeLU-gated attention
architecture; the knob that does is λsm (Table 3(b) in the main text). This is the per-architecture
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Table 16: ViT-B/16, RG(αβ): activation-side λ varied alone at four base temperatures (λsm=−10,
σ2=2, λent=0, ε=0.5 fixed). At every τ the sweep is essentially a single row.

� � AL" PG" PF 20 # MaxS#

0.5

0 0.708 0.846 7.502 0.628
�1 0.709 0.848 7.502 0.631
�2 0.709 0.846 7.503 0.626
�5 0.709 0.846 7.502 0.636

0.6

0 0.693 0.834 7.517 0.512
�1 0.693 0.829 7.508 0.519
�2 0.693 0.836 7.498 0.533
�5 0.691 0.845 7.495 0.541

0.7

0 0.670 0.814 7.452 0.482
�1 0.668 0.807 7.464 0.483
�2 0.667 0.818 7.467 0.494
�5 0.664 0.823 7.475 0.494

0.8

�1 0.618 0.820 7.445 0.487
�2 0.615 0.780 7.443 0.510
�5 0.609 0.800 7.419 0.490
�10 0.611 0.800 7.414 0.474

inversion that motivates the asymmetric main-table search policy: λ is a primary mode on VGG-16 /
ResNet-50 and an inert mode on ViT-B/16.
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H.2 Fan-in entropy bias λent

H.2.1 Definition and architecture-dependent effect

We excluded the fan-in entropy-sparsification mode from the main-body grid because its effect is
strongly architecture-dependent: helpful on VGG-16, harmful on ResNet-50 and ViT-B/16. This
subsection collects the definition and the per-architecture ablation in one place so the main-body grid
stays architecture-agnostic.

Definition. The fan-in entropy-sparsification mode adds a local weight-only entropy bias at each
stopping node,

b
(l)
i 7→ b

(l)
i − λent H̃i, H̃i = −

X

k

pik log pik
�

log ni, pik ∝ |W (l)
ik |, (189)

which penalises nodes with intrinsically diffuse fan-in. Dually, this reduces the score of scattering
nodes and lifts the score of selective nodes, with scatter / selectivity as the procedural dimension it
controls.

Architecture-dependent effect. On VGG-16 the mode is a live joint dial for localisation (PG) and
robustness (MaxS): at τ=0.8, pushing λent from 0 to 0.3 lifts PG from 0.695 to 0.742 and lowers
MaxS from 0.560 to 0.479 at a modest PF20 cost (Table 17, §H.2.2). On ResNet-50 the same mode
destabilises the routing policy and collapses localisation (see the exhaustive ResNet-50 baselines
in Table 9); we do not retain any λent>0 ResNet-50 row. On ViT-B/16 the mode consistently costs
localisation (Table 11), so every localisation-selected ViT row in Table 1 has λent=0.

H.2.2 VGG-16, entropy penalty λent at τ=0.8

Preserved from the previous revision of Table 3(c). On VGG-16 at τ=0.8 the entropy penalty λent
is a live joint dial: pushing λent from 0 to 0.3 lifts localisation (PG 0.695→ 0.742) and robustness
(MaxS 0.560→ 0.479) simultaneously at a modest faithfulness cost (PF20 9.90→ 10.74). This is
the qualitatively opposite behaviour to ViT-B/16, where the same λent costs localisation (Table 11).

Table 17: VGG-16, RG(αβ), entropy penalty λent at τ=0.8.

� ent AL" PG" PF 20 # MaxS#

0 0.637 0.695 9.90 0.560
0:2 0.643 0.718 10.33 0.586
0:3 0.646 0.742 10.74 0.479

H.3 Forward-pass variant ablation

We tested three forward-pass deformations of the Routing-Game / Stopping-Game machinery against
the standard configurations selected in Tables 1 and 2. Each table below holds the row’s mode
constants fixed and toggles a single flag: (A1) the attention-propagation rule on ViT (v_only→
gradient_fallback ); (A2) the activation-side risk pathway (backward-only→ full forward-pass:
adf_forward_pass=true ); (A3) the temperature deformation (backward-only Gibbs read-out
→ L1/τ -norm forward: tau_forward_pass=true ). No other parameter is changed. We report
localisation (AL, PG, TK; ↑) and faithfulness (PF5, PF20, Sel; ↓) on the 566-image ImageNet-S
test split unless noted. Each cell shows the variant value on top and the standard / published main-
table value in gray below. Across all three ablations none of the forward-pass variants improves the
standard configuration on both localisation and faithfulness simultaneously; in every case the standard
backward-only deformation is at least as good.

H.3.1 Gradient-fallback attention vs. v_only

The RG backward operates by default through a routing rule that holds the value-pathway fixed and
zeros the gradient on Q, K (v_only mode of Routing-Game v2; see §E). The natural alternative is
gradient_fallback : pure autograd through the attention block, recovering the zennit-style ε-LRP
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attention treatment. Table 18 compares both attention rules on the four-config ViT validation grid (50
images) at the αβ-LRP anchor weights with two stabilisers ε ∈ {0.1, 0.5} and the two softmax-shift
settings. Localisation degrades uniformly under gradient_fallback on the no-risk configurations;
on the softmax-risk configurations gradient_fallback recovers part of PG/TK but still loses on
AL and never matches the validation-selected best-loc row from Table 1.

Table 18: ViT-B/16, RG(αβ): attention rule ablation on the validation grid (50 images,
adf_forward_pass=true on both columns). Each cell shows gradient_fallback on top and
v_only (gray) below.

config AL↑ PG↑ TK↑ PF5 ↓ PF20 ↓ Sel↓

ε=0.1, no risk 0.466
0.480

0.620
0.720

0.600
0.622

8.227
8.264

7.389
7.214

4.926
4.758

ε=0.5, no risk 0.501
0.544

0.720
0.720

0.663
0.706

8.277
8.292

7.197
7.152

4.718
4.702

ε=0.1, λsm=−50, σ2=2
0.466
0.485

0.620
0.600

0.600
0.548

8.227
8.510

7.389
8.029

4.926
5.544

ε=0.5, λsm=−50, σ2=2
0.501
0.541

0.720
0.620

0.663
0.622

8.277
8.403

7.197
7.702

4.718
5.435

H.3.2 Full forward-pass risk vs. backward-only

The activation-side risk parameter λ acts in the backward pass through the modified gating Φλ (§4.3,
Appendix F.2). Setting adf_forward_pass=true additionally pushes λ into the ADF forward pass,
so the variance-aware activation Φλ also drives the forward mean stream. Tables 19 and 20 show that
activating this flag is either a no-op (rows whose configurations have λ=0, hence trivially identical)
or a small degradation on localisation, with no faithfulness gain on the rows where it is non-trivial.

Table 19: ViT-B/16: full forward-pass risk ablation (test, 566 images). Top of each cell:
+adf_forward_pass=true. Bottom (gray): published main-table value of Table 1.

config AL↑ PG↑ TK↑ PF5 ↓ PF20 ↓ Sel↓

RG (τ=0.5, λ=−1, λsm=−10) 0.710
0.708

0.813
0.846

0.768
0.797

8.260
8.308

7.428
7.502

4.997
4.978

RG (τ=0.8) 0.607
0.597

0.786
0.792

0.773
0.768

8.201
8.297

7.123
7.297

4.845
4.854

RG+Eq (N=50, τ=1) 0.564
0.551

0.813
0.780

0.803
0.751

8.357
8.375

7.641
7.601

4.788
4.123

RG+Eq (τ=0.5, N=50) 0.669
0.640

0.836
0.860

0.831
0.796

8.387
8.377

7.817
7.617

5.003
4.474

Table 20: VGG-16: full forward-pass risk ablation (test, 566 images). Top:
+adf_forward_pass=true . Bottom (gray): published main-table value of Table 2. SG
(adf_game) always applies forward-pass risk by construction, so the flag is a tautological no-op for
the SG rows.

config AL↑ PG↑ TK↑ PF5 ↓ PF20 ↓ Sel↓

SG (λ=−2, σ2=1, λent=0.2, Φ̃) 0.620
0.619

0.719
0.724

0.676
0.686

17.957
18.233

13.887
14.230

6.511
5.004

SG (λ=−2, σ2=1, Φ̃) 0.616
0.613

0.728
0.735

0.687
0.688

17.861
16.996

13.763
13.248

6.410
4.756

RG (λ=−1, σ2=10) 0.618
0.655

0.693
0.763

0.655
0.661

15.249
16.058

10.627
11.048

5.493
4.001

RG (τ=0.8) 0.638
0.637

0.691
0.695

0.680
0.663

14.323
15.012

9.442
9.898

5.180
3.638
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H.3.3 Forward-temperature deformation vs. backward-only Gibbs read-out

The standard temperature mode (§F.1) deforms only the local Gibbs read-out at each linear
sub-game while keeping the players’ forward game values at their τ=1 equilibrium. Setting
tau_forward_pass=true additionally substitutes each linear / convolutional pre-activation zj =P

i xiWij + bj with the L1/τ -norm sum on each sign stream predicted by the SPNE, so the players
are aware of the τ -deformation.

Table 21: ViT-B/16: τ -forward ablation (test, 566 images). Top: +tau_forward_pass=true .
Bottom (gray): published main-table value of Table 1. Configurations with τ=1 render the flag
a no-op (rows 1 and 4). RG+Eq at τ=0.5, N=50 is omitted (the τ -deformed forward ×N=50
averaging would require ∼9 days on a single GPU).

config AL↑ PG↑ TK↑ PF5 ↓ PF20 ↓ Sel↓

RG (τ=0.5, λ=−1, λsm=−10) 0.496
0.708

0.502
0.846

0.495
0.797

8.566
8.308

8.279
7.502

5.885
4.978

RG (τ=0.8) 0.607
0.597

0.786
0.792

0.773
0.768

8.201
8.297

7.123
7.297

4.845
4.854

RG+Eq (N=50, τ=1) 0.564
0.551

0.820
0.780

0.805
0.751

8.358
8.375

7.651
7.601

4.782
4.123

Table 22: VGG-16: τ -forward ablation (test, 566 images). Top: +tau_forward_pass=true .
Bottom (gray): published main-table value of Table 2. SG rows do not consume tau_forward_pass ;
three of the four RG rows have τ=1. On the only τ ̸= 1 row (τ=0.8), the τ -deformed forward
changes the layer-wise mean stream, but VGG’s LRP rules consume only the standard-forward
activation values (in contrast to ViT’s softmax-shift mode), so the attribution path is structurally
insensitive to the forward τ change here.

config AL↑ PG↑ TK↑ PF5 ↓ PF20 ↓ Sel↓

SG (λ=−2, σ2=1, λent=0.2, Φ̃) 0.620
0.619

0.719
0.724

0.676
0.686

17.957
18.233

13.887
14.230

6.511
5.004

SG (λ=−2, σ2=1, Φ̃) 0.616
0.613

0.728
0.735

0.687
0.688

17.861
16.996

13.763
13.248

6.410
4.756

RG (λ=−1, σ2=10) 0.615
0.655

0.670
0.763

0.638
0.661

15.756
16.058

11.156
11.048

5.722
4.001

RG (τ=0.8) 0.638
0.637

0.691
0.695

0.680
0.663

14.322
15.012

9.442
9.898

5.180
3.638

H.3.4 Discussion

The three ablations concur on the same picture. (A1) gradient_fallback attention, the closest
competitor to the v_only routing rule, never beats the published RG anchor on AL: even where it
improves PG / TK and faithfulness on the softmax-risk configurations of the validation grid, AL
drops uniformly. (A2) pushing the activation-side risk into the ADF forward pass either does nothing
(configurations with λ=0) or trades 0.029 TK for ∼0.001 AL on the validation-selected ViT best-loc
row — a clear loss on localisation with no faithfulness recovery. (A3) the L1/τ -norm forward is
a no-op or near-no-op everywhere except on the one row that combines τ=0.5 with active risk,
where it collapses the model’s target-class output (∆PG=−0.346, ∆TK=−0.302). In every case
the standard backward-only deformation matches or dominates the forward-pass variant on both
localisation and faithfulness; we therefore retain the standard configurations of Tables 1 and 2 as our
reported method.
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I Hellinger Trajectory Distance and the Per-Pixel Disagreement Map

We compare two layered Markov processes on a common state graph and seek both a scalar divergence
of the trajectory distributions and an exact per-pixel decomposition of this divergence at the input layer.
We use the squared Hellinger distance because the geometric mean

√
PQ preserves the multiplicative

structure of Markov trajectory distributions and yields an exact linear-time dynamic program. Unlike
Jeffreys divergence, it remains finite under support mismatch; unlike Jensen–Shannon, it admits an
exact recursion on the layered graph. Later, we decompose the squared Hellinger distance as a sum
of non-negative per-pixel contributions over all input-layer states, giving a disagreement map at the
input layer (Theorem 12).

I.1 Layered Markov Process Foundations

We collect here the layered-Markov-process abstraction that underlies every Hellinger statement
in this appendix: a finite layered graph augmented with a cemetery †, and the act-state Markov
Processes (MPs) that the two games of the main paper instantiate on it. The natural RG carries an
extra linear-routing state per neuron between consecutive activation states; we marginalise it out and
check in Remark 9 that this preserves trajectory Bhattacharyya and Hellinger exactly.

I.1.1 Layered Markov Process with Cemetery

State graph. Fix an integer L ≥ 1. For each l ∈ {0, 1, . . . , L} let S(l) be a finite set of ordinary
states at layer l. Adjoin a single absorbing cemetery state † shared across all layers and write

S(l)+ := S(l) ∪ {†}. (190)

The full state graph is the disjoint union
F

l S
(l)
+ , and transitions are only permitted from layer l to

layer l−1 (or into the cemetery, which then absorbs the trajectory forever). The states at layer 0, the
input layer, are referred to as pixels below; the per-pixel decomposition will sum exactly over S(0)+ .

Transition kernel. For each layer l ≥ 1, a backward transition kernel

T (l) : S(l)+ → ∆
�
S(l−1)
+

�
(191)

assigns to each state s ∈ S(l)+ a probability distribution T (l)(s→ ·) over S(l−1)
+ , with the constraint

that the cemetery is absorbing:

T (l)(† → †) = 1, T (l)(† → s′) = 0 for s′ ∈ S(l−1). (192)

Ordinary states may transition either to the next layer’s ordinary states or into the cemetery (early
termination). We write T (l)(s→ †) for the probability that an ordinary state at layer l jumps to the
cemetery rather than to a layer-(l−1) ordinary state.

Initial distribution and trajectories. Fix a deterministic starting state s0 ∈ S(L). A trajectory is a
sequence

v = (vL, vL−1, . . . , v0) ∈ S(L)
+ × S(L−1)

+ × · · · × S(0)+ , (193)

and the kernel T (·) together with δs0 at layer L induces a probability distribution on trajectories via

Π(vL, vL−1, . . . , v0) = 1{vL = s0}
LY

k=1

T (k)(vk → vk−1). (194)

For any l ∈ {0, . . . , L} the prefix distribution Π(l) over (vL, . . . , vl) is the marginal of Π over the
trailing coordinates.

Two parallel processes. We compare two such processes that share the state graph and the start
state s0, but use different kernels:

M = A : T
(l)
A , Π

(l)
A ; M = B : T

(l)
B , Π

(l)
B . (195)

The kernels may differ either because the underlying network weights differ (e.g. randomization), the
activations differ (e.g. different inputs), or both.
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I.1.2 How the Two Games Fit This Abstraction

We instantiate the layered MP of Section I.1.1 for both games in this subsection. State labels s(l,type)i,p,σ
follow Appendices C and D. We evaluate the SPNE policies of Theorems 5 (SG) and 9 (RG) at τ = 1

(so activation-state decisions are deterministic, continue iff z(l)j > 0); for the RG we further fix ϵ = 0.

SG MP. Ordinary states at layers l ∈ {1, . . . , L} are activation states s(l,act)i,p , and layer-0 ordinary

states are pixel-player terminal pairs s(0)j,q (each pixel splits into two terminals, mirroring the player

tag the trajectory carries to it). The deterministic start state is s0 = s
(L,act)
u,+ . The SPNE backward

kernel keeps the player on positive weights and flips it on negative weights:

T
(l)
M

�
s
(l,act)
j,p → s

(l−1,act)
i,p

�
=
W

(l,+)
M [i, j]

γ
(l)
M,j

1{z(l)j > 0},

T
(l)
M

�
s
(l,act)
j,p → s

(l−1,act)
i,p0

�
=
W

(l,−)
M [i, j]

γ
(l)
M,j

1{z(l)j > 0}, 2 ≤ l ≤ L, (196)

with γ(l)M,j =
P

i |W
(l)
M [i, j]|, p′ = −p, cemetery row T

(l)
M (s

(l,act)
j,p → †) = 1{z(l)j ≤ 0}, and the

analogous form at l = 1 landing on the pixel-player terminals s(0)i,p , s
(0)
i,p0. This is the natural SG MP

of Appendix C verbatim.

RG MP. Ordinary states at layers l ∈ {1, . . . , L} are activation states s(l,act)i,p , and layer-0 ordinary

states are pixel-stream terminal pairs s(0)j,σ (each pixel splits into two terminals tagged by the layer-

1 routing-edge stream). The deterministic start state is s0 = s
(L,act)
u,+ . The kernel composes the

activation-state stop/continue decision and the subsequent σ-branched Gibbs routing into one act-to-
act transition:

T
(l)
M

�
s
(l,act)
j,p → s

(l−1,act)
i,p

�
= 1

2 π
(l)
M,+(i | j)1{z(l)j > 0},

T
(l)
M

�
s
(l,act)
j,p → s

(l−1,act)
i,p0

�
= 1

2 π
(l)
M,−(i | j)1{z(l)j > 0}, 2 ≤ l ≤ L, (197)

and at l = 1 the destinations are pixel-stream terminals carrying the routing-edge σ,

T
(1)
M

�
s
(1,act)
j,p → s

(0)
i,σ

�
= 1

2 π
(1)
M,σ(i | j)1{z(1)j > 0}, σ ∈ {+,−}, (198)

with the same cemetery row 1{z(l)j ≤ 0}. The Gibbs policy is the temperature-τ distribution

π
(l)
M,σ(i | j) ∝

�
a
(l−1)
M,i W

(l,σ)
M,ij

� 1/τ
, i ∈ Pred

(l)
j , (199)

(at l = 1, a(0)M,iW
(1,σ)
M,ij is replaced by [xiW

(1)
M,ij ]

σ; with ϵ > 0, mass ϵ1/τ/Z(l)
j,σ is added to the ceme-

tery row). Equations (197)–(198) are the act-to-act marginal of the natural RG MP of Appendix D,
which carries an extra linear-routing state per neuron between consecutive act states; Remark 9 gives
a one-paragraph derivation and shows that this marginalisation preserves Bhattacharyya and Hellinger
distances on trajectories exactly.

I.1.3 Marginal Occupation Measures

For each model M ∈ {A,B}, the marginal probability that the chain visits state s at layer l is

α
(l)
M (s) =

X

v:v l =s

Π
(l)
M (v), s ∈ S (l)

+ . (200)

This satisfies the deterministic boundary condition

α
(L)
M (s0) = 1, α

(L)
M (s) = 0 for s ̸= s0, (201)

and the one-step recursion

α
(l−1)
M (s′) =

X

s∈S (l)
+

α
(l)
M (s) T

(l)
M (s→ s′), s′ ∈ S(l−1)

+ . (202)
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We refer to the single backward propagation (202) as the Marginal Pass. At the input layer,α(0)
M (s) is

the probability that a backward trajectory from s0 terminates at pixel s under model M , and α(0)
M (†)

is the total mass absorbed by the cemetery along the way.

I.2 Hellinger Distance from Bhattacharyya Coefficients

Properties. BC(l) and H(l) lie in [0, 1] for every l, even under support mismatch. If a state is alive in
one model and dead in the other, its geometric-mean row vanishes and its mass contributes directly to
the Hellinger increment. Since H is a metric and satisfies H2 ≤ dTV ≤

√
2H and H2 ≤ 1

2KL, small
Hellinger distance controls TV and small KL controls H as well. Normalisation conventions. Here
dTV(ΠA,ΠB) =

1
2

P
v |ΠA(v)−ΠB(v)| ∈ [0, 1] is the probability-metric (half-L1) total-variation

distance, and KL is measured in nats; the displayed inequalities follow this convention. Readers using
the unnormalised L1 total variation ∥ΠA −ΠB∥1 = 2dTV should absorb the factor of 2 accordingly.

Alternative divergences. Jeffreys divergence has an exact Markov-chain chain rule but is un-
bounded and becomes infinite under support mismatch. Jensen–Shannon is bounded and finite,
but 1

2 (ΠA +ΠB) is not Markov on the layered graph, so no exact linear-time dynamic program is
available. Hellinger is bounded, finite, and exactly tractable.

Computation. Compute the marginal occupations α(l)
M , run either Hellinger pass, and read off

h2(s) from (222); the total cost is linear in the number of edges.

I.2.1 Bhattacharyya Coefficient and the Geometric-Mean Kernel

Definitions. For two probability distributions p, q on a common finite set, the Bhattacharyya
coefficient is the geometric overlap

BC(p, q) :=
X

x

p
p(x) q(x) ∈ [0, 1], (203)

and the squared Hellinger distance is

H2(p, q) := 1
2

X

x

� p
p(x)−

p
q(x)

� 2
= 1− BC(p, q) ∈ [0, 1]. (204)

The Hellinger distance H(p, q) =
p
1− BC(p, q) is a true metric: 0 ≤ H ≤ 1, with H = 0 iff p = q

and H = 1 iff p and q have disjoint supports. Crucially,
√
0 · q = 0, so mismatched supports cause

no infinity—only a smaller overlap.

Geometric-mean kernel. For each layer l ≥ 1 and pair of states (s, s′) ∈ S(l)+ × S
(l−1)
+ , define the

geometric-mean kernel

eT (l)(s, s′) :=

q
T

(l)
A (s→ s′) T

(l)
B (s→ s′). (205)

This kernel is non-negative but in general sub-stochastic. Its row sum

eR(l)(s) :=
X

s0∈S (l�1)
+

eT (l)(s, s′) (206)

satisfies 0 ≤ eR(l)(s) ≤ 1 by Cauchy–Schwarz, with equality iff T (l)
A (s → ·) = T

(l)
B (s → ·).

Cemetery handling is automatic: T (l)
A († → †) = T

(l)
B († → †) = 1, so eT (l)(†, †) = 1 and eR(l)(†) = 1.

I.2.2 Multiplicative Chain Rule

Lemma 5 (Chain rule). For everyl ∈ {0, 1, . . . , L}, the Bhattacharyya coefficient of the prefix
distributions factorizes along trajectories:

BC
�
Π

(l)
A , Π

(l)
B

�
=

X

(vL ,...,vl )

1{vL = s0}
LY

k=l+1

eT (k)(vk, vk−1), (207)
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Proof. Substitute the Markov factorization Π
(l)
M (v) = 1{vL = s0}

Q L
k=l+1 T

(k)
M (vk, vk−1) for

M ∈ {A,B} into the definition of BC:

BC
�
Π

(l)
A , Π

(l)
B

�
=

X

(vL ,...,vl )

1{vL = s0}

vuut
LY

k=l+1

T
(k)
A (vk, vk−1)T

(k)
B (vk, vk−1) (208)

=
X

(vL ,...,vl )

1{vL = s0}
LY

k=l+1

eT (k)(vk, vk−1), (209)

using
p Q

k akbk =
Q

k

√
akbk for non-negative factors.

Lemma 6 (Monotonicity). Let BC(l) := BC(Π
(l)
A ,Π

(l)
B ). ThenBC(l) is monotonically non-

increasing as l decreases from L to 0:

1 = BC(L) ≥ BC(L−1) ≥ · · · ≥ BC(0) ≥ 0. (210)

Equivalently, the squared Hellinger distance H2
(l) = 1− BC(l) is monotonically non-decreasing.

Proof. Define

β(l)(s) :=
X

(vL ,...,vl )

1{vL = s0}
LY

k=l+1

eT (k)(vk, vk−1) 1{vl = s}. (211)

From Lemma 5, BC(l) =
P

s∈S (l)
+
β(l)(s). Grouping the layer-(l − 1) sum by vl = s,

BC(l−1) =
X

s∈S (l)
+

β(l)(s) eR(l)(s). (212)

Since eR(l)(s) ∈ [0, 1] and β(l)(s) ≥ 0, we get BC(l−1) ≤ BC(l). The base case BC(L) = 1 holds
because Π

(L)
A = Π

(L)
B = δs0 and

√
1 · 1 = 1.

I.2.3 Hellinger backward pass

The chain rule (Lemma 5) yields a backward DP that propagates the per-state cumulative eT -mass
β(l)(s) from the start state s0 down through the layers. The prefix Bhattacharyya coefficient at each
layer is the row sum BC(l) =

P
s β

(l)(s), the prefix Hellinger distance is H(l) =
p

1− BC(l), and
the per-terminal-state disagreement map is read off at l = 0 from (222). The map is defined on the
full terminal set S(0)+ = S(0) ∪ {†}; the visualised pixel attribution map is its restriction to ordinary
pixels S(0), and its sum is therefore H2

ord = H2 − h2(†), not the full H2 (Theorem 12(iii)).
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Algorithm 1 Hellinger backward pass (with per-terminal-state disagreement map)

Require: Backward kernels T (l)
A , T

(l)
B for all l; start state s0; marginal occupations α(0)

A , α
(0)
B from

the Marginal Pass.
Ensure: Bhattacharyya coefficients BC(l), Hellinger distances H(l), and per-terminal-state disagree-

ment map h2(·) on S(0)+ .
1: β(L)(s0)← 1; β(L)(s)← 0 for every s ̸= s0
2: BC(L) ← 1
3: for l = L,L−1, . . . , 1 do
4: for each state s′ ∈ S(l−1)

+ do

5: β(l−1)(s′) ←
X

s∈S (l)
+

β(l)(s) eT (l)(s, s′) ▷ eT (l)(s, s′) =

q
T

(l)
A (s→ s′)T

(l)
B (s→ s′)

6: end for
7: BC(l−1) ←

X

s0∈S (l�1)
+

β(l−1)(s′)

8: end for
9: for l = L,L−1, . . . , 0 do

10: H(l) ←
p
1− BC(l)

11: end for
12: // Per-terminal-state disagreement map (Theorem 12).
13: // The visualised pixel attribution map is the restriction to S(0) ⊂ S(0)+ .
14: for each terminal state s ∈ S(0)+ do
15: h2(s) ← 1

2

�
α
(0)
A (s) + α

(0)
B (s)

�
− β(0)(s)

16: end for

Lemma 7 (Backward pass correctness). Algorithm 1 computesβ(l), henceBC(l), H(l), andh2(s)
correctly for every l and s. In particular,

X

s∈S (0)
+

h2(s) = H2
(0). (213)

Proof. Correctness ofβ(l) by downward induction onl. At l = L, the initialization β(L)(s0) = 1
and β(L)(s) = 0 for s ̸= s0 matches the definition β(L)(s) = 1{s = s0} in Lemma 6 (the empty
product equals 1).

Assume β(l) stored by the algorithm equals the β(l) defined in Lemma 6. In iteration l, the algorithm
computes

β(l−1)(s′) =
X

s∈S (l)
+

β(l)(s) eT (l)(s, s′), (214)

which by direct expansion equals

X

s

� X

(vL ,...,vl )

1{vL = s0}
LY

k=l+1

eT (k)(vk, vk−1) 1{vl = s}
�

eT (l)(s, s′)

=
X

(vL ,...,vl�1 )

1{vL = s0}
LY

k=l

eT (k)(vk, vk−1) 1{vl−1 = s′}.

(215)

This equals β(l−1)(s′) from Lemma 6, closing the induction.

Correctness ofBC(l). After the loop, the algorithm sets BC(l) =
P

s0 β(l)(s′), which by the proof of

Lemma 6 equals BC
�
Π

(l)
A ,Π

(l)
B

�
. Then H(l) =

p
1− BC(l) by definition (204).
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Correctness of h2(·). At l = 0, the stored value satisfies

β(0)(s) =
X

v:v 0=s

q
Π

(0)
A (v)Π (0)

B (v), (216)

which is exactly the quantity used in the proof of Theorem 12. Substituting into (222) gives the
per-pixel disagreement values from Theorem 12, and (223) guarantees they sum to H2

(0).

I.2.4 Hellinger forward pass

The dual algorithm propagates the per-state continuation eT -mass upward from the input layer. Define

γ(l)(s) :=
X

(vl ,vl�1 ,...,v0 )

1{vl = s}
lY

k=1

eT (k)(vk, vk−1), (217)

the total eT -weighted mass of layered trajectories starting at s at layer l and propagating down to
layer 0. At layer 0, γ(0)(s) = 1 for every s (the empty product), and at the cemetery γ(l)(†) = 1 for
every l because eT (k)(†, †) = 1 propagates trivially.

Algorithm 2 Hellinger forward pass

Require: Backward kernels T (l)
A , T

(l)
B for all l; start state s0.

Ensure: Per-state continuation masses γ(l)(s) for all l, s. In particular, γ(L)(s0) = BC(0) and
H(0) =

p
1− γ(L)(s0).

1: γ(0)(s)← 1 for every s ∈ S(0)+

2: γ(l)(†)← 1 for every l ∈ {0, 1, . . . , L}
3: for l = 1, 2, . . . , L do
4: for each ordinary state s ∈ S(l) do
5: γ(l)(s) ←

X

s0∈S (l�1)
+

eT (l)(s, s′) γ(l−1)(s′) ▷

eT (l)(s, s′) =

q
T

(l)
A (s→ s′)T

(l)
B (s→ s′)

6: end for
7: end for
8: return BC(0) ← γ(L)(s0), H(0) ←

p
1− γ(L)(s0)

Lemma 8 (Forward pass correctness). Algorithm 2 computes γ(l)(s) from (217). In particular,

γ(L)(s0) = BC
�
Π

(0)
A , Π

(0)
B

�
= BC(0). (218)

Proof. Upward induction on l. At l = 0, γ(0)(s) = 1 matches the definition: the only trajectory
from s at layer 0 to layer 0 is the trivial one-point sequence, with empty product equal to 1. At the
cemetery, eT (k)(†, †) = 1 propagates trivially.

Inductive step: assume γ(l−1)(s′) is correct for all s′. In iteration l, the algorithm computes

γ(l)(s) =
X

s0∈S (l�1)
+

eT (l)(s, s′) γ(l−1)(s′) =
X

s0

eT (l)(s, s′)
X

(vl�1 =s0,vl�2 ,...,v0 )

l−1Y

k=1

eT (k)(vk, vk−1).

(219)

Combining the sums and absorbing the eT (l)(s, s′) factor into the product gives

γ(l)(s) =
X

(vl =s,vl�1 ,...,v0 )

lY

k=1

eT (k)(vk, vk−1), (220)
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which is (217). This closes the induction.

Finally, taking l = L and s = s0 in (217), the indicator 1{vL = s0} is automatically satisfied
(we are summing over trajectories starting at s0), so γ(L)(s0) equals the trajectory sum BC(0) from
Lemma 5.

Cross-check. The backward and forward passes must return the same BC(0). When both are
available, the identity

BC(0) =
X

s∈S (l)
+

β(l)(s) γ(l)(s) (any layer l) (221)

provides an intermediate consistency check at every layer.
Remark 9 (RG act-only MP matches the natural game). The naturalRG MPof Appendix D alternates
activation and linear-routing states: eachs(l,act)j,p either stops to† (if z(l)j < 0) or branches uniformly
to s(l,lin)j,p,+ or s(l,lin)j,p0,− (intra-layer act-to-lin), and eachs(l,lin)j,q,σ routes to a layer-(l − 1) activation
(or, at l = 1, to the layer-0 pixel-stream terminals(0)i,σ) via the Gibbs policyπ(l)

M,σ( · | j) retaining
the player (inter-layer lin-to-act). Multiplying these two kernels along the unique intermediate
lin state yields the act-to-act rows(197)–(198) term by term. Deleting every lin state from a
natural trajectory is a bijection between natural and act-only trajectories starting ats0 = s

(L,act)
u,+

(each lin coordinate is recovered:i, q from the act states it sits between, andσ from the player
update—kept⇒ +, switched⇒ −—or, at l = 1, directly from the pixel-stream terminal). A
bijection on trajectory supports preserves Bhattacharyya and Hellinger by the trivial reindexing
P

v

p
ΠA(v)ΠB(v) =

P
bv

q
bΠA(bv) bΠB(bv) , so allBC(l) andH(l) computed below from the act-

only kernel coincide with the natural-game ones.

I.3 Per-Pixel Disagreement Map

The squared Hellinger distance H2 admits an exact non-negative decomposition over input-layer
states: each input pixel carries a calibrated share of the total trajectory disagreement (Theorem 12),
giving a disagreement map that is itself an attribution of the trajectory mismatch back to the input.
The conditioned-on-survival variant removes the cemetery contribution that otherwise bounds plain
H from below on randomised models.

I.3.1 Per-Pixel Decomposition: The Disagreement Map

The squared Hellinger distance at layer 0 decomposes exactly over terminal pixels.

Theorem 12 (Per-pixel decomposition). Let H2 := H2
�
Π

(0)
A , Π

(0)
B

�
. For s ∈ S(0)+ , define

h2(s) := 1
2

�
α
(0)
A (s) + α

(0)
B (s)

�
− β(0)(s), (222)

where β(0)(s) is the cumulativeeT -mass at s. Then:

(i) h2(s) ≥ 0 for every s ∈ S(0)+ .

(ii)

H2 =
X

s∈S (0)
+

h2(s). (223)

(iii)

H2
ord :=

X

s∈S (0)

h2(s) = H2 − h2(†) (224)
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Proof. Apply the algebraic identity (
√
a−
√
b)2 = a+ b− 2

√
ab to each trajectory:

H2 = 1
2

X

v

� q
Π

(0)
A (v)−

q
Π

(0)
B (v)

� 2
= 1

2

X

v

�
Π

(0)
A (v) + Π

(0)
B (v)− 2

q
Π

(0)
A (v)Π (0)

B (v)
�
.

(225)

Group the trajectory sum by the terminal pixel v0 = s:

H2 = 1
2

X

s∈S (0)
+

h X

v:v 0=s

Π
(0)
A (v) +

X

v:v 0=s

Π
(0)
B (v)− 2

X

v:v 0=s

q
Π

(0)
A (v)Π (0)

B (v)
i
. (226)

By definition,
P

v:v 0=s Π
(0)
M (v) = α

(0)
M (s) for M ∈ {A,B}. By Lemma 5 restricted to trajectories

terminating at s (i.e. tracing through Lemma 6’s definition of β(l)),
P

v:v 0=s

q
Π

(0)
A (v)Π (0)

B (v) =
β(0)(s). Substituting,

H2 = 1
2

X

s

�
α
(0)
A (s) + α

(0)
B (s)− 2β(0)(s)

�
=

X

s∈S (0)
+

h2(s), (227)

proving (ii).

For (i), apply Cauchy–Schwarz to the sum defining β(0)(s):

β(0)(s) =
X

v:v 0=s

q
Π

(0)
A (v)Π (0)

B (v)

≤
s � X

v:v 0=s

Π
(0)
A (v)

�� X

v:v 0=s

Π
(0)
B (v)

�

=

q
α
(0)
A (s)α

(0)
B (s).

(228)

Combined with the AM–GM inequality
q
α
(0)
A (s)α

(0)
B (s) ≤ 1

2 (α
(0)
A (s) + α

(0)
B (s)), this gives

β(0)(s) ≤ 1
2 (α

(0)
A (s)+α

(0)
B (s)), so h2(s) ≥ 0. Equality holds iff Π(0)

A (· | v0 = s) = Π
(0)
B (· | v0 = s)

and α(0)A (s) = α
(0)
B (s).

Item (iii) is immediate from (ii) by separating the cemetery from the ordinary pixels.

The disagreement map. Theorem 12 defines h2 on the full terminal set S(0)+ = S(0) ∪ {†}: this
is the full terminal-state decomposition, with

P
s∈S (0)

+
h2(s) = H2

(0), and the cemetery contribution

h2(†) is part of it. The Hellinger disagreement map is the ordinary-pixel restrictions 7→ h2(s) on
S(0), which is the quantity we visualise. It is non-negative, sums to H2

ord over ordinary pixels, and
is computed from β(0), α

(0)
A , α

(0)
B . The quantity H2

ord is an unnormalised ordinary-state subsum;
the conditioned-on-survival Hellinger distance that normalises it is introduced below. Recall from
Section I.1.2 that layer-0 ordinary states of the two games are tagged pixel pairss(0)j,τ with τ = q
(player) for the SG and τ = σ (stream sign) for the RG; the per-pixel attribution displayed in figures
aggregates the two tags,

h2pixel(j) =
X

τ∈{+,−}

h2
�
s
(0)
j,τ

�
, (229)

which remains non-negative and sums to H2
ord over pixels.

Comparison with the marginal-only map. A weaker per-pixel surrogate that uses only the
marginal occupations is

h2marg(s) := 1
2

�
α
(0)
A (s) + α

(0)
B (s)

�
−

q
α
(0)
A (s)α

(0)
B (s), (230)
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the per-pixel squared Hellinger distance between the layer-0 marginal occupations. By the Cauchy–

Schwarz step in the proof of Theorem 12(i), β(0)(s) ≤
q
α
(0)
A (s)α

(0)
B (s), so

h2(s) ≥ h2marg(s) for every pixel s. (231)

The trajectory map is strictly tighter whenever the conditional distributions of trajectories reaching
pixel s differ between models, and equals the marginal map when trajectories reaching s are con-
ditionally identical under the two models. The marginal map is included for comparison but the
trajectory map (222) is the recommended diagnostic.

Disagreement-fraction map. For visualization one may normalize by the local mass:

f(s) :=
h2(s)

1
2 (α

(0)
A (s) + α

(0)
B (s))

∈ [0, 1], (232)

This ratio has no calibrated total and should be used only as a secondary display.

I.3.2 Conditioning on Survival to the Ordinary Input Layer

When the cemetery absorbs a large fraction of trajectory mass, the total Hellinger distance mixes two
effects: disagreement about whether a trajectory survives and disagreement about where surviving
trajectories go. To isolate the second effect, we condition each model’s trajectory law on the event
that the trajectory reaches an ordinary input-layer state. The resulting scalar compares the two live
trajectory distributions directly and removes the common cemetery floor. Because survival to the
input layer factorizes along the layered graph, this conditioning remains Markov and is implemented
by a per-state Doob h-transform.
Theorem 13 (Conditioned-survival trajectory law and live Hellinger distance). Let

Surv := {(vL, . . . , v0) : v0 ∈ S(0)} (233)

be the event, in the trajectory space
Q L

l=0 S
(l)
+ , that the backward trajectory ends in an ordinary

input-layer state — equivalently, the event that the trajectory never enters the cemetery†. For each
model M ∈ {A,B} define the survival function

h
(l)
M (s) := PM (Surv | vl = s), s ∈ S(l)+ , l ∈ {0, . . . , L}. (234)

Then:

(i) The boundary and recursion are

h
(0)
M (s) = 1 for s ∈ S(0), h

(0)
M (†) = 0, (235)

and for every l ≥ 1,

h
(l)
M (s) =

X

s0∈S (l�1)
+

T
(l)
M (s→ s′)h

(l−1)
M (s′) =

X

s0∈S (l�1)

T
(l)
M (s→ s′)h

(l−1)
M (s′). (236)

In particular,

ZM := PM (Surv) = h
(L)
M (s0) =

X

s∈S (0)

α
(0)
M (s) = 1− α(0)

M (†). (237)

(ii) AssumeZM > 0. For every ordinary states ∈ S(l) with h(l)M (s) > 0, define the conditioned
kernel on ordinary states by

T
(l)
M,surv(s→ s′) :=

T
(l)
M (s→ s′)h

(l−1)
M (s′)

h
(l)
M (s)

, s′ ∈ S(l−1). (238)

ThenT (l)
M,surv(s→ ·) is row-stochastic onS(l−1), and the conditional trajectory distribution

ΠM,surv := ΠM ( · | Surv ) (239)
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factorizes as the layered Markov law

ΠM,surv(vL, . . . , v0) = 1{vL = s0}

×
LY

k=1

T
(k)
M,surv(vk → vk−1),

(vL, . . . , v0) ∈ Surv. (240)

Its layer-l marginals satisfy

α
(l)
M,surv(s) =

α
(l)
M (s)h

(l)
M (s)

ZM
, s ∈ S(l). (241)

(iii) Define the conditioned geometric-mean kernel

eT (l)
surv(s, s

′) :=

q
T

(l)
A,surv(s→ s′)T

(l)
B,surv(s→ s′)

=
eT (l)(s, s′)

q
h
(l−1)
A (s′)h

(l−1)
B (s′)

q
h
(l)
A (s)h

(l)
B (s)

.
(242)

The Bhattacharyya coefficient of the conditioned trajectory laws is

BC
�
ΠA,surv,ΠB,surv

�
=

X

(vL ,...,v0 )∈Surv

1{vL = s0}
LY

k=1

eT (k)
surv(vk, vk−1), (243)

so it is computed by the same Hellinger forward/backward pass as before, but on the
ordinary-state graph with the conditioned kernel.

(iv) Let

BC
(0)
ord :=

X

s∈S (0)

β(0)(s) =
X

(vL ,...,v0 )∈Surv

p
ΠA(vL, . . . , v0)ΠB(vL, . . . , v0). (244)

Then

BC
�
ΠA,surv,ΠB,surv

�
=

BC
(0)
ord√

ZAZB

, (245)

and the conditioned-survival Hellinger distance is

H2
surv := H2

�
ΠA,surv,ΠB,surv

�
= 1−

BC
(0)
ord√

ZAZB

. (246)

Proof. For (i), (235) is immediate from the definition of Surv: at layer 0 every ordinary state survives
and the cemetery does not. For l ≥ 1, conditioning on the next step gives

h
(l)
M (s) =

X

s0∈S (l�1)
+

T
(l)
M (s→ s′)PM (Surv | vl−1 = s′) =

X

s0∈S (l�1)
+

T
(l)
M (s→ s′)h

(l−1)
M (s′). (247)

Since h(l−1)
M (†) = 0, the cemetery term drops out and (236) follows. Evaluating at s0 gives

ZM = h
(L)
M (s0). The identities with α(0)

M are just the layer-0 marginal of the event Surv.

For (ii), row-stochasticity follows from (236):
X

s0∈S (l�1)

T
(l)
M,surv(s→ s′) =

1

h
(l)
M (s)

X

s0∈S (l�1)

T
(l)
M (s→ s′)h

(l−1)
M (s′) = 1. (248)

Now fix (vL, . . . , v0) ∈ Surv. By definition of conditional probability,

ΠM,surv(vL, . . . , v0) =
ΠM (vL, . . . , v0)

ZM
=

1{vL = s0}
ZM

LY

k=1

T
(k)
M (vk → vk−1). (249)
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Multiplying the conditioned kernels and telescoping the survival factors gives
LY

k=1

T
(k)
M,surv(vk → vk−1) =

LY

k=1

T
(k)
M (vk → vk−1)

h
(k−1)
M (vk−1)

h
(k)
M (vk)

(250)

=
h
(0)
M (v0)

h
(L)
M (s0)

LY

k=1

T
(k)
M (vk → vk−1) (251)

=
1

ZM

LY

k=1

T
(k)
M (vk → vk−1), (252)

because v0 ∈ S(0) implies h(0)M (v0) = 1. This is (240). For the marginals,

α
(l)
M,surv(s) = PM (vl = s | Surv) =

PM (vl = s,Surv)
ZM

=
α
(l)
M (s)h

(l)
M (s)

ZM
, (253)

which is (241).

For (iii), substitute (238) into the square root to obtain (242). Then apply Lemma 5 to the conditioned
trajectory laws (240) on the ordinary-state graph. This gives (243) directly.

For (iv), expand the Bhattacharyya coefficient of the conditioned laws:

BC
�
ΠA,surv,ΠB,surv

�
=

X

(vL ,...,v0 )∈Surv

s
ΠA(vL, . . . , v0)

ZA

ΠB(vL, . . . , v0)

ZB
(254)

=
1√

ZAZB

X

(vL ,...,v0 )∈Surv

p
ΠA(vL, . . . , v0)ΠB(vL, . . . , v0). (255)

Grouping the last sum by the ordinary terminal state v0 = s and using the definition of β(0)(s)
exactly as in the proof of Theorem 12 yields (244), hence (245). Equation (246) is then the identity
H2 = 1− BC applied to the conditioned trajectory laws.

Implementation consequence. Theorem 13 gives two exactly equivalent computations of the live
scalar:

(a) Kernel-side conditioning: replace each row by the reweighted kernel(238), form the
geometric mean (242), and run the ordinary Hellinger backward pass on S(L) × · · · × S(0).

(b) Post-hoc normalization: run the original pass once, extract the ordinary overlapBC(0)
ord =P

s∈S (0) β(0)(s) and the survival masses ZA, ZB , and apply (246).

The first route makes the conditioned trajectory law explicit; the second is cheaper when only the
scalar is needed—however for deep neural networks it becomes numerically infeasible in case the
probability of survival ΠM of one of M ∈ {A;B} gets too small.

Conditioned disagreement map. Applying Theorem 12 to the conditioned kernels T (l)
M,surv yields

the live disagreement map

h2surv(s) := 1
2

�
α
(0)
A,surv(s) + α

(0)
B,surv(s)

�
− β(0)

surv(s), s ∈ S(0), (256)

which is non-negative and satisfies
P

s∈S (0) h2surv(s) = H2
surv. The corresponding marginal-only

and fractional display maps are obtained by replacing α(0)
M and β(0) in (230) and (232) by their

conditioned counterparts.

I.4 Experiments

This subsection puts the trajectory-space machinery to two empirical tests, holding the model fixed:
how the Hellinger trajectory distance reacts to input perturbations, and whether the resulting distance
separates inputs from different ImageNet-S classes from one another and from random noise.
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I.4.1 Input-Noise Sensitivity

Holding the model fixed and perturbing the input is a clean test of whether the Hellinger trajectory
distance reflects what the network sees, rather than only what the parameters are. For each architecture
and each noise standard deviation σ ∈ {0.005, 0.01, 0.02, 0.03, 0.05, 0.1, 0.2, 0.3, 0.5} we draw one
standard-Gaussian tensor ε per image and compute H(ΠA(x),ΠA(x+ σε)) under both game kernels
with the argmax target of the clean input. Figure 7 reports the mean H and Hlive curves over the
swept σ. On VGG the RG H and RG Hlive are equal, as the kernels route no trajectories to states
belonging to dead neurons. However, on ResNet and ViT skip connections route trajectories to dead
neuron states and on ViT also the GeLU activation function lets some trajectories at every state go to
the cemetery.
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Figure 7: Input-noise Hellinger trajectory distance. Solid: plain H; dotted: Hlive, conditioned on
survival to an ordinary input-layer state. x-axis is log-scale input-noise σ; same (A,A) model on
both sides, only the input differs. Dashed horizontal references are the four baselines of Table 23.

I.4.2 Class Separability and Reference Baselines

Can the Hellinger distance differentiate between inputs of different classes? Yes, it can—and the
reference baselines in Table 23 make the answer architecture-specific:

• On VGG-16, the ADF Stopping-Game H is the kernel that does the work: clean-intraclass
H = 0.499 sits clearly below clean-interclass H = 0.607, and both are bracketed by
H = 0.321 (random vs. random) below and H = 0.663 (clean vs. random) above. The RG
kernel saturates at H = 1 on every clean pair on VGG-16, so it cannot resolve class structure
on this architecture.

• On ResNet-50, the RG kernel is the discriminating one: clean-intraclass H = 0.789 vs.
clean-interclass H = 0.902 (a gap of 0.113), bounded above by clean-vs-random H = 0.943
and below by random-vs-random H = 0.740. The ADF kernel is too compressed on
ResNet-50 to separate classes (intraclass 0.274 vs. interclass 0.264).

• On ViT-B/16, both kernels separate classes: ADF gives intraclass 0.400 vs. interclass 0.414,
while RG gives 0.844 vs. 0.909 (a gap of 0.065).

Beyond intraclass-vs-interclass discrimination, the four reference rows of Table 23 cleanly separate
the three input regimes (image, image), (image, noise), and (noise, noise): on every architecture and
every kernel where any separation is visible, the clean-vs-random row sits strictly above clean-pair
rows and the random-vs-random row sits strictly below, clearly indicating that the model deals with
noisy input very different than with data in distribution. The conditioned-on-survival variant Hlive

saturates at 1 on every clean / clean-vs-random / random-vs-random row of VGG-16 and ResNet-50,
so it carries no class-separability signal there; it is informative only onViT-B/16, where the smooth-
activation survival graph is dense enough for Hlive to read off the class structure (intraclass 0.963,
interclass 0.968, clean-vs-random 0.957, random-vs-random 0.853).
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Stopping Game (ADF) Routing Game

Architecture Baseline H H live H H live

VGG-16

clean-intraclass 0:499 � 0:069 1:000 � 0:000 1:000 � 0:000 1:000 � 0:000
clean-interclass 0:607 � 0:034 1:000 � 0:000 1:000 � 0:000 1:000 � 0:000
clean-vs-random 0:663 � 0:020 1:000 � 0:000 1:000 � 0:000 1:000 � 0:000
random-vs-random 0:321 � 0:020 1:000 � 0:000 1:000 � 0:000 1:000 � 0:000

ResNet-50

clean-intraclass 0:274 � 0:054 0:999 � 0:001 0:789 � 0:046 1:000 � 0:000
clean-interclass 0:264 � 0:042 1:000 � 0:000 0:902 � 0:033 1:000 � 0:000
clean-vs-random 0:270 � 0:036 1:000 � 0:000 0:943 � 0:010 1:000 � 0:000
random-vs-random 0:152 � 0:009 0:992 � 0:000 0:740 � 0:011 0:999 � 0:000

ViT-B/16

clean-intraclass 0:400 � 0:022 0:963 � 0:009 0:844 � 0:044 1:000 � 0:000
clean-interclass 0:414 � 0:017 0:968 � 0:005 0:909 � 0:008 1:000 � 0:000
clean-vs-random 0:416 � 0:013 0:957 � 0:006 0:916 � 0:005 1:000 � 0:000
random-vs-random 0:351 � 0:011 0:853 � 0:010 0:657 � 0:009 1:000 � 0:000

Table 23: Reference baselines for the input-noise sweep, averaged over R pairs drawn from the 566-
image ImageNet-S test split (clean rows: R = 200 sampled pairs; clean-vs-random: R = 566 images
paired with a fresh Gaussian each; random-vs-random: R = 200 Gaussian pairs). clean-intraclass:
H(ΠA(x1),ΠA(x2)) with x1, x2 from the same ground-truth class; clean-interclass: same, with
distinct classes; clean-vs-random: one side clean, other Gaussian; random-vs-random: both sides
Gaussian. The discriminating kernel is architecture-dependent (ADF on VGG-16, RG on ResNet-50,
both on ViT-B/16); Hlive is informative only on ViT-B/16 because dead-mask saturation pins it to 1
on the ReLU backbones.

I.5 How to measure the distance between network calculations

To understand the fundamental limitations and requirements of measuring distances between the
“backward calculations” of two neural networks, we must first characterise the symmetries of the
parameter space that leave the network’s function unchanged and therefore naturally should also not
affect the distances between different network calculations.

Functional vs. Parametric Equivalence. As shown by Phuong and Lampert [2020], for almost
every ReLU network with non-increasing width, the only transformations of the weights and biases
that preserve the implemented function are neuron permutations within layers and positive neuron-
wise scaling. Specifically, for a neuronj in layer l, one can scale its incoming weights W (l)[j, ·] and
bias b(l)[j] by µj > 0 and its outgoing weights W (l+1)[·, j] by 1/µj without changing the output.
Concretely, the term “almost all” signifies that the set of networks not satisfying these uniqueness
conditions (termed non-general in Phuong and Lampert [2020]) forms a closed set of Lebesgue
measure zero in the parameter space.

Invariances of the Trajectory Distributions. We now examine how these function-preserving
transformations affect the backward trajectory distributions ΠM of the two games.
Theorem 14 (RG Scaling Invariance). TheRGtrajectory distribution is invariant under any positive
neuron-wise scaling.

Proof. Consider the scaling of neuron j at layer l by µj > 0. The RG transition kernel at layer l
involves π(l)(i | j) ∝ [a

(l−1)
i W

(l)
ji ]

1/τ . Scaling W (l)
ji by µj scales all terms by µ1/τ

j , which cancels

out in the Gibbs normalization. For the transition from layer l + 1 to l, the term a
(l)
j W

(l+1)
kj appears

in the numerator. Since a(l)j → µja
(l)
j and W (l+1)

kj → 1
µj
W

(l+1)
kj , the product is exactly invariant.

Thus, all transition probabilities remain unchanged.

Note on SG non-invariance. In contrast, the SG trajectory distribution is generally not invariant
under per-neuron scaling. From Equation (44), the transition probability to neuron j at layer l from
layer l + 1 is proportional to |W (l+1)

kj |. Scaling neuron j by µj changes this to |W (l+1)
kj |/µj . Since
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the denominator γ(l+1)
k sums over all j′, the relative probabilities change unless all neurons in the

layer are scaled identically.
Theorem 15 (Layer-wise Scaling Invariance). BothSGandRGtrajectory distributions are invariant
under scaling the entire weight matrix W(l) by λ > 0 and W(l+1) by 1/λ.

Proof. For RG, this is a special case of per-neuron scaling. For SG, scaling all W (l+1)
kj by 1/λ scales

the denominator γ(l+1)
k by 1/λ as well, cancelling the factor and leaving the transition kernel (44)

invariant.

Neuron Permutations and Positional Information. Neither trajectory distribution is invariant
under neuron permutations, as the state graph labels themselves are permuted. This implies that
the Hellinger distance H(ΠA,ΠB) encodes positional information about where mass flows in the
specific architectures. While this is desirable for diagnostic cases where neuron identity matters (e.g.,
detecting if a specific feature detector has shifted position), it may be unwanted when comparing
abstract “network calculations”. Note that H is obviously invariant if the same permutation is applied
to both models.

Proposal: Permutation-Invariant Hellinger Distance. To achieve permutation invariance, we
propose a variantHperm defined by taking the minimum distance over all possible neuron permutations
within layers:

Hperm(ΠA,ΠB) := min
P∈P

H(ΠA, P (ΠB)). (257)

This Hperm remains a metric on the space of orbits under the permutation group. Specifically, non-
negativity and symmetry are inherited from H , and the triangle inequality holds because permutations
act as isometries on the trajectory space. This variant allows comparing models with different internal
layouts but identical functional logic; studying the computational tractability of this minimum is left
for future work.

Conceptual Comparison. Measuring distances via trajectory Hellinger differs fundamentally from
simply comparing activation patterns or attribution maps in a single layer. While activations capture a
static snapshot of model state, the trajectory distribution Π encodes the entire causal flow of reasoning
from output to input. SG trajectories reflect relative weight magnitudes (an L1-like connectivity
view), whereas RG trajectories reflect the product of weights and activations (a “path-mass” view).
The Hellinger distance between these distributions provides a principled measure of how much two
models’ logic differs, rather than just their output or intermediate values.
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J Parameter Randomization Sanity Check

This appendix collects the empirical and theoretical material behind the cascading-randomisation
experiments of Section 5. §J.1 is the pixel-level heatmap-similarity sanity check of Adebayo et al.
[2018] on the main-paper attribution methods; §J.2 carries the same protocol over to the trajectory-
space Hellinger diagnostic of Appendix I; §J.4 compares the two per image.

J.1 Heatmap similarity at full randomisation

We apply the cascading parameter randomization test of Adebayo et al. [2018] to all attribution meth-
ods evaluated in Section 6. Starting from a pretrained network, we cumulatively re-initialize weight
layers from the output toward the input using Kaiming normal initialization. At each randomization
depth we compute the attribution for every test image under both the original and the (partially)
randomized model, then measure the similarity between the two attribution maps. A method that
genuinely reflects the learned parameters should produce increasingly dissimilar maps as more layers
are randomized; a method that merely responds to low-level input structure (edges, textures) will
show high similarity even at full randomization.

Metrics. We report two complementary similarity measures between attribution maps:

• Spearman |ρ|: The Spearman rank correlation of the absolute attribution values, measuring
whether the two maps rank pixels in the same order of importance. We use absolute values
because sign conventions may differ between original and randomized attributions.

• HOG r: The Pearson correlation between Histograms of Oriented Gradients (HOG) descrip-
tors extracted from the attribution maps, capturing structural similarity at the level of local
gradient orientations.

We intentionally do not report SSIM here: Binder et al. [2023] show that randomization-based
similarity scores can remain deceptively high because input-dependent structure and activation scales
survive top-down randomization. All values are averaged over the 566-image test split of ImageNet-S
(50 classes). Table 24 reports the similarity at full randomization (all layers re-initialized).

Discussion. Several patterns emerge. First, gradient-based methods (Gradient, Gradient×Input,
Integrated Gradients) tend to pass the test well, showing low similarity at full randomization—
they are sensitive to parameters, though this does not imply they produce faithful explanations.
Second, propagation-based methods (DeepLift, LRP variants) often retain moderate to high similarity,
particularly on ResNet-50, where skip connections preserve structural correlations between original
and randomized attribution patterns. Third, the RG at low temperature (τ ≤ 1) passes the sanity
check across all architectures, with low correlation scores on both ResNet-50 and ViT-B/16, while
warmer policies (τ ≥ 2) retain more input-level structure. The complementary trajectory-space
Hellinger analysis in Appendix I provides a game-theoretic perspective on the same randomization
protocol, measuring divergence of the underlying trajectory distributions rather than pixel-level map
similarity.
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Table 24: Parameter randomization sanity check [Adebayo et al., 2018]. Each cell reports the average
similarity between the attribution of the original pretrained model and the attribution of a fully
randomized copy (all learnable layers re-initialized with Kaiming normal). Lower values (↓) indicate
that the method correctly detects the parameter change. Bold marks the best (lowest) value per metric
within each architecture.

Method Spear. j�j # HOG r #

VGG-16

Gradient -0.005 0.039
Gradient�Input 0.218 0.349
Integrated Grad. 0.221 0.371
DeepLift 0.336 0.470
LRP-" 0.363 0.483
SG (�=�2, � 2=1, ~�) 0.269 0.449
RG (�-�) 0.357 0.548
RG (�-�, �=�1, � 2=10) 0.286 0.466

ResNet-50

Gradient 0.064 0.151
Gradient�Input 0.240 0.368
Integrated Grad. 0.260 0.419
DeepLift 0.664 0.722
LRP-
 0.906 0.939
RG (�-�) 0.197 0.330
RG (�-�, �=0:7) 0.185 0.351

ViT-B/16

Gradient -0.006 0.057
Gradient�Input 0.127 0.171
Integrated Grad. 0.157 0.245
DeepLift 0.167 0.224
LRP-" 0.147 0.140
RG (�-�) 0.413 0.429
RG (�-�, �=0:5, � sm=�10, � 2=2) 0.408 0.299

Spear. j�j = Spearman rank correlation of absolute attribution values; HOG r = Pearson correlation of HOG descriptors. RG;
std = standard (z-)rule; �-� = ��-rule; � = temperature; � = risk aversion; � ent = entropy bias.

J.2 Cascading Randomisation in Trajectory Space

We apply the Hellinger framework of Appendix I to the parameter randomization test of Adebayo
et al. [2018]. Replacing one weight matrix yields two kernels on the same layered graph, and the
Hellinger pass quantifies the resulting trajectory-space change.

Lemma 9 (Alive-set mismatch). For backward kernelsT (l)
A , T

(l)
B governed by alive sets viaT (l)

M (si →
†) = 1 wheni /∈ alive

(l)
M , every state in the alive symmetric difference satisfieseR(l)(si) = 0 and

contributes nothing to β(l−1).

Proof. WLOG i ∈ alive
(l)
A \alive

(l)
B , so T (l)

A (si, ·) is supported on ordinary states and T (l)
B (si, ·) = δ†.

Then eT (l)(si, s
′) =

q
T

(l)
A (si, s′) · 0 = 0 for ordinary s′ and eT (l)(si, †) =

√
0 · 1 = 0; summing

yields eR(l)(si) = 0.

Fix a ReLU MLP with hidden widths n1, . . . , nL, an input x, and start state s0 at the target output.
Let B replace W (l� ) by an i.i.d. matrix from a continuous distribution symmetric about zero, and
assume that for each l ≥ l∗ the events {i ∈ alive

(l)
B } are conditionally independent Bernoulli(pl)

with pl ∈ [δ, 1− δ]. Then T (l)
A = T

(l)
B for l < l∗; at l = l∗ the row weights differ and the alive sets

may differ; for l > l∗ the perturbation propagates through the activations. The same reduction applies
to convolutional and transformer blocks interpreted as single LMP layers.
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J.2.1 ReLU Net Game (Stopping Game)

Theorem 16 (Randomization in the Stopping game). With ρ := 1− δ ∈
�
1
2 , 1

�
,

EB

�
BC(0)(ΠA,ΠB)

�
≤ ρL−l� +1, (258)

and hence

EB [H(ΠA,ΠB)] ≥
p
1− ρL−l� +1. (259)

Proof. For l < l∗ the kernels coincide and the backward pass preserves BC(l) = 1, so we may restart
at l = l∗ with β(l� ) = α

(l� )
A . Decomposing S(l)+ = agree(l)⊔ symdiff(l), Lemma 9 gives eR(l)(s) = 0

on symdiff(l), and on agree(l) the trivial bound eR(l) ≤ 1 yields

BC(l−1) =
X

s

β(l)(s) eR(l)(s) ≤ BC(l) −
X

s∈symdiff (l)

β(l)(s). (260)

Since β(l) is supported on alive
(l)
A before any randomization-induced annihilation, and each i ∈

alive
(l)
A has PrB [i ∈ symdiff(l)] = 1− pl independently conditional on A,

EB

h X

i∈symdiff (l)

β(l)(si)
i

= (1− pl)EB [BC
(l)], (261)

which is the per-layer bound. Substituting back gives EB [BC
(l−1)] ≤ pl EB [BC

(l)] ≤ (1 −
δ)EB [BC

(l)] = ρEB [BC
(l)]. Iterating from l = L down to l∗ and using BC(L) = 1 together

with the unaffected layers below l∗ yields EB [BC
(0)] ≤ ρL−l� +1, and the Hellinger statement

follows from H =
√
1− BC and Jensen.

Remark 10 (Cemetery floor and the live subsum). Theorem 16 is a valid upper bound onEB [BC
(0)],

but it is loose on deep networks: under full randomization of a pretrained ReLU network withL = 16

layers andpl = 1
2 , the bound predictsE[BC(0)] ≤ 2−16 ≈ 1.5 ·10−5 andE[H] ≥ 1−10−5, whereas

the chain-rule DP of Algorithm 1 reportsH ≈ 0.96 on pretrained VGG16, i.e.BC(0) ≈ 0.08. Neither
figure is incorrect; they refer to different quantities.

Where the bound gives up mass. Split the prefix coefficient into an ordinary-state part and the
cemetery coordinate,BC(l) = BC

(l)
ord + β(l)(†). The chain rule(207) evaluated at the cemetery via

eT (†, †) = 1 and eT (s, †) = 1 for s ∈ dead
(l)
A ∩ dead

(l)
B gives the exact recursion

β(l−1)(†) = β(l)(†) +
X

s∈dead
(l)
A ∩dead

(l)
B

β(l)(s), (262)

i.e. the cemetery accumulator is monotonically non-decreasing in the backward direction and every
dead-in-both neuron contributes its ordinaryβ to it irrevocably. The proof of Theorem 16, in
boundingE[

P
symdiff β

(l)(si)] = (1 − pl)E[BC(l)], implicitly treats everyβ(l) as a target of the
1− pl symmetric-difference thinning. But cemeteryβ is never in symmetric difference (eR(l)(†) = 1
exactly), and once mass is absorbed intoβ(l)(†) via (262), it is no longer subject to the per-layer
ρ-shrinkage. The boundE[BC(l−1)] ≤ ρE[BC(l)] therefore holds only for the ordinary-state subsum

EB [BC
(l−1)
ord ] ≤ ρEB [BC

(l)
ord], (263)

and the correct total isE[BC(0)] = E[BC(0)
ord] + E[β(0)(†)] with the cemetery term as a lower-bound

floor.

Asymptotic floor under independence. Let q(l)A := |dead(l)A |/nl be the dead fraction under
modelA at layerl and assumeβ(l)

ord is approximately proportional ton−1
l 1{i aliveA } at each step (a
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mean-field uniformity approximation that ignores routing-induced concentration). Then the per-layer
dead-both mass rate is dl = q

(l)
A · (1− pl) applied to BC

(l)
ord before the ρ-shrinkage:

cl−1 = cl + dl fl, fl−1 ≤ ρ (1− q(l)A (1− pl)) fl, (264)

wherefl := E[BC(l)
ord] andcl := E[β(l)(†)]. With uniform parameterspl = p, q(l)A = q, and writing

d = q(1−p), κ = ρ (1−d) = (1−δ)(1−q(1−p)), the geometric closed form afterN := L− l∗+1
affected layers is

c0 = d
1− κN

1− κ
, f0 ≤ κN , E[BC(0)] ≤ κN + d

1− κN

1− κ
. (265)

For N →∞, the ordinary term vanishes andE[BC(0)]→ d/(1− κ) = q(1− p)/(1− (1− δ)(1−
q(1− p))), a strictly positive constant.

Plugging pretrained VGG16 values (L = 16, q ≈ 0.2, p = 1
2 , δ = 1

2 ) into (265) givesd = 0.1,
κ = 0.5 · 0.9 = 0.45, and asymptotec∞ ≈ 0.18, henceH∞ ≈

√
1− 0.18 ≈ 0.91 — within the

same order of magnitude as the empirically observedH ≈ 0.96. The remaining discrepancy reflects
correlation between the pretrained and randomized dead masks (not truly independent), concentration
of β(l)

ord away fromdeadA (which lowersd relative to the uniform estimate), and thepl-varying layer
widths — all of which are straightforward refinements of the mean-field model. The key structural
point is unchanged: the cemetery floor is a strictly positive lower bound onBC(0) that scales with
the dead-in-both coincidence rate, and Theorem 16’s bound does not see it.

Conditioned-survival distance as the bound-tight quantity. The ordinary-state recursion(263)
is exactly the decay targeted by Theorem 16. The corresponding probability-level scalar is the
conditioned-survival distance of Theorem 13,

H2
surv = 1−

BC
(0)
ord√

ZAZB

, ZM = 1− α(0)
M (†). (266)

This renormalizes each model on the event of survival to an ordinary input state and removes the ceme-
tery floor exactly. The raw ordinary-state subsumH2

ord from (224) remains a useful decomposition,
but it is not itself the Hellinger distance between two probability measures unlessZA = ZB = 1. As
BC

(0)
ord → 0, the conditioned distance satisfiesHsurv → 1 wheneverZA andZB stay positive. For the

Routing Game (Theorem 17), the ordinary-stateβ decays much faster because the activation-weighted
kernel concentratesβ(l)

ord on neurons with largest|aW |, which rarely coincide withdeadA ∩ deadB ;
in the mean-field approximation this shrinksd toward zero and already makes the totalH nearly
identical to Hsurv in practice.

J.2.2 Routing Game

Theorem 17 (Randomization in the Routing Game). Under the same setup with theRGkernel(197)
(driven by the Gibbs policy(199)) at temperatureτ > 0, there existsBCmin ∈ (0, 1) such that, with
ρrg := 1− δ · BCmin, EB [BC

(0)(ΠA,ΠB)] ≤ ρL−l� +1
rg . Sinceρrg < ρ, the decay is strictly faster

than in Theorem 16.

Proof. Identical to Theorem 16 with two modifications. Working on the act-state space {s(l,act)j,p } of

Section I.1.2, each act-to-act row of (197) factors as the source-deadness indicator 1{z(l)j > 0}, the

constant 1
2 uniform σ-branch, and the Gibbs policy π(l)

M,σ( · | j) ∝ [a
(l−1)
M [ · ]W (l,σ)

M [ ·, j]]1/τ on the
predecessor neuron. Cauchy–Schwarz applied to this row reduces to Cauchy–Schwarz on the Gibbs
policy at each σ. At l = l∗ the two policies share the activation factor a(l

� −1) (since l∗ − 1 < l∗

is unaffected), but W (l� )
B drawn from a continuous distribution makes the normalised Gibbs rows

differ a.s. on every entry, giving the strict per-state inequality BC(π
(l� )
A,σ(· | j), π

(l� )
B,σ(· | j)) < 1 and

hence eR(l� )(s) < 1. For l > l∗ the activation factor a(l−1)
A ̸= a

(l−1)
B also differs, so the bound

eR(l)(s) ≤ 1 used in the ADF proof is replaced by eR(l)(s) ≤ BCmin < 1 on the agreement set;
the same induction then yields EB [BC

(l−1)] ≤ ρrg EB [BC
(l)] and the geometric decay. Strictness

ρrg = 1− δBCmin < 1− δ = ρ is immediate.
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J.2.3 Double-Random Empirical Baseline

To calibrate the asymptotic value that Theorems 16–17 approach under full randomization, we
compare two independently random-initialised copies of each architecture. This endpoint matches the
deepest step of the cascading test of Adebayo et al. [2018] while eliminating any residual correlation
with the pretrained weights.

Protocol. For each architecture we run R = 500 independent rounds. Each round: (i) instantiate
two fresh copies Ar, Br that share only the architecture; every Conv2d/Linear weight in each copy
is re-initialised via Kaiming normal starting from the pretrained checkpoint, matching the cascading
endpoint of Adebayo et al. [2018] (weights=None leaves the ViT classification head identically
zero so the two trajectory laws would be trivially indistinguishable; we use the shared re-init for all
three architectures to keep the comparison clean). (ii) Draw one image index with replacement from
the 566-image ImageNet-S test split of Section 6 (the 500 draws hit 319 distinct images under the
fixed seed we use). (iii) Compute the plain Hellinger H(ΠAr ,ΠBr ) and conditioned-survival Hsurv

for both the Stopping Game and Routing Game kernels using the ground-truth label as target class.
Table 25 reports the round-to-round mean and standard deviation; the round-to-round variance mixes
two sources (image choice and the random-pair realisation).

Stopping Game Routing Game

Architecture H Hsurv H Hsurv

VGG-16 0:939 � 0:003 1:000 � 0:000 1:000 � 0:000 1:000 � 0:000
ResNet-50 0:959 � 0:002 1:000 � 0:000 0:960 � 0:004 1:000 � 0:000
ViT-B/16 0:958 � 0:002 1:000 � 0:000 0:963 � 0:003 1:000 � 0:000

Table 25: Hellinger trajectory distance between two independently random-initialised copies of the
same architecture, averaged over R = 500 rounds (one fresh ImageNet-S test image per round). Plain
H concentrates at an architecture-dependent cemetery floor of 0.94–0.96; conditioned-survival Hsurv

saturates at unity. The VGG-16 Routing Game cell is the one case in which the plain distance also
saturates at 1.000.

Interpretation. Plain H concentrates at a model-dependent floor of 0.94–0.96, matching the
cemetery-floor prediction of Remark 10: once both random kernels produce uncorrelated dead masks,
the shared dead-in-both coincidence rate caps BC(0) at a strictly positive constant and plain H cannot
reach unity. The conditioned-survival distance removes the cemetery floor by renormalising on
survival and correctly reports the two independent random trajectory laws as essentially support-
disjoint on ordinary input states (Hsurv ≈ 1 throughout). The pretrained-vs-randomised Hellinger
distance that the cascading sanity check reports should therefore be read against this architecture-
specific asymptote rather than against unity: values close to the double-random baseline already
indicate that the game-theoretic trajectory law has become fully decoupled from the pretrained one.

Per-image versus per-round variance. Both the cascading run (Figure 2) and the double-
random control (Table 25) use one random realisation of the re-initialisation per cascading step:
torch.manual_seed is set once, and _randomize_layer consumes the global RNG in place; all
566 test images pass through the same randomised weights before the next step. The per-image
standard deviations that follow therefore measure image-content variance under a fixed weight
realisation, not weight-realisation variance—the latter is reported separately by the R=500 round-to-
round spread in Table 25. Figure 8 plots the per-image std across all cascading steps.
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Figure 8: Per-image standard deviation of the Hellinger trajectory distance vs. cascading random-
ization step. Three panels with independent y-scales (VGG-16 and ResNet-50 reach σ ∼ 0.12–0.15
because ReLU dead-mask content varies strongly across images; ViT-B/16 stays within σ . 0.015
because the smooth-activation survival graph is dense). Every point is image-content variance under
a single fixed weight realisation; weight-realisation variance at full randomization is in Table 25
(0.002–0.004 round-to-round std).

The full per-image standard-deviation curves across all cascading steps are in Figure 8 (above). For
the ReLU backbones (VGG-16, ResNet-50) the per-image std under the Stopping Game reaches
∼ 0.04–0.05 at the full-randomisation endpoint—an order of magnitude larger than the round-to-
round std of the double-random baseline in Table 25. The reference A is pretrained, so its layer-wise
dead masks depend on the input and the shared dead-in-both coincidence rate fluctuates with image
content; in the doubly random setup bothAr andBr are random and the dead masks are determined by
weight statistics alone, so the cemetery floor is image-agnostic and the round-to-round std collapses.
ViT-B/16 has no comparable binary dead-set structure (pre-activation normalisation and smooth
activations keep the survival graph densely connected), so its per-image std is already tight at the
cascading endpoint and coincides with the double-random regime. The tight double-random variance
in every case is consistent with the cemetery-floor mechanism of Remark 10 being input-independent
in the doubly random regime.

J.3 Path-Space Sensitivity vs. “Shadow” Maps

By Theorem 2, the input-layer marginal α(0)
M recovers gradient and αβ-LRP maps in the appropriate

limits. Theorems 16–17 show that α(0)
M can remain similar while the full trajectory measure ΠM

changes drastically, so trajectory-space diagnostics are strictly more informative than pixel-level
projections alone.

J.4 Per-Image Trajectory-vs-Map Independence

Theorems 16–17 and the double-random baseline of Table 25 bound the aggregate behaviour of the
Hellinger trajectory distance and the pixel-level attribution-map similarity. A sharper version of the
“shadow-map” argument (§J.3) is the claim that the two diagnostics disagree per image: at fixed
randomisation depth, whether a given image’s trajectory distribution is strongly displaced by the
randomisation need not predict whether its attribution map becomes more dissimilar. Table 26 tests
this directly.

Protocol. For each architecture we pick the deepest cascading step at which the Hellinger run
and the attribution-sanity run share the same last_randomized_layer , so per-image values are
directly comparable: step 4 / features.26 on VGG-16, step 4 / layer4.1.conv3 on ResNet-50,
step 3 / encoder_layer_11.self_attention.out_proj on ViT-B/16 (the deepest alignable step
without matching the per-head Q/K/V granularity that the sanity pipeline enumerates separately).
The mean H / Hlive at these steps can be read off Figure 2. For each of the 566 ImageNet-S test
images we then record four Hellinger scalars (H plain/live for the Stopping and Routing Games) and
four attribution-map scalars (Spearman-ABS and HOG, each computed between the pretrained and
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partially-randomised model, for Gradient and for RG at τ=1; these are the attribution methods whose
marginal laws line up with the Hellinger game kernels). Table 26 reports Spearman rank correlations
across the 566 images.

Within Hellinger Gradient RG (τ=1)

Architecture Hellinger variant HRG;pl HRG;live HSG;pl HSG;live Spear. |ρ| HOG r Spear. |ρ| HOG r

VGG-16

HRG;plain − −0.79 +0.76 −0.84 +0.02 +0.03 −0.06 −0.01
HRG;live −0.79 − −0.79 +0.81 −0.09 −0.12 −0.03 −0.06
HSG;plain +0.76 −0.79 − −0.82 +0.04 +0.07 −0.04 −0.01
HSG;live −0.84 +0.81 −0.82 − −0.08 −0.06 −0.04 −0.05

ResNet-50

HRG;plain − −0.83 +0.68 −0.55 −0.01 −0.08 −0.05 −0.11
HRG;live −0.83 − −0.74 +0.50 +0.08 +0.19 +0.01 +0.07
HSG;plain +0.68 −0.74 − −0.61 +0.02 +0.06 +0.07 +0.08
HSG;live −0.55 +0.50 −0.61 − −0.10 −0.14 −0.16 −0.13

ViT-B/16

HRG;plain − +0.97 −0.17 −0.15 +0.04 +0.06 −0.05 −0.03
HRG;live +0.97 − −0.12 −0.10 +0.03 +0.04 −0.03 −0.01
HSG;plain −0.17 −0.12 − +1.00 +0.08 +0.06 +0.05 +0.07
HSG;live −0.15 −0.10 +1.00 − +0.09 +0.06 +0.06 +0.07

Table 26: Per-image Spearman rank correlations across the 566-image ImageNet-S test split at the
deepest cascading step that is layer-aligned between the Hellinger and attribution-sanity pipelines.
Left block: within-Hellinger cross-correlations (self-entries shown as −; trivially +1). Right block:
Hellinger-vs-map cross-correlations. The within-Hellinger block serves as a sanity check that H
is not degenerate across the measurement conditions here (discussed in the Readings below). The
Hellinger-vs-map block is uniformly |ρ| ≤ 0.2: per-image Hellinger and per-image attribution-map
similarity rank images essentially independently.

Readings. The Hellinger-vs-map cross-block in Table 26 is uniformly near zero (|ρ| ≤ 0.2 on
all three architectures): per-image trajectory displacement and per-image attribution-map drift rank
images essentially independently.

The within-Hellinger block shows that per-image H carries stable rank signal at the sample size
and variance of this experiment. On ViT-B/16, the two normalisations of the same game agree
almost perfectly per-image (ρ = +0.97 under RG, +1.00 under SG), establishing that tight absolute
variance (σ ≈ 0.005–0.006) is compatible with reproducible per-image ordering. On the ReLU
backbones, plain and live normalisations of the same game are strongly anti-correlated per-image
(ρ ≈ −0.8 on VGG-16, ρ ≈ −0.6 to −0.8 on ResNet-50), and cross-game same-normalisation
correlations are moderately positive (ρ ≈ +0.7 to +0.8). Cross-game correlations on ViT-B/16 are
small (|ρ| ≤ 0.17), indicating the SG and RG kernels read different per-image structure there. The
plain-vs-live anti-correlation on the ReLU backbones reflects per-image fluctuation of B’s live-mass
fraction qB under randomisation: when little mass survives the cemetery coordinate dominates plain
BC and suppresses H2 = 1 − BCcem − BClive, while the live-normalisation re-scale 1/

√
qAqB

amplifies the same surviving disagreement and raises H2
live = 1−BClive/

√
qAqB , so the single image-

level axis qB pushes the two normalisations in opposite directions; ViT-B/16’s smooth-activation
survival graph has no hard dead-set, qB is image-stable, and the two normalisations therefore rank
images identically. Beyond this mechanism, the patterns serve as evidence that H is not degenerate
across the Table 26 measurement conditions.

A secondary observation from the within-method pattern: Spearman-ABS and HOG within a single
attribution method agree strongly (ρ = 0.70–0.98, computed from the same per-image joins),
but Gradient and RG-τ=1 similarities barely agree across images (ρ = 0.02–0.23 depending on
architecture and similarity metric). Together with the near-zero Hellinger-vs-map block, this tightens
the conclusion of §J.3: trajectory-space and pixel-level diagnostics look at orthogonal per-image
structure, and within pixel-level diagnostics the choice of attribution method changes which images a
randomisation sanity check flags.
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Table 27: Pascal VOC 2012 cross-dataset evaluation on ViT-B/16. Per-image disjoint random split
of the trainval pool (val:test = 1:5, seed 42); the test partition contributes 2,849 (image, foreground-
class) samples (person class skipped, no faithful ImageNet target). Column conventions, metric
definitions, colour coding (best per column in red, block-best in gray), and the RG / RG+Eq
anchor-row semantics are inherited from Table 1; see its caption for the full legend. RG and
RG+Eq use the ImageNet-S–tuned mode parameters verbatim (no re-tuning on VOC), while every
baseline row is the val-split rank-sum winner over {AL, PG,TK} from the per-method search grid;
full protocol, mask convention, and search ranges in Appendix K.

Method Config AL ↑ PG ↑ TK ↑ PF5 ↓ PF20 ↓ Sel. ↓ MaxS ↓ AvgS ↓ t/img

Gradient – 0.303 0.403 0.368 3.365 3.167 2.253 1.541 1.218 0.07

SmGrad Nsamples=10, σ=0.3, std 0.310 0.542 0.484 3.148 2.729 2.088 0.448 0.384 1.52

IntGrad Nsteps=20 0.330 0.496 0.426 3.206 2.908 2.141 1.023 0.862 2.56

DeepLift – 0.356 0.543 0.463 3.156 2.697 1.987 0.834 0.677 0.13

DAVE N=50 0.312 0.552 0.435 3.282 2.990 2.183 0.808 0.759 2.60

LRP-ε ε=2 0.400 0.564 0.511 3.259 2.857 2.002 1.561 1.301 0.14

LRP-γ ε=0.5, γ=0.1 0.349 0.497 0.455 3.220 2.777 2.024 3.287 1.709 0.29

AttnLRP ε=1.0 (val-tuned) 0.394 0.550 0.505 3.217 2.807 2.011 3.812 – 0.12

TIBAV – 0.265 0.455 0.301 3.475 3.388 2.322 0.722 0.598 0.15

GAE – 0.377 0.734 0.541 2.838 2.414 1.650 0.482 0.423 0.07

RG α=2, β=1, ε=0.5, τ=1 0.357 0.563 0.522 3.203 2.633 1.907 0.171 0.148 0.16
τ=0.5, λ=−1, λsm=−10 0.459 0.585 0.522 3.316 2.911 2.031 0.568 0.478 0.25

RG+Eq N=50 0.362 0.614 0.568 3.295 2.935 1.905 0.539 0.523 7.17
τ=0.5, N=50 0.438 0.618 0.572 3.325 3.027 2.019 0.882 0.867 7.39

AR wr=0.25 0.335 0.649 0.519 3.441 3.288 2.011 0.222 0.204 0.02

K Cross-Dataset Evaluation: Pascal VOC 2012

This appendix details the protocol behind the ViT-B/16 cross-dataset table (Table 27).
The goal is twofold: (i) test whether the RG / RG+Eq mode parameters validation-
tuned on ImageNet-S transfer to a different dataset without re-tuning, and (ii) put base-
lines on equal footing by re-running the same per-method validation-grid search on the
new pool. Implementation lives in experiments/baseline_tune_pipeline/run.py
and experiments/baseline_tune_pipeline/build_voc_grid.py ; the entry-point
reproduce/pascal_voc.py wires the stages end-to-end (seed=42 fixed everywhere).

K.1 Dataset and split

We use Pascal VOC 2012 [Everingham et al., 2010] segmentation annotations: the trainval pool of
2,913 images with pixel-accurate SegmentationClass masks across 20 foreground classes plus
background. Each image is expanded to one (image, foreground-class) sample per distinct VOC class
label present in its mask, yielding 3,430 total samples after dropping the person class (no faithful
ImageNet-1K target exists for it) and discarding sliver masks whose pixel area on the original (pre-
resize) annotation is below 64 pixels. Each (image, class) sample carries the same input image and
an explanation target equal to the most semantically central ImageNet-1K index for that VOC class
(e.g. horse→ N02389026 SORREL; tvmonitor→ N03782006 MONITOR); the curated mapping
is in data/pascal_voc.py.

Per-image disjoint val/test split. The trainval pool is partitioned randomly with seed 42 at the
image level (not the (image, class) level) into a1:5 val/test split. All (image, class) samples for a given
image stay in the same partition, so leakage between val tuning and test evaluation is structurally
impossible. The resulting partitions:
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Images (image, class) samples

val (tuning) 463 581
test (eval) 2,314 2,849

The split helper is dc_decompose.evaluation.dataset.split_voc_trainval(
val_fraction=1/6, seed=42) ; it deterministically shuffles the trainval stems and assigns
the first 1/6 to val.

Pixel masks for localisation. AL, PG, and Top-k Intersection are computed against the per-(image,
class) binary VOC2012 segmentation pixel mask for that class, not bounding boxes. The mask is
resized via NEAREST interpolation and centre-cropped to 224×224 to match the input pipeline
(Resize(256)→CenterCrop(224) ), then passed verbatim into Quantus [Hedström et al., 2023]
alongside the attribution map. This avoids the well-known bbox over-credit issue [Selvaraju et al.,
2017] where a method that puts mass anywhere inside the box wins the metric; pixel masks reward
only mass on the actual foreground object.

K.2 Tuning protocol

The protocol mirrors the ImageNet-S two-stage scheme used in the main paper (§6), with one
deliberate asymmetry: RG and RG+Eq do not get a fresh grid search on VOC.

• Baselines (Stage 1, val). Every (method, params) row of the per-method grid (Ap-
pendix K.3) is evaluated on the 581-sample val pool with the same Quantus metric set
as the main table: localisation {AL, PG,TK}, faithfulness {PF5, PF20, Sel}, robustness
{MaxS,AvgS}, plus inference time. The single config per method that minimises the
rank-sum over {AL, PG,TK} is selected as the val winner.

• Baselines (Stage 2, test). The val winner per method is re-evaluated on the 2,849-sample
test pool. This is the row reported in Table 27.

• RG / RG+Eq (transfer test). The two RG rows and the two RG+Eq rows in Table 27 use
the same mode parameters as the corresponding rows of Table 1 (theαβ-LRP anchor and
the localisation-tuned mode), without any VOC-side re-tuning. They are evaluated directly
on the VOC test pool. Every other knob (τ , λsm, σ2, N ) is fixed at its ImageNet-S value.

K.3 Per-method search ranges

The full grid is built by experiments/baseline_tune_pipeline/build_voc_grid.py (one
row per cell). Configs are applied verbatim by the evaluator via setattr on the registered method
instance.
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Method Grid

Gradient single config (no tunable params)
SmGrad (N, σ, agg) ∈ {10}× {0.05, 0.1, 0.15, 0.2, 0.3}× {mean, std} ∪

{(30, 0.1,mean), (30, 0.2,mean)} (12 configs)
IntGrad Nsteps ∈ {5, 10, 20, 50, 100} (5 configs)
DeepLift {default} ∪ {rule = γ, γ ∈{0.1, 0.25, 0.5}} ∪ {rule = z+} (5

configs)
LRP-ε ε ∈ {0.01, 0.05, 0.1, 0.25, 0.5, 1, 2} (7 configs)
LRP-γ (ε, γ) ∈ {0.1, 0.25, 0.5} × {0.1, 0.25, 0.5, 1, 2} (15 configs)
AttnLRP pure-ε (Linear/Conv only): ε ∈ {0.05, 0.1, 0.25, 0.5, 1.0}

∪ paper-faithful γ-composite [Achtibat et al., 2024]: an-
chor (γconv=0.25, γlin=0.05, εattn=0.25) + univariate sweeps
γlin ∈ {0.01, 0.025, 0.1, 0.25}, γconv ∈ {0.1, 0.5, 1.0}, εattn ∈
{0.05, 0.1, 0.5, 1.0} (17 configs)

TIBAV single config
GAE single config
AR residual-weight wr ∈ {0.0, 0.25, 0.5, 0.75, 1.0} (5 configs)
DAVE N ∈ {25, 50} at paper-fixed (max_angle= 20, max_shift_frac=

0.1, flip_prob= 0.5, noise_t_max= 0.5, multiply_input=True)
(2 configs)

K.4 Result framing

Table 27 shows that RG / RG+Eq retain their lead on localisation after transfer: the localisation-tuned
RG mode is best on AL (0.459 vs. next-best 0.400 for LRP-ε), RG+Eq is best on Top-k Intersection
(0.572), and the αβ-LRP anchor leads both robustness columns (MaxS 0.171, AvgS 0.148) by an
order of magnitude over every baseline. The single localisation column where GAE [Chefer et al.,
2021a] wins is PG (0.734). PG is the noisiest of the three localisation metrics by construction — it
is a binary indicator (does the argmax of the saliency map land inside the foreground mask?) so
its mean over N samples advances in steps of 1/N and is dominated by single-image flips on the
boundary. AL and Top-k Intersection, which both integrate continuous mass-overlap signals, paint a
consistent picture in the other direction.

What this demonstrates. The RG / RG+Eq mode parameters (τ , λ, λsm, σ2, N ) generalise across
the ImageNet-S→ Pascal VOC dataset shift without re-tuning, while the baselines — which got a
fresh per-method grid search on the VOC val pool — still trail on the localisation block. The transfer
claim is therefore conservative against the baselines: any tuning advantage flows to them, not to us.
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L Compute Resources and Broader Impact

L.1 Compute resources

All reported experiments were run on a local workstation with an Intel Xeon E5-2687W v4 CPU
(Broadwell-EP, one socket, 12 physical cores, 24 logical threads, 3.00 GHz base clock and 3.50 GHz
maximum turbo), 31 GiB system RAM, and 8 GiB swap. The CPU supports AVX2 and FMA, but
not AVX-512. The GPU devices available for the experimental runs were an NVIDIA GeForce RTX
3060 with 12 GiB memory and an NVIDIA TITAN V with 12 GiB memory. The software stack used
NVIDIA driver 555.42.06 and CUDA 12.5.

The attribution evaluations are inference-only. The main cost is the repeated backward attribution
pass over the validation and test images across the method grids, including the equivariant-Reynolds
and noise-averaged configurations.

As a conservative reproduction budget, we estimate that the complete reported evaluation suite,
including validation sweeps, test-set evaluation, appendix sweeps, randomisation diagnostics, and
qualitative attribution generation, can be reproduced within approximately 300 GPU-hours on this
workstation class. This estimate is meant as an upper-bound planning number rather than a benchmark:
wall-clock time varies with GPU assignment, batching, whether interactive display processes share
the RTX 3060, and whether appendix sweeps are run serially or in parallel across the two GPUs.

L.2 Broader impact

The work is methodological: it studies attribution methods for existing image classifiers and does
not introduce a deployed decision system, a new dataset of people, or a high-risk generative model.
Its intended positive impact is to make explanation methods more diagnostically accountable. In
particular, trajectory-level comparisons can reveal cases where visually similar attribution maps arise
from different backward calculations, and can therefore support more careful auditing of explanation
pipelines used in scientific or engineering workflows.

The same capability can also have negative or misleading uses. Sharper or more stable attribution
maps may create unwarranted confidence in a model if users treat explanations as causal guarantees
rather than as post-hoc diagnostics. In safety-critical or fairness-sensitive settings, improved-looking
explanations could be used to justify a classifier whose predictions remain brittle, biased, or dataset-
dependent. The Hellinger trajectory distance also compares internal calculation paths rather than
social validity; small trajectory distance does not imply that the underlying model is fair, robust, or
appropriate for deployment.

We therefore view the framework as an analysis tool rather than a deployment certificate. The
experiments use public benchmark classifiers and ImageNet-derived evaluation data, and the results
should be interpreted as evidence about attribution behavior under these benchmarks, not as evidence
that the underlying models are suitable for consequential use.
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